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Abstract
A method for using Proper Orthogonal Decomposition (POD) to build approximation models intended for design applications has been developed that incorporate
the governing equations of a system. The technique uses a series of observations or
snapshots of a system to build a linear basis for approximating other solutions of
interest. Scalar coefficients of the basis functions are computed from the governing
equations of the physical system using a weighted residual method. For representing
highly non-linear phenomena such as shocks in transonic aerodynamics the method
can be incorporated in a dynamic domain decomposition technique in which the vast
majority of the computational domain is represented by POD and the remaining
small subdomain is represented at full order. In a complementary method the ability
of a small number of scalar coefficients to represent a high-fidelity aerodynamic or
structural simulation is used to reduce the bandwidth or order of interaction between
disciplines in decomposition algorithms for multidisciplinary design. Order reduction makes decomposition algorithms, which often have a cost highly dependent on
the number of interaction variables, more suitable for use with high-fidelity models.
Because full order analyses are not eliminated, the approximation can be monitored
and adapted to yield accurate solutions with computationally costs competitive with
more tightly coupled methods.
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Nomenclature
ai coefficient of the i-th mode in a function expansion
A matrix of interaction variable gradients
b Hicks-Henne bump function
c thrust specific fuel consumption
CP pressure coefficient
Cd 2-D drag coefficient
CD 3-D drag coefficient
Cl 2-D lift coefficient
CL 3-D lift coefficient
Cm pitching moment coefficient
D drag
E energy
f function
f Euler flux in x-direction
g vector of constraints
g Euler flux in y-direction
Gyz vector of constraints more dependent on Y and Z than X
Gi vector of constraints in discipline i
H enthalpy
I Identity matrix, objective function
J error between target and current value of interaction variables
KS Kreisselmeier-Steinhauser (KS) function for lumping constraints
L vector of Lagrange multipliers, lift
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L
D

lift-to-drag ratio

M number of modes used in approximation
N number of snapshots
p pressure
R autocorrelation tensor, residual
R range
t vector of structural thicknesses
t1 location of maximum thickness for Hicks-Henne bump function
t2 width of Hicks-Henne bump function
u vector of structural displacements, x-component of velocity
u arbitrary function to be generated
v y-component of velocity
V

volume, velocity

w vector of conserved variables for Euler equations
Wstruc structural weight
Winit initial cruise weight
Wf final cruise weight
x vector of independent variables
X vector of discipline design variables
Xi vector of design variables for discipline i
xr,j j-th local design variable in discipline r
∆Xi vector of design variables in the optimization problem for discipline i
Y

vector of interaction variables

Yi vector of interaction variables computed by discipline i
Yi,j vector of interaction variables output by discipline j and input to discipline i
Y 0 target values of coupling variables, Y
Z vector of system design variables
ZL vector of lower bounds on Z
ZU vector of upper bounds on Z
∆Z vector of design variables for system optimization
∆ZL vector of lower move limits on ∆Z

vii

∆ZU vector of upper move limits on ∆Z
α angle of attack, weight in composite objective function
β weight in composite objective function
θ vector of wing twists
Φ overall system objective function
ηi coefficient of the i-th mode in a function expansion
Γ vector of circulations
λ eigenvalue, Lagrange multiplier
Ω domain of interest
ϕj j-th POD basis mode
ρ density
h·i averaging operator
k · k L2 -norm
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Chapter 1
Introduction
1.1

Multidisciplinary Design Optimization (MDO)
for Aerospace Vehicles

The design of aerospace vehicles has always been inherently multidisciplinary with
disciplines such as aerodynamics, structures, propulsion, stability and control, and
mission performance having such obvious effects on one another. However, the use
of formal frameworks for managing the interactions are much more recent and the
exploitation of favorable interactions is still very much an active research topic [72,
77, 74], with much of the work done on relatively low-fidelity models.
With ever increasing computational resources, better modeling, and improved
numerical methods high-fidelity analysis and design of individual disciplines such as
aerodynamics, structures, radar cross section characteristics, etc. are commonplace.
But there is a desire and need to take better advantage of the possibly favorable
interactions, particularly for non-linear phenomena such as those involved in sonic
booms, between an increasing number of disciplines. This requires modeling at a
high level of fidelity, which has brought more focus to the challenge of using MDO
with models that have higher computational cost and more design variables. Surveys
by Guruswamy et al. [29, 28] indicate that examples of such high-fidelity MDO are
essentially limited to two disciplines, typically aerodynamics and structures [26, 52,
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50].
More work is required in many areas to realize the goal of high-fidelity MDO: reorganizations of the design optimization process, development of software integration
environments [11], enhanced optimization techniques, and novel low-cost, low-order
approximations to high fidelity models will be required to minimize the formidable
computational cost which this type of approach will generate. In addition, creative
thinking in the area of computation of coupled sensitivities of responses which involve the interaction between multiple disciplines will be necessary. Different MDO
architectures handle the interaction of design variables and data between disciplines
in very different ways. These characteristics have implications for the applicability of
a given algorithm to varying levels of discipline modeling, number of design variables,
the level of control given to discipline experts, implementation issues, convergence
and accuracy of the method, and computational costs.
One technique for addressing computational cost is a multilevel framework such
as that of Alexandrov et al. [9, 8]. It certainly doesn’t make sense to sketch out
a notional design of an aircraft on a napkin and immediately proceed to detailed
viscous design of the wing, finite element analysis of the structure under hundreds
or thousands of load cases, etc. The design can be refined using a series of models
with ever increasing fidelity to reduce the computational burden at the high-fidelity
levels. Multilevel frameworks seek to formalize this process and ensure that such a
process leads to an optimum independently of the underlying techniques used to get
there more efficiently. For example, Choi et al. [22] used four different aerodynamics
models ranging from classical supersonic theory to fully non-linear CFD in an MDO
problem for a supersonic jet. In some fields, additional levels of low- and multi-fidelity
modeling may be useful in this process.
The wealth of knowledge in single discipline optimization leads to attempting to
solve multidisciplinary problems using the same algorithms, but multidisciplinary specific algorithms which seek to decompose the problem have many advantages and have
been demonstrated with low-fidelity models [75, 39]. However, some characteristics of
such algorithms may make them less suitable for MDO with high-fidelity models. For
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example an algorithm with relatively loose coupling between the disciplines is typically easier to implement and gives more autonomy to the disciplines involved, but
may suffer from convergence and computational cost issues when applied to a highfidelity aerostructural problem with thousands of design and interaction variables. By
replacing the high-fidelity interaction with a suitably accurate and robust low-fidelity
representation we can retain the convenience of implementation and scalability to a
large number of disciplines but mitigate much of the computational efficiency we had
previously given up [68, 39].

1.2

MDO Architectures

A variety of both informal and mathematically rigorous methods have been used for
integrating the disciplines in multidisciplinary problems. In this section a number of
algorithms are reviewed in terms of implementation issues, convergence and accuracy
characteristics, and computational performance. To characterize the methods we
will distinguish between global design variables which affect multiple disciplines or
sub-problems and local design variables which are used only by a single discipline or
sub-problem. Coupling variables, which are outputs of one discipline and also inputs
to another, link the sub-problems. Also, constraints may or may not be closely
associated with a particular discipline.

1.2.1

Monolithic

A monolithic MDO architecture, also referred to as single-level or MultiDisciplinaryFeasible (MDF), is perhaps the easiest to understand and implement. In this method
the disciplines are integrated to form a single multidisciplinary analysis and the optimization is performed on the coupled system. The optimizer is not aware of the fact
that the objective and constraints are the result of a multidisciplinary analysis and all
of the usual single discipline optimization techniques can be used. No distinction is
made between the local and global design variables. All of the constraints are satisfied
with no distinction as to their discipline, and the coupling variables are completely
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Optimizer

X, Z

f, g

Discipline 1

Y 2,1

Y 3,1
Y 1,2

Y 1,3

Y 2,3
Discipline 2

Discipline 3
Y 3,2

Figure 1.1: Monolithic architecture for MDO.
absent from the optimization problem as seen in Figure 1.1.
The absence of the coupling variables from the optimization problem is very efficient for problems in which the dimension of those variables may be very large, such
as high-fidelity aerodynamics and structures where those coupling variables are the
tens of thousands of aerodynamic loads and structural displacements. All design decisions are handled at a high level, relegating the disciplines to being simple analysts.
There may be some opportunities for parallelism, depending on the implementation
of the multidisciplinary analysis and type of optimizer.
For optimization problems with costly objective functions and a continuous design space a gradient based optimizer will be desirable for computational efficiency.
Because the optimizer is working with the coupled system directly it will need the gradients of the coupled system. An efficient means of computing these coupled gradients
is vastly more difficult to implement than for a single discipline.
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Optimizer

f, g, Y−Y’

X, Z, Y’

Discipline 1

Discipline 2

Discipline 3

g1

g2

g3

Figure 1.2: OBD architecture for MDO.

1.2.2

Optimizer Based Decomposition (OBD)

Optimizer Based Decomposition (OBD), or Individual Discipline Feasible (IDF), is
a decomposition in which target copies of the coupling variables, Y 0 , are introduced.
This decouples the problem so that each discipline can operate in parallel, as shown
in Figure 1.2. However, it increases the number of variables in the optimization and
introduces additional constraints, Y − Y 0 = 0, to ensure multidisciplinary compatibility. Altus and Kroo used OBD for the simultaneous optimization of flight path
and wing [12]. This decomposition works well if there are a small number of coupling
variables, but may not be suitable for high-fidelity design unless order reduction or
approximation is used.

1.2.3

Collaborative Optimization (CO)

Collaborative Optimization (CO) is a decomposition method which mimics the natural disciplinary breakdown one might find in an engineering project such as aerodynamics, structures, mission performance, propulsion, etc. for an aircraft design [18].
Each discipline or sub-problem has control over local design variables and is responsible for satisfying local constraints. The objective of each sub-problem is to match
target values of the coupling variables, Y 0 , which link the disciplines while minimizing
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System Optimizer

Y’, Z

J1

Y’, Z

J2

Y’, Z

J3

Discipline 1

Discipline 2

Discipline 3

g1

g2

g3

X1

X2

X3

Figure 1.3: CO architecture for MDO.
the error in matching the targets, as measured by J
Ji =

X

(Yi − Yi0 )2 ,

(1.1)

i

for the i-th sub-problem while satisfying discipline level constraints. A system level
optimizer coordinates the disciplines by providing the target values of the coupling
and global variables, Z, to the sub-problems and performs the overall optimization
of the system objective.
CO has the advantage of providing each of the disciplines with control over local
variables and constraints. Implementation is easy since there is no need to compute
coupled gradients and there is opportunity for parallelism at the discipline level.
However, the coupling variables are now part of the optimization problem which
can lead to poor computational performance for high-fidelity problems with large
numbers of interaction variables. This problem is exacerbated for tightly coupled
problems such as aerodynamics and structures. The system level optimization must
be full converged to ensure disciplinary compatibility, precluding early termination
of the optimization. Chen et al. [21] indicated that even in simple test cases CO can
exhibit poor convergence and accuracy compared to other decomposition methods.
However, Alexandrov and Lewis [10] and Braun et al. [17] showed good performance.
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Discipline 1

X1
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Y 2,1
Y 1,2

X2

Z

Y 3,1

Discipline 2
g2

Y 1,3

Y 2,3
Y 3,2

X3

Discipline 3

Z

g3

Figure 1.4: BLISS architecture for MDO.

1.2.4

Bi-Level Integrated System Synthesis (BLISS)

Bi-Level Integrated System Synthesis (BLISS) [70] is also a decomposition method,
but rather than using a single system level optimizer to link the disciplines the Global
Sensitivity Equations (GSE) [69] are used to formulate a synthetic objective function
for each discipline to optimize with respect to local design variables and local constraints. This objective function is derived to improve the overall system level objective function rather than traditional discipline specific figures of merit. A system
level optimization makes further improvements by altering the system level variables.
In a newer formulation, BLISS 2000 [71], the discipline objective is a sum of the
discipline outputs, with each output weighted by a coefficient that is treated as a
design variable in the system level optimization. The advantage of this formulation is
the elimination of the rather costly GSE in favor of response surfaces for representing
the discipline optima at the system level.
Like CO, BLISS offers more disciplinary autonomy compared to a monolithic
optimization with each discipline being responsible for local design variables and
local constraints. The coupling between disciplines is more suitable for high-fidelity
MDO, although we now have communication between each of the disciplines that was
centralized in the case of CO. Because there are no target variables introduced there is
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not an issue with disciplinary compatibility, although ensuring disciplinary feasibility
may be an issue for some problems. At each step in the design process there is a
feasible design from the discipline analysis perspective. As in CO, there are obvious
opportunities for parallelism in the discipline sensitivity analysis and optimization
problems.

1.2.5

Additional MDO Algorithms

MDF, OBD, CO, and BLISS are by no means the only architectures for multidisciplinary design optimization. A number of algorithms have been successfully employed
for a variety of problems, including Concurrent Subspace Optimization (CSSO) [73]
and Simultaneous Analysis and Design (SAND) [27]. Each of these algorithms has
characteristic implementation costs, computational efficiency, applicability to large
numbers of design variables, etc. that make them more or less appropriate for a given
class of problems.

1.3

Approximation Methodologies

Approximations are routinely used in analysis and design for reasons of computational cost, robustness, or the inability to adequately model a phenomenon. In cases
where a noisy cost function prevents a gradient based method from converging at
all or leads to a local extremum instead of a global one, a surrogate representation
may be introduced. The optimizer then works on the inexpensive, well-behaved representation which is suitably monitored and updated to give a good fit to the true
function.
In some situations the primary reason for introducing a surrogate representation
is computational cost. Models of varying physics or spatial/temporal resolution, and
hence computational cost, may be used to accelerate convergence to an optimum on
the highest fidelity model. These types of mathematically derived models are typically
referred to as Reduced Order Models (ROM), as opposed to a simple response surface
or fit that has no significant mathematical basis.
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Response Surfaces

Response surfaces are typically used for replacing a computationally expensive or
noisy objective function with a fit based on a sampling of the true function. One
of the simplest fits is a quadratic function of the variables of interest. The true
function is sampled at a number of points determined by the dimensionality of the
independent variables, on the order of N 2 where N is the number of independent
variables. These points need to be chosen in such a way that the computation of
the fit is not singular, which is not necessarily trivial in many dimensions. Once the
model is in use, it needs to be monitored and adapted as one departs from the region
of points used to construct it or focuses in on a particular region as an optimization
converges. There are many examples of this strategy being employed in multiple
MDO architectures [68, 39, 49, 6].
A variation on response surfaces is the Kriging method, an interpolation method
particularly well suited for many dimensions which first originated in earth sciences.
Kriging uses a weighted linear combination of values at the sample data points to
interpolate the function. An attempt at constructing the best linear estimator is made
by minimizing the error of the estimation based on probability theory. Applications
of Kriging and variations for multidisciplinary design are numerous [66, 20, 22].

1.3.2

Variable Fidelity Models

The idea of using models of varying fidelities is employed in multilevel optimization
frameworks. These frameworks are a formalization of a process for improving the
computational efficiency of optimization using models with high computational cost
by employing additional models of lower fidelity and hence cost. For example Alexandrov et al. [9] performed design optimization on a wing with a viscous flow solver while
also employing an inviscid solver and solvers working at lower spatial resolutions as
surrogate models. The ability to use multilevel optimization may be limited since it
depends on having implementations of two or more physical models of a problem and
how well the objective function in the higher fidelity models is represented, if at all,
by lower fidelity models.
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As an example of design optimization, Choi et al. [22] performed aeroelastic optimization of a supersonic business jet using several fidelities of aerodynamic models
and different optimization algorithms. The aerodynamic models ranged from classical
supersonic aerodynamics to 3-D, non-linear CFD using both structured and unstructured grids. For the less expensive models, a simplex optimization was used while
for the more expensive CFD models a Sequential Quadratic Programming (SQP)
optimizer was employed using gradients from computationally efficient adjoint implementations.

1.3.3

Proper Orthogonal Decomposition (POD)

Proper Orthogonal Decomposition (POD) appears to be a good alternative for lowcost, low-order approximations. POD is a Reduced Order Modeling (ROM) technique
in that it is mathematically derived from ’higher’ order models rather than a generic fit
or a development of engineering intutition. Given a series of snapshots or observations
of a system a simple algorithm produces a series of empirical basis functions which
are guaranteed to be optimal for the description of the system snapshots provided.
Using the modes which form the POD basis, the governing equations of the system
(the Euler equations for fluid flow for part of this work) can be suitably projected
to produce a much smaller set of equations - either ODEs for unsteady problems
or algebraic equations for steady problems. In this work only steady problems are
considered and the non-linear algebraic equations can be very efficiently solved using
non-linear least squares solution methodologies. The full partial differential equations
or their semi-discrete form no longer need to be solved [16, 57, 59, 30, 42, 41].
However, POD is simply a linear basis of the space that is being described, and
therefore, it is an approximation to this space and a certain amount of error will
result when we use POD to describe systems that fall outside the trust region of
the basis. For some problems it may be necessary to use a hybrid method where
a portion of a problem domain is represented by the POD basis and the remainder
of the domain represented by more traditional numerical methods. By varying the
spatial extents of such a decomposition a model of varying accuracy and cost can be
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constructed [46, 43].
In the case where a solution is known but its communication is costly due to the
high dimensionality, as in the case of MDO decomposition methods using high-fidelity
models, POD can be used as a compact or reduced bandwidth representation that
requires no empirical knowledge of the interaction being represented. The known solution is projected onto the reduced basis to produce a number of scalar coefficients,
in a process identical to that used when working with Fourier modes for example.
A small number of scalar coefficients can now be used in place of the high dimensionality representation. In this situation we have the advantage that the error in
the approximation is quantifiable and if necessary can be improved by enhancing or
augmenting the original basis [44]. This is in contrast to past uses of approximation
methods such as response surfaces to represent spanwise variations of aerodynamic
coefficients to improve the performance of CO [49], which may not work in situations
such as low aspect ratio wings.

1.4

High-Fidelity Aerostructural Design Optimization

1.4.1

Previous Work and Motivation

Efforts in the field of aerodynamic shape optimization (ASO) have yielded remarkable
improvements in our ability to design shapes with certain types of optimal behavior.
By leveraging concepts from control theory, the computational cost of traditional
gradient-based optimization schemes can be substantially decreased via solution of
an adjoint equation. This procedure effectively yields the gradient with respect to
an arbitrary number of design variables with the cost of a single flow and adjoint
solution [35, 36, 61]. The adjoint procedure has undergone intensive scrutiny during
the last few years and has matured to the point where both complex geometries and
viscous fluid flows are starting to be treated with reasonable confidence [37, 62, 63]
as well as structural design [7].
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To make the results of direct ASO valid, artificial constraints were typically imposed to include the effects of trade-offs with other disciplines. For example, in the
case of aerodynamic wing design, planform and thickness constraints have often been
imposed so that structural weight, fuel volume, and takeoff/landing requirements
would not be adversely affected by changes in the wing shape dictated by the ASO
procedure [60]. These arbitrary constraints can only be eliminated by multidisciplinary analysis and design [45].
Despite the established ability to implement an efficient adjoint computation for
the desired sensitivities of a single system, the coupling terms required for multidisciplinary design are difficult to compute in a computationally efficient manner.
Martins and Alonso [51, 50] proposed and implemented a coupled adjoint procedure
for efficiently computing the coupled sensitivity of a system made up of multiple disciplines such as aerodynamics and structures. The method computes the gradients
of the coupled system at a modest increase over their single discipline counterparts
and the MDO problem can be efficiently solved in a monolithic architecture as seen
in Figure 1.5. This is very computationally efficient, particularly for tightly coupled
problems with large numbers of design variables. By making using of the existing
discipline specific adjoint infrastructure the major implementation effort is in deriving the coupling terms. However, there is a significant effort to derive the coupling
terms, and the number of these terms grow as the square of the number of disciplines
involved.

1.4.2

Representative Problem

In this work a new approximation method is developed to improve the performance
of certain MDO architectures with more flexibility in implementation and scalability.
The demonstration problem is an aerostructural optimization of a supersonic business
jet using an Euler CFD solver for the aerodynamics and FEA solver for the structure.
This is a relatively simple problem compared to realistic aircraft design, and is used
here to prove the concept and provide comparison with other MDO implementations
for the same problem.
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Figure 1.5: Multidisciplinary Optimization of Supersonic Business Jet Using Monolithic Architecture and Coupled Adjoint Sensitivities (From [51]).
Design Variables
For modifications to the aerodynamic shape the wing is defined by several airfoil
spanwise cross sections that are lofted between stations. Each airfoil section is modified using Hicks-Henne bump functions [31] to make smooth modifications to the
geometry:
"

b(ζ) = xn sin πζ

log 1
2
logt1

!#t2

,

(1.2)

where t1 specifies the location of the maximum and t2 is the width of the bump.
Figure 1.6 shows typical Hicks-Henne bump functions for various values of parameters
t1 and t2 , all with unit amplitude. A value of t2 = 4 is used in this work, while t1
specifies the chordwise position of the center of the bump.
Structural design variables are the thicknesses of the finite elements making up
the structure. Typically the structural sizes would need to be varied in a continuous
manner to address manufacturing constraints and prevent stress concentrations at
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Figure 1.6: Examples of Hicks-Henne Bump Functions.
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discontinuities. The actual layout of the wing given by the numbers of ribs and spars
and their locations are fixed. Variations of the aerodynamic shape also have an effect
as the structural depth of the spars and ribs varies to match the external shape of
the wing, referred to as the Outer Mold Line (OML).
Constraints
Structural constraints require that the yield stress, augmented by a safety margin
or factor of safety, of the material is not exceeded in any of the elements. For a
realistic design thousands of load cases would be considered, with perhaps a few dozen
driving the design. In this case only the CL = 0.1 cruise loads for the aerodynamic
performance and the CL = 0.2 maneuver loads for structural sizing are considered.
Additionally, a minimum gauge skin thickness limit is imposed.
Because the number of stress constraints is equal to the number of elements in
the structural model we have a potential computational cost issue due to the need to
provide the gradient of each constraint with respect to each design variable. There is
no known computationally efficient method of computing such gradients and one typically lumps the constraints together. This is particularly advantageous in monolithic
optimization where the coupled gradients are relatively expensive. If the problem is
being solved using a decomposition method and the gradients only involve a single
discipline it may be advantageous to impose the constraints individually to improve
the optimizer performance. This issue is not addressed in this work and the structural
constraints were lumped into a single Kreisselmeier-Steinhauser (KS) function [40]
!

X
1
KS(gm ) = − ln
e−ρgm ,
ρ
m

(1.3)

where gm is the structural constraint which must be non-negative for each of the m
elements.
Also, the aerodynamic shape and angle of attack are required to provide a cruise
lift that is compatible with the weight of the aircraft.
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Objective
We form a composite objective function based on the drag coefficient and weight,
I = αCD + βW,

(1.4)

where α and β are scalar parameters to be determined. Typically appropriate values
for these scalars can be determined from a mission analysis and the Breguet range
equation.

1.5

Dissertation Organization

The derivation, mathematical properties, and an interesting example of POD in applied aerodynamics are presented in Chapter 2. Chapter 3 describes a method of
solution approximation based on the results of POD. Applications to transonic airfoil
analysis and design are given. The use of OBD with POD for order reduction and a
review of the BLISS architecture for MDO are contained in Chapter 4. Results of a
simple aerostrucutral optimization problem are presented to compare alternate optimization methodologies. The use of POD as a reduced bandwidth coupler for BLISS
is also presented in this chapter. Comparisons of implementation issues, convergence
characteristics, accuracy, and computational costs for a high-fidelity aerostructural
design optimization problem are presented for BLISS with POD and a monolithic
implementation in Chapter 5. Conclusions and recommendations for future research
directions are found in Chapter 6.

1.6

Contributions

The primary contributions of this dissertation are the theoretical background, implementation, and applications of POD as a solution approximation technique for
systems of non-linear partial differential equations with an emphasis on design applications. Two different scenarios are considered - the generation of an approximate
solution based on the governing equations of a system, and the representation of a
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known solution via a reduced basis for purposes of reducing the communication bandwidth requirements or producing a more compact, lower dimensional representation.
The use of POD for solution approximation in fluid mechanics is not entirely new
but has typically been restricted to incompressible, linear flows with simple boundary conditions. Also, past applications have focused on analysis as opposed to the
design focus of this work. Two techniques for handling more challenging transonic
aerodynamics are developed. A general least squares residual method applicable to
non-linear, systems of equations is presented. The use of a dynamic domain decomposition based on cost effective error estimation yields an approximation method with
variable accuracy and computational cost.
Improved MDO decomposition performance was achieved by incorporating POD
as a reduced bandwidth interface between disciplines. By implementing this method
more loosely coupled decomposition algorithms with more discipline autonomy and
opportunities for parallelism can be used without giving up so much of the computational cost advantages of a more tightly coupled algorithm. This is particularly
important when many disciplines are modeled at a high-level of fidelity.

Chapter 2
Proper Orthogonal Decomposition
(POD)
Proper Orthogonal Decomposition (POD) is simply a procedure that provides an
optimal linear basis for the representation of multidimensional data. The source of
this data may be experimental data or, in this work, numerical solutions of a system
of partial differential equations, which allows a reduction in the order of the system
under consideration. A modal decomposition may be studied for identification of
structures in the data, used for statistical analysis of the sample data, or as described
in Chapter 3 employed as a set of basis modes for approximating the solution of
numerical problems with characteristics similar to the ones used in the construction
of the basis modes.
In this chapter the origins and past uses of POD are summarized and a review of
the mathematical theory is presented. Application of the method to numerical data
is described and related to eigenvalue/eigenvector analysis. The use of POD to study
the characteristics of a numerical panel code and a connection to lifting line theory
are presented.
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Background

POD has its roots in statistical analysis and has appeared in multiple disciplines
with various names. Among others, the terms Principal Component Analysis (PCA),
empirical eigenfunctions, Karhunen-Loéve decomposition, and empirical orthogonal
eigenfunctions have been used in the literature to describe the same concept.
The procedure has been used in a wide range of disciplines, including random
variables, image processing [65], signal analysis, data compression [13], process identification and control in chemical engineering, and oceanography. Use in the field of
fluid mechanics was initially by Lumley [47, 32] as a post-processing step for the identification of coherent structures in turbulence data. Moin and Moser [54] employed an
POD basis computed from turbulent channel flow simulations to develop a reduced
order simulation. Rediniotis et al. [59] used POD to construct reduced order models
of synthetic jet actuators for flow control. Flow separation control experiments in
which the control formulation was based on reduced order models from POD showed
the low-order models to be quite effective. Beran and Pettit [16, 57] have applied
POD to construct flutter prediction and non-linear panel response. Reduced order
modeling of the unsteady aerodynamic and aeroelastic behavior of a transonic airfoil
using basis modes from POD is described by Hall et al. [30]. Lucia et al. [46] applied
a modified POD procedure to the challenging problem of moving shocks in a nozzle.

2.2

Theory

The nature of POD is similar to the usual Fourier decomposition: a function of
interest is projected onto a set of basis functions (modes) thus providing a finite set
of scalar coefficients that represent the function in question. The POD provides a
particular set of modes that are guaranteed to make up the optimal linear basis for
describing a sample set of observations of finite size.
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Linear Expansion

We are seeking finite dimensional representations of a function, u(x), in terms of a
basis {ϕj (x)}∞
j=1 that allows a linear approximation to u to be constructed as follows:
uM =

M
X

aj ϕj (x).

(2.1)

j=1

To construct this basis assume that we have an ensemble of N sample or representative datasets that we will denote by {uk }. These datasets could be from gathering
experimental data, or in this work from collecting numerical solutions to a system of
partial differential equations with varying boundary conditions.

2.2.2

Optimality of the Basis

We would like to choose the {ϕj (x)}∞
j=1 so that these basis functions describe the
k functions in the ensemble {uk } better than any other linear basis available. To
formally state the optimality condition we introduce an averaging operator, denoted
by h·i, which is assumed to commute with the spatial integral used in the inner product
operation. The basis functions should then be chosen to maximize the averaged
projection of our ensemble of functions {uk } onto ϕ:
max
ϕ

h|(u, ϕ)|2 i
,
kϕk2

(2.2)

where | · | denotes the modulus and k · k is the L2 -norm given by
1

kf k = (f, f ) 2 ,

(2.3)

and the notation (·, ·) simply expresses the inner product of two functions over a predefined interval or domain. This inner product is typically performed in Cartesian
coordinates, although it may be redefined to fit the problem.
Note that the solution of equation (2.2) would yield the best approximation to the
ensemble of functions by a single function ϕ. However, the maximization problem
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expressed in equation (2.2) can have multiple local maxima, which would provide
additional basis functions for the decomposition in equation (2.1). Therefore, we
have a calculus of variations problem in which we would like to maximize h|(u, ϕ)|2 i
subject to the constraint that kϕk2 = 1. This is a constrained optimization problem
where the function to be maximized is given by:
J[ϕ] = h|(u, ϕ)|2 i − λ(kϕk2 − 1),

(2.4)

where λ is a Lagrange multiplier.

2.2.3

Autocorrelation Function

A necessary condition for an extremum of (2.4) is that for all variations ϕ+δψ, δ ∈ R,
the following expression must hold:
d
J[ϕ + δψ]|δ=0 = 0.
dδ

(2.5)

From equation (2.4) and for real functions u, ϕ, and ψ, we have that
d
d
J[ϕ + δψ]|δ=0 =
[h(u, ϕ + δψ)(ϕ + δψ, u)i − λ(ϕ + δψ, ϕ + δψ)]|δ=0
dδ
dδ
= 2[h(u, ψ)(ϕ, u)i − λ(ϕ, ψ)] = 0.
Using the commutativity of the averaging operator and spatial integral the quantity
in brackets can be written as
1

Z

u(x)ψ(x)dx
0

=

Z
0

Z
0

1

Z

1

1



ϕ(x0 )u(x0 )dx0 − λ

1

Z

ϕ(x)ψ(x)dx

0



hu(x)u(x0 )iϕ(x0 )dx0 − λϕ(x) ψ(x)dx = 0.

0

Since the function ψ can be chosen arbitrarily the basis functions must satisfy:
Z
Ω

hu(x)u(x0 )iϕ(x0 )dx0 = λϕ(x).

(2.6)
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Therefore, the optimal POD basis which we are seeking is composed of the eigenfunctions {ϕj } of the integral equation (2.6), whose kernel is the averaged autocorrelation
function hu(x)u(x0 )i = R(x, x0 ).

2.3

POD in Finite Dimensions

In this section we consider the finite dimensional case where the snapshots are vectors
rather than functions and address the computational cost if the dimensionality of these
vectors is large.

2.3.1

Autocorrelation Matrix

In numerical computations, the ensemble of functions {uk } becomes a group of M
vectors (each of dimension N ) instead of functions and the autocorrelation function
becomes the N × N autocorrelation tensor given by
R = hu ⊗ ui,

(2.7)

where the eigenvectors of the problem are the principal axes of the data points {uk }
in M -dimensional space.
The maximum in equation (2.2) corresponding to the largest eigenvalue of equation
(2.6) [64] becomes
Rϕ = λϕ.

(2.8)

Once the basis vectors are computed from this eigenvalue problem the member vectors
of the ensemble {uk } can be decomposed as follows:
u=

∞
X

aj ϕ j .

(2.9)

j=1

The meaning of the corresponding eigenvalues in the problem depends on the function
that is being approximated. For incompressible fluid flow, the modes represent velocity and the eigenvalues represent twice the average kinetic energy contained in each
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mode. Therefore, an ordering of the eigenvectors according to the magnitude of their
corresponding eigenvalue allows for truncated models which contain the maximum
amount of energy. It is clear for incompressible flow where we are representing velocity that this is an appropriate ordering since the eigenvalues represent kinetic energy,
although it may or may not be optimal for other systems. One can define alternate
norms for systems where a more appropriate maximization can be identified.

2.3.2

Method of Snapshots

Even in the event in which only a small number of modes is necessary to represent a
function an eigenvalue problem of order equal to that of the original problem, which
is the size of the autocorrelation matrix, needs to be solved. The computational
cost involved in this solution could be mitigated by using iterative techniques to find
the eigenvectors corresponding only to the largest eigenvalues with highest energy
content. However, a more elegant procedure is available which reduces the cost of the
solution of the eigenvalue problem to an essentially trivial amount. This method is
due to Sirovich [67] and is called the method of snapshots.
Assume that the numerical simulation from which we derive our ensemble of vectors is performed on a grid with a large number of points, N . Furthermore, assume
that the ensemble of functions contains M snapshots and is deemed to provide a
reasonable description of the typical solutions to the system that we are seeking. According to the derivation previously presented, we would have to solve an N × N
eigenvalue problem corresponding to every point in the mesh for each of the scalar
quantities. Using the method of snapshots, the problem can be reduced to an M × M
eigenvalue/eigenvector problem.
We know that if ϕ is an eigenvector that from the span of the basis [32] they may
be expressed as a linear combination of the snapshots
ϕ=

M
X

ak uk ,

(2.10)

k=1

where the coefficients ak are yet to be determined. The N -dimensional eigenfunction
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problem analogous to equation (2.6) is then
M
M
M
X
X
1 X
ui ⊗ ui ,
ak uk = λ
ak uk .
M i=1
k=1
k=1

!

(2.11)

Rearranging the left hand side to yield
"M
M X
X
1
i=1

k=1 M

#
i

k

(u , u )ak ui ,

(2.12)

it may be concluded that the solution of equation (2.11) has coefficients ak such that
M
X
1
k=1

M

(ui , uk )ak = λai i = 1, . . . , M.

(2.13)

Thus with the method of snapshots, the resulting elements of the modified autocorrelation matrix are given by
Rij =

1 Z
ui (x, y)uj (x, y)dxdy,
M Ω

(2.14)

where ui corresponds to the i-th snapshot of the solution, i, j = 1, 2, . . . , M , and M is
the number of snapshots provided. The integral simply represents the inner product
of two of the snapshots, i and j, resulting in R, a non-negative definite, symmetric
matrix which therefore has non-negative eigenvalues and a corresponding full set of
orthogonal eigenvectors. The eigenvectors of R are computed as an intermediate step
to determine the actual POD modes
Ra = λa.

(2.15)

The POD basis functions can now be calculated as
k

ϕ =

M
X

aki ui k = 1, 2, . . . , M

(2.16)

i=1

where aki is the i-th element of eigenvector a corresponding to the eigenvalue λk .
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The resulting POD modes are fully orthogonal, and are normalized to simplify future
operations:

 1
0
(ϕk , ϕk ) =
 0

: k = k0
: k 6= k 0

(2.17)

A summary of the procedure for computing a POD model using the method of
snapshots is then:
1. Gather the M observations or snapshots of the system of interest: ui , i =
1, 2, . . . , M .
2. Compute the symmetric M × M correlation matrix, R, where the entry at
position i, j is given by
Ri,j =

1 i jT
uu
M

3. Compute the eigenvalues/eigenvectors of R and sort in descending eigenvalue
order.
4. The k-th most significant POD mode or basis function is computed as
ϕk =

M
X

aki ui k = 1, 2, . . . , M

i=1

where aki is the i-th element of eigenvector a corresponding to eigenvalue λk .
5. Normalize the modes to unit length.

2.4

Results

To illustrate the utility of a POD basis as a reduced order representation of a system
of interest, consider a vortex panel code for a wing in which a finite series of horseshoe
vortices are placed along a lifting line for purposes of computing the lift distribution
as a function of the twist distribution. In this case the snapshots for POD are observations of the circulation distribution for a number of different twist distributions.
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In Figure 2.1a are a series of twist distributions which are inputs to a panel code for
computing the corresponding circulation distributions.
Applying POD to the data shown in Figure 2.1b yields a set of basis functions or
modes as shown in Figure 2.1c. A bit surprisingly the modal decomposition results
in only two non-zero modes, with the remaining nine being identically zero. The
circulation distribution for a new twist distribution not present in the snapshots can
be represented with some degree of error using the first mode corresponding to the
largest eigenvalue and exactly using both modes as seen in Figure 2.1d.
Note that nothing in the derivation of POD guarantees that previously unseen
data can be adequately represented by a set of basis modes since the optimality is
based on being able to represent the sample data or snapshots. However, for this
example problem the representation of new, unseen data using the only two modes is
exact. What has happened is that POD has found the well known result from lifting
line theory that any lift distribution can be represented as a linear combination of
the basic and additional lift distribution. The reason there were only two non-zero
modes is that out of the 11 snapshots there were really only two linearly independent
observations of the system. Although this is certainly exciting we cannot expect such
a simple linear basis to do quite so well for non-linear phenomena.
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Figure 2.1: Application of POD to a Vortex Panel Code.
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Chapter 3
Solution Approximation with POD
Like any other set of basis functions, the set of basis modes computed using POD can
be used to compute a numerical approximation to a system of equations. However,
the basis modes from POD are different from those typically used in finite element
analysis, for example. Most notably we will tend to have many fewer basis functions
but with global support. In this chapter we review strategies for gathering snapshots
and the use of the governing equations of a system and the basis modes to construct
an approximate solution. Depending on the quantity and quality of the sample data,
the physics of the problem, and the desired accuracy additional steps may need to be
taken to refine and enhance the approximation model. An obvious, but rather costly
approach, is to gather more data for the POD basis. A more cost effective technique
for decomposing the problem and using POD for the vast majority of the computational domain and more conventional numerical methods in the remaining subdomain
is described. Application to the analysis and design of an airfoil in transonic flow is
presented.

3.1

Snapshot Collection

The first step in the construction of a POD model is the gathering of appropriate
sample data. These could be snapshots at a number of instances in time for an
unsteady problem. In this work the snapshots are observations representing variations
28
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with other parameters of interest such as airfoil shape, angle of attack, and freestream
Mach number. Such data may already be available as part of prior design cycles or
may need to be computed specifically for construction of the basis.
In the case where one is computing data specifically for POD a suitable range of
input parameters must be considered to obtain a sufficiently rich basis. The inherent
simplicity of a linear reconstruction is also a liability in that a POD model will only
be able to represent phenomena it has observed. For example, if a shock or vortex
is not present in any of the snapshots the resulting POD model will not be able to
adequately represent a solution containing such features. And even if a feature has
been identified at one spatial location, that does not necessarily mean that such a
feature can be represented elsewhere.
A formal process for varying parameters of interest such as the Design of Experiments (DOE) approach can be used to develop the snapshot data. Of course, physical
insight into the problem can certainly help recognize, for example, that variations in
the shape on the lower surface of an airfoil are much less important than changes
on the upper surface. In any case, POD does not eliminate the need to be able to
successfully compute or capture the necessary data for a system of interest.
For the work in this chapter we use the 2-D inviscid flow solver FLO82 of Jameson [34]. The solution method is based on a finite-volume approach to the discretization of the governing equations. Let p, ρ, u, v, H, and E denote the pressure, density,
Cartesian velocity components, total enthalpy, and total energy respectively. Then
for an arbitrary control volume, Ω, with boundary ∂Ω, the governing equations may
be expressed in integral form as
I
d ZZ
w dx dy +
(f dy − g dx) = 0,
dt
Ω
∂Ω

(3.1)
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where w is the vector of conserved flow variables

w=
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and f and g are the Euler flux vectors
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Also, for an ideal gas, the equation of state may be written as
1
p = (γ − 1) ρ E − (u2 + v 2 ) .
2




For each cell in a mesh, equation (3.1) can be applied independently to obtain a set
of ordinary differential equations of the form
d
(wij Vij ) + R(wij ) = 0,
dt

(3.2)

where Vij is the volume of the i, j cell and the residual R(wij ) is obtained by evaluating
the flux integral in Eq. 3.1. In the steady state, the time derivative term drops out
and we are left with
R(wij ) = 0,

(3.3)

which incorporates the wall and far-field boundary conditions in the calculation of
the boundary fluxes at the edges of the domain.
For a system of equations we could apply the methodology described in Chapter 2
to each state variable and form a distinct set of basis modes for each flow variable [41].
However, this neglects the cross-coupling between the variables. By considering not
only how the individual variables vary from one snapshot to another but also how
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variables change relative to one another we include additional information in the
basis and improve the ability of the basis to represent the system under consideration. Therefore, we define a vector state variable consisting of the variables to be
represented by the linear expansion. For the Euler equations we use
w = (ρ, ρu, ρE),
where ρ, u, and E are the density, Cartesian velocity components, and total energy
respectively and the variables are assumed to have zero mean. The inner product is
then computed as
(l)

(w , w

(m)

)=

Z X
N
Ω k=1

(l)

(m)

w̄k (x)wk (x)dΩ.

(3.4)

where N = dim(v) and for generality the bar denotes complex conjugation.
Once this procedure has been completed, we can expand a complete flow solution
in the form
w=

M
X

ηi ϕ i .

(3.5)

i=1

For purposes of generating snapshots of varying airfoil geometry, we make modifications to the geometry using a series of Hicks-Henne sine bump functions [31], which
make smooth changes to the geometry. A series of snapshot geometries were defined
by adding 14 bump functions, 7 each on the upper and lower surfaces, to the RAE
2822 airfoil as shown in Figure 3.1a. Flow solutions for the original airfoil plus the
14 modified airfoils were computed using FLO82 to yield a basis with a total of 15
modes.
A portion of the basis modes that represents pressure are also shown in Figure 3.1b-e. The ensemble pressure average looks very much like an actual airfoil
pressure distribution, with the modes then representing the changes in pressure due
to the perturbations present in the various snapshots. The higher modes primarily
affect the pressure distribution on the upper surface only. This means that changes
in geometry produce more significant changes in the pressure on the upper surface as
compared to the lower surface. Subsequent modes, with smaller eigenvalues, account
for less of the variation in pressure as the geometry is modified and tend to affect
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primarily the pressure on the lower surface. The complete eigenvalue distribution
for the modes is shown in Figure 3.1f. Although the magnitude of the eigenvalues is
dropping orders of magnitude there is no indication that they are in an asymptotic
approach to zero indicating that additional snapshots could be useful. This is certainly understandable given that we are replacing the tens of thousands of original
degrees of freedom with tens of POD basis functions.

3.2

Weighted Residual Methods

Using a linear expansion of the form given in equation (3.5) the solution procedure
consists of choosing the constants that scale the basis functions to give the best solution to the governing equations.
Substituting equation (3.5) into (3.3) yields a system of equations in terms of the
scaling coefficients, η:
R(η) = 0.

(3.6)

Assuming that we will have many fewer POD basis functions than degrees of freedom
in the original problem, there will generally not be a solution to equation (3.6). In
weighted residual methods the constants η are chosen in such a way that the residual
is forced to be zero in some average sense by means of a weighting function:
(wj , R(η)) = 0 j = 1, . . . , M,

(3.7)

where the weighting functions, wj , have yet to be chosen and M is the number of
basis functions or modes in the expansion. Different weighted residual methods such
as collocation, least squares, and the Galerkin method are characterized by their
choice of weighting functions [24].
In the limit of a large number of basis functions the solutions from all methods tend
to be similar, but for a small set of basis functions the solutions can vary significantly
depending on the particular residual weighting method used. Unfortunately there is
no way to know a priori which method will yield the best results. For this work a
form of least squares collocation was used.
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Figure 3.1: Pressure Modes for Snapshots Based on RAE 2822 Airfoil, M = 0.50.
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Collocation

In the collocation method the weighting functions are selected to be displaced Dirac
delta functions which reduces to satisfying equation (3.3) at M locations called collocation points. As the number of basis functions in the expansion is increased the
residual is zero at more and more points and would approach zero everywhere in the
limit of a large number of modes. This is by far the easiest and least computationally expensive method to apply, but suffers from severe dependence on the choice of
collocation points.

3.2.2

Least Squares

To reduce the dependency on choosing a small number of collocation points, one can
take into consideration the residual at every location in the computational domain and
satisfy them in a least squares sense. The choice of constants becomes an optimization
problem with cost function
I=

ZZ

R(η)2 dΩ,

(3.8)

Ω
minimized with respect to the coefficients η. This method was independently developed by both Gauss and Legendre and has advantages for problems for which error
bounds can be derived in terms of equation (3.8). Unfortunately the optimization
problem becomes quite costly when R is a non-linear expression over a large number
of cells as in the case of compressible fluid dynamics, which yields a computational
cost dependent not only on the number of basis functions but on the discretization
of the original problem as well.

3.2.3

Galerkin Method

Perhaps the most well known method is that of Galerkin in which the weighting
functions are chosen to be the same as the trial or basis functions, which in this
case would be ϕ. However, the trial functions should be chosen as a complete set
of functions such that any function of a given class can be expanded in terms of

CHAPTER 3. SOLUTION APPROXIMATION WITH POD

35

the set. This is theoretically feasible with a set of basis functions from POD, but
would be computationally unaffordable for realistic problems and defeat the point of
approximating solutions.

3.2.4

Least Squares Collocation

The strategy used in this work is to minimize the residual defined by equation (3.3) in
a least squares sense over a number of points which can be arbitrarily larger than the
number of basis functions in the expansion. This significantly reduces the dependence
on the choice of collocation points but does not impose the full computational burden
of the least squares method.
Defining the square of the residuals where R can now be expressed as a function
of η
R̃ =

X

R(η)2 ,

(3.9)

i,j

where the indices i and j can be chosen arbitrarily so long as there are more collocation
points than scalar coefficients, η.
The governing equations for the approximate solution using the POD basis functions are then
R̂k (η) =

∂ R̃
= 0.
∂ηk

(3.10)

The solution to equation (3.10) can be obtained using the Levenberg-Marquardt
method which uses first derivatives of the residual with respect to the modal coefficients. Given that we have very good estimates of these coefficients from the sample
data used to construct the POD basis, the solution method typically converges in
three or fewer iterations.
The cost of the approximate solution is proportional to the number of modes
used in the approximation and also has a dependence on the number of collocation
points which can be varied from a number equal to the number of basis functions
(pure collocation) to every finite volume in the domain (pure least squares). In
practice it was found that using only the equations for mass conservation led to
results that were virtually indistinguishable from those using all four conservation
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equations in two dimensions. In addition one could skip equations for some cells in
each spatial direction to further reduce the cost with no discernible change in the
resulting solution.
A sample application of this technique is given in Figures 3.2 - 3.3 using a dataset
consisting of flow solutions for a single airfoil geometry at fixed angle of attack and
varying Mach numbers. The first step is to gather snapshots to compute the modes.
In Figure 3.2 are numerical results computed using FLO82 for the flow over the RAE
2822 airfoil at 3 ◦ angle of attack at Mach numbers of 0.3, 0.4, 0.5, 0.6 and 0.7. The
flow at the first three Mach numbers is entirely subsonic, while the flow at Mach
0.6 has a small shock at approximately 5% chord and the flow at Mach 0.7 has a
significant shock at approximately 50% chord.
Applying the least squares collocation method Figure 3.3a shows an approximate
solution for the flow at Mach 0.35 compared with the full order solution. For this
subsonic case the results are virtually identical. However, Figure 3.3b shows a solution
at Mach 0.67 in which the POD solution is essentially useless as an approximation
of the true solution. For reference the subspace projection of the true solution into
the space defined by the basis functions is also shown. This simply verifies that the
reduced basis is inherently not capable of representing the true solution.

3.3

Domain Decomposition

The inability of a POD model with a reasonable number of modes (and corresponding
computational cost) to represent a shock as in Figure 3.3b would seem to essentially
eliminate the use of these models for the quite interesting transonic flow regime.
However, Lucia et al. [46] proposed and demonstrated the decomposition of a flow
with shocks into a subdomain in which the flow is represented with a POD model and
a small subdomain in which a full order flow solver is used. In this case the domain
was decomposed a priori with a basis computed only for the subdomain which was
anticipated to be representable via POD.
The idea is that if the basis used to generate the approximate solutions is in general
sufficient, it is likely that the solution will be good in most of the domain with just
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Figure 3.2: Snapshots of the RAE 2822 Airfoil at α = 3 ◦ and Varying Mach Numbers.
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a small portion of the domain that cannot be resolved using the POD basis. In this
case a domain decomposition allows one to solve the full order governing equations in
only a small portion of the domain while still using the original reduced order model
over the majority of the domain. This is equivalent to augmenting the POD basis
functions, which have global support and are relatively expensive to obtain, with very
inexpensive basis functions with local support only. The fidelity of this coupled model
can be varied from extremely low - only a handful of degrees of freedom coming solely
from POD - to very high as the model recovers the fidelity of a full order solver in
the limit of the addition of a large number of basis functions.
By leveraging existing full order solvers the method is relatively straight forward to
implement as the coupling of the POD and full order domains is essentially the same
as that used in a typical mutliblock solver where the spatial domain of the problem
is broken into blocks and communication between subdomains is accomplished using
halo cells surrounding each subdomain boundary. However, the coupling does require
some attention to the interface between the approximate flow solution generated via
POD and the full order solver.
Halo cells, or boundary conditions, for the full order solver will be an approximation generated by the POD solver and, in general, will not correspond to a physical
solution since conservation cannot be guaranteed. To ensure conservation across the
interface between the full order and approximate solver, sources/sinks of mass, momenta, and energy are placed in the first level of halo cells surrounding the full order
domains. The strength of these sources/sinks is computed so as to leave a conservative
interface between the POD and full order solver. In this work that was accomplished
by uniformly distributing the sources/sinks along the interior boundary between the
portion of the domain being represented by POD and the portion represented at full
order.
To generate the solution of the coupled POD and full order solver an initial solution
using only the POD basis is first computed for the entire domain of the problem.
Updating the POD solution is costly compared to iterations of the full order equations
so we would like to make as few updates to them as possible. The portion of the
solution domain which is to be represented using only POD is fixed while explicit
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iterations are carried out in the full order domain. After converging, the solution
in this domain is now fixed and the POD solution is adjusted based on the updated
values. At this point the solution is typically well resolved, although further iterations
could be carried out if necessary.
In the case of this 2-D demonstration a multi-block solver was not available.
To represent the multi-block solver modifications were made to FLO82 to solve the
normal full order equations only in a specified portion of the domain.
The computational cost of iterating a full order equation is identical to the cost
in a full order solver. However, there are now far fewer of these equations - typically
25% to 50% fewer. In our experience the number of iterations required to solve the
full order equations in the coupled POD and full order system is approximately the
same as the number of iterations required to solve the real full order system. Then
there is the additional cost to recompute the solution in the POD subdomain as
the solution in the full order subdomain evolves. This is typically one or two more
iterations, beyond the three or four required to get the initial POD solution whose
cost is proportional to the number of modes in the approximation.
Of course the computational cost savings are more compelling when we consider
3-D simulations. The fraction of the domain requiring representation at full order is
expected to be 10% to 15% as the fraction of the supersonic domain relative to the
whole domain tends to decrease. When we factor in the computational cost of the
POD portion of the domain, we can expect computational costs on the order of 25%
of the full order solution. This of course excludes the upfront cost of computing the
POD basis, which requires applications where this cost can be sufficiently amortized.

3.4

Error Estimation

The coupling of the POD and full order solver allows one to generate solutions of
widely varying computational cost by varying the spatial extent of the full order
solver. But as is often the problem in reduced order modeling the degree of accuracy
is unknown. Ideally we would like to have error bounds. Pierce and Giles [58] have
developed a method of producing superconvergent functionals (lift coefficient, drag
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coefficient, etc.) or error bounds by use of an adjoint problem. A discrete version of
this technique was used by Venditti and Darmofal [76] as a grid adaptation procedure.
This procedure could possibly be used to estimate the error for functionals of a POD
solution and guide a refinement procedure that varied the spatial extent of the domain
decomposition to generate solutions of specified accuracy.
There are several problems with applying this adjoint formulation to refine our
approximate solutions. First, the approximate solution needs to be in the asymptotic
range of the true solution. In the example that was used to motivate looking at domain
decomposition there was a shock missing in the approximate solution, indicating that
some solution approximations may be so poor that they are not in the asymptotic
range. And even if the solution is in the asymptotic range the adjoint solution,
although a linear problem, would have nearly the same cost as computing the solution
of the problem we are trying to approximate in the first place. This cost could be
reduced if the adjoint solution were represented by a reduced order model also, but
the adjoint solution itself often has shock type discontinuities and would suffer from
the same types of problems as the primal problem.
However, a similar technique can be applied on subsets of the domain to prioritize
which portions of the domain to augment with additional basis functions to generate
the best solution for a given computational cost. Let subscript P OD denote the
solution as computed using the POD basis alone
wP OD =

M
X

ηm ϕm (x)

(3.11)

m=1

and DD the solution using the POD basis functions plus some additional basis functions with local support only, ϕˆn ,
wDD =

M
X
m=1

ηm ϕm (x) +

N
X

ηˆn ϕˆn (x)

(3.12)

n=1

where the addition of the new basis functions represents the decomposition of the
problem into POD and full order subdomains. As few or as many basis functions
can be added and they can be placed wherever one wants. However, the cost and

CHAPTER 3. SOLUTION APPROXIMATION WITH POD

42

accuracy of the error estimation will depend on the number of basis functions that
are used. In the limit of adding new basis functions everywhere in the domain we
would recover the method of Pierce and Giles.
The residual operators representing the governing equations for this system are


 R̂ (η) 
k
= RDD = 0.
 R (ηˆ ) 
k

(3.13)

n

P OD
as the solution using the expansion in equation (3.11) transferred
Defining wDD

to the basis in equation (3.12), the obvious transfer is that η is unchanged and η̂ are
zero. The residual operator is then expanded as
P OD
RDD (wDD ) = RDD (wDD
)+

∂RDD
∂wDD

P OD
(wDD − wDD
) + ···
P OD
wDD

This can be inverted to give an approximation of the error or change in the state
vector

P OD
(wDD − wDD
) ≈ −

∂RDD
∂wDD

−1


P OD
RDD (wDD
).

(3.14)

P OD
wDD

The change in the state vector defined by equation (3.14) is the first order estimate
of the change in the solution if one were to decompose the problem into a POD and
full order subdomain. How useful and costly this estimate is depends on the number
of additional basis functions that are introduced. If a single additional basis function
is introduced the cost to get the error estimate is very modest, but you only have
information at one point. Of course this process can be repeated for many points to
build up a picture of what is going on. However, this completely ignores the higher
order effects of introducing many additional basis functions at once.
One could introduce new basis functions at every point in the domain to get a
complete view of the state of the solution, but as was pointed out previously this
leads to a problem which has the same dimensionality as the one we are trying to
approximate. Thus we must compromise between accuracy and cost. For this work
we found that an estimate of the error calculated by introducing new basis functions
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in blocks of 8 by 8 cells (in a computational domain which was 160 by 32 cells) gave a
good compromise between capturing the higher order effects of introducing multiple
basis functions at once and computational cost.
The updated state vector leads to a change in the solution over the entire domain
since the POD basis functions have global support. For approximate solutions that
have significant error in one region of the domain, such as in the vicinity of a shock, it
was found that introducing new basis functions in other regions of the domain which
were already well resolved led to changes not in the region where they were introduced
but in the region where the solution was not good. It clearly makes more sense to
introduce new basis functions for the purpose of solution refinement in the regions
where the solution is bad and not where the solution is already sufficient. Therefore,
to characterize the need to introduce the new basis functions we used the change in
the state vector to compute the corresponding change in pressure. Each block was
then assigned a value equal to the norm of the change in pressure for the cells inside
that block. This gives priority to placing basis functions that lead to a local change
in the solution and not in other portions of the domain.
Now that we have the means to quantify where best to introduce additional basis
functions to refine the solution we still need to decide how many to actually add.
Adding too few basis functions may not lead to a significantly improvement in the
solution while adding too many, although yielding a good solution, is expensive and
may defeat the purpose of approximation to reduce computational cost. Comparison of the error estimates for solutions of known and unknown accuracy computed
using the above procedure as well as observing how the solution changes from snapshot to snapshot seems to be an adequate and computationally affordable means of
performing the decomposition.
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Results
Transonic Flow Approximation for an Airfoil

A test case using a set of modes for the RAE 2822 airfoil based on snapshots at an
angle of attack of 3 ◦ and Mach numbers of 0.3, 0.4, 0.5, 0.6 and 0.7 illustrates the
use of domain decomposition. In Figure 3.4 are results of a domain decomposition
using a coupled POD and full order solver for the RAE 2822 airfoil at Mach 0.67.
This is the same test case as in Figure 3.3b, the only difference being the domain
decomposition technique is now being used. In Figures 3.4a and b are the error
estimates for Mach 0.60, which is one of the snapshots and will be exact if we retain
all of the modes in the reconstruction, and Mach 0.67. The scales have been set
to accommodate the extremum of both datasets. For the Mach 0.60 case the error
estimation is insignificant over the majority of the domain except for blocks on the
first two-thirds of the upper surface of the airfoil. This is due to the fact that the
solution, although exactly reconstructed via POD, is the result of an iterative solver
which was not converged to machine zero. At Mach 0.67 the error is much more
widespread and greatest over the forward portion of the upper surface.
Using the error estimation data, a decomposition was made and the surface CP
is shown in Figure 3.4c. Comparison of this approximate solution with the full order
solution and the POD solution in Figure 3.3b shows that only by utilizing domain
decomposition is a useful approximation obtained. A contour plot of the percentage
error in CP in Figure 3.4d shows the flow field is very well represented except for a few
cells in the region of the shock which is mispredicted in position by around 3% chord.
The dashed line denotes the boundary between the portion of the domain represented
by the POD model and that computed using the full order solver. The POD solution
with domain decomposition has 20% of the degrees of freedom compared with that
of the full order solver.
To verify these results over a wide range of conditions a sweep from Mach 0.50 to
0.70 was made in increments of 0.01. In Figure 3.5 is a comparison of the coefficients
of lift, drag and pitching moment computed at full order and using POD with domain
decomposition. The lift coefficient is good over the entire range. For drag coefficient
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the drag rise is well captured with some oscillations over the initial onset of drag rise.
It is unlikely that this phenomena could be eliminated without significantly increasing
the computational cost. The pitching moment coefficient is also well predicted with
some difference observed as the coefficient becomes significantly more negative at
higher Mach numbers.

3.5.2

Drag Minimization for an Airfoil

The use of domain decomposition with POD generates reasonable approximations
of the flow field, but for design purposes we are also interested in the ability of the
model to generate gradient information. To test the use of the approximate gradients
generated via this method a drag minimization problem was performed in which the
geometry of an airfoil is modified to reduce drag while maintaining fixed lift. The
angle of attack is allowed to vary and the shape modification is restricted to make
only small reductions in the thickness of the airfoil to eliminate producing a trivial
solution in which the airfoil is reduced to a flat plate. This type of problem can be
solved very efficiently using an adjoint approach for calculating gradients, and we use
it as a representative model problem only.
For purposes of generating a suitable POD basis we need to obtain snapshots
which contain variations in parameters which we are interested in, such as shape and
angle of attack for the drag minimization problem. A baseline NACA 4410 airfoil was
perturbed with 4 Hicks-Henne bump functions on both the upper and lower surfaces.
Flow solutions for the 9 airfoil geometries (1 baseline plus 8 perturbed versions) were
computed at Mach 0.67 and angles of attack of 1.5 ◦ and 1.6 ◦ using FLO82 to yield
a basis with 18 modes. The drag minimization was begun using the NACA 4410
airfoil at Mach 0.67 and an angle of attack of 1.5 ◦ . The design parameters were the
amplitude of 8 bump functions placed on each of the upper and lower surfaces and
angle of attack. Gradients were computed by finite differencing of the approximate
POD model to determine the direction of change and a line search was made at each
iteration to determine the best step size. No information from a completely full order
model was used during the design process.
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The flow solution for the initial geometry can be represented exactly since it
is one of the snapshots, but the flow solutions for the slightly perturbed versions
computed to obtain the gradients via finite difference cannot be represented exactly.
The previously described error estimation procedure is sensitive to regions of large
error but not to the small errors that may occur during finite differencing and could
have a tremendous impact on the accuracy of the gradients. It was found that without
the use of domain decomposition for cells nearest the airfoil the approximate gradients
were insufficient.
Design results for a case in which the first 8 cells (out of a total of 32) in the
direction normal to the airfoil were solved using the full order solver while the remaining 75% of the domain was represented by POD are shown in Figure 3.6. Airfoil
geometries, surface CP distributions and numerical data for the lift, drag, and angle
of attack are shown in Figures 3.6a-d for the initial design and design iterations five,
ten, and fifteen. Although the design was done using only reduced order model data,
the full order solutions were computed for comparison purposes. Through the fifteen
design cycles the drag coefficient as computed using the reduced order model went
down from 0.0115 to -0.0112 while the real drag as computed using the full order
model decreased from 0.0115 to 0.0003. As seen in Figure 3.6e both the approximate
and full order drag appear to be asymptoting after 7 design iterations. Despite the
rather significant error in the actual value of the drag, the gradients are still accurate
enough to generate a reasonable design solution.
To assess the accuracy of the final solution a design was run using the same
bump functions as design variables but this time using finite difference gradients
from the full order solver. A comparison of the final geometry from this method and
the geometry generated using approximate gradients, with exaggerated scale in the
vertical direction, is shown in Figure 3.6f. The final results do vary, particularly in
the shape of the forward portion of the lower surface.
To investigate the effect of the choice of decomposition in the problem another
design was performed, this time representing 16 cells in the direction normal to the
airfoil at full order and the remaining 50% with POD. The results of this design are
shown in Figure 3.7. The actual reduction in drag is quite similar to the previous
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design although the drag as predicted by the reduced order model tracked with the
real drag better than in the previous case. Comparison of the final geometry with
that of the true solution shows very good agreement.
Although the two design cases were run separately, they illustrate the usefulness
of the variable fidelity provided by coupling the POD and full order solver. One can
imagine that if this problem were solved using a formal multilevel optimization framework that much of the design work could be accomplished using the coarser models
to achieve the exact solution at a potentially significant reduction in computational
cost.
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Chapter 4
Order Reduction via POD in
Design Decomposition Methods
The need for and benefits of using approximation methodologies in MDO decomposition methods have been demonstrated for BLISS and other algorithms [39, 68]. The
use of POD described in Chapter 3 was for solution approximation, i.e. if we have
made observations of the solution of a system for a series of different inputs we can
approximate what the solution will be for a previously unseen set of input parameters. In the case of using POD as an order or bandwidth reduction technique in MDO
we have the reverse situation. We know the true solution but it is too expensive to
use in the case of high fidelity computational simulations. We want to compress that
information, through approximation if necessary, while still using the higher order
solution internally. Because we continue to maintain the full order analysis the error
we are committing in making the approximation is known and can be easily monitored. If the error is deemed excessive we can refine the model, at some increased
cost, through updated solutions from additional observations of the system or other
means such as the domain decomposition technique previously described.
An example of POD as an order reduction technique in Optimizer Based Decomposition (OBD) is presented in Section 4.1. In Section 4.2 the mathematical theory of
BLISS is reviewed, including its relation to the Global Sensitivity Equations (GSE).
An application of this standard implementation of BLISS on a simple, low-fidelity
52
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aeroelastic system is presented and compared with a monolithic algorithm for the
same problem. Finally, the use of BLISS with POD is described in Section 4.3 and
results for the low-fidelity aeroelastic system are presented and compared with other
MDO architectures.

4.1

Optimizer Based Decomposition and POD

In this section the OBD algorithm is presented, the use of POD as an order reduction
technique is reviewed, some comments on the creation of POD models for MDO
applications are presented, and finally results of OBD with POD are provided.

4.1.1

Optimizer Based Decomposition

Optimizer Based Decomposition introduces target values of the coupling variables,
Y 0 , to decouple the discipline problems as illustrated in Figure 1.2. During each
iteration the disciplines use the target values of the coupling variables as inputs, and
compute actual values of the coupling variables, Y , as outputs. To enforce disciplinary
compatibility, equality constraints are introduced and the formal statement of the
optimization problem may be stated as:
Minimize:

f (Z, Y (X, Y 0 , Z))

With respect to:

Z, X, Y 0

Subject to:

g(Z, Y (X, Y 0 , Z)) ≤ 0
Y0−Y =0 .

There are now more variables in the optimization, and also more constraints. For
high-fidelity optimization, the dimensionality of Y (and hence Y 0 ) may be in the
thousands or tens of thousands. This has a significant effect on the computational
cost of the optimization and order reduction may be necessary.
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Order Reduction Using POD

If we have a POD model representing the coupling variables then Y may be expressed
as
Y =

M
X

ai ϕ i ,

(4.1)

i=1

or, taking the inner product with ϕi , the i-th coefficient in the expansion may be
computed as
ai = (Y, ϕi ) i = 1, 2, . . . , M .

(4.2)

Equation (4.2) is the reduced order representation of Y because M , the number of
modes used for the approximation, is much smaller than the dimensionality of Y .
The same POD expansion can be used to reconstruct the target values of the
coupling variables from target values of the POD coefficients
Y0 =

M
X

a0i ϕi .

(4.3)

i=1

4.1.3

OBD using POD Order Reduction

The OBD optimization can now be performed as shown in Figure 4.1 with the following statement of the optimization problem:
Minimize:

f (Z, a(X, a0 , Z))

With respect to:

Z, X, a0

Subject to:

g(Z, a(X, a0 , Z)) ≤ 0
a0 − a = 0 .

The fundamental advantage of this use of POD is that because the full order analyses in the discipline problems are not eliminated the error in the POD approximation
can be monitored. If the error is unacceptable the model can be refined by updating
the POD basis or by using domain decomposition. This is a tremendous advantage
compared to solution approximation, where the error is unknown and expensive to
estimate.
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Figure 4.1: OBD using POD.

4.1.4

POD Model Creation and Update

Before an optimization which utilizes a POD model for representing the interaction
variables can be started one needs to construct an initial model, which will probably
need to be refined as the optimization progresses, using a set of representative data or
snapshots of the relevant systems. These snapshots of the interaction variables could
come from running multidisciplinary analyses for a range of design variables (using
Design of Computer Experiments, engineering intuition, etc.), computations of individual disciplines with anticipated ranges of design variables and interaction variables,
a database of results from previous optimization runs, or any combination thereof.
The important point is that we collect data similar to that we anticipate needing to
approximate during the actual optimization to ensure that our approximation model
will be as good as possible.
The analyses are unchanged when using POD so the overall system objective function is computed and the termination criteria are evaluated with no error from the
approximation model. In the case of the aerostructural work presented in this work
the multidisciplinary analysis is an iterative procedure involving aerodynamics and
structures which is used to establish a baseline observation of the interaction variables
(loads and displacements) at a given iteration of the optimization. From the baseline structural loads computed from the aerodynamics one can consider anticipated
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variations of these loads and compute the corresponding structural displacements.
It is also possible to consider the anticipated displacements and work backwards to
compute the corresponding loads.
If this is not the first design iteration we already have an existing POD model
which may or may not be a good approximation to the current value of the interaction
variables. Of course we know precisely how accurate or inaccurate it is because the
analysis is being performed with no approximation and appropriate norms can be
computed to quantify the error. One option for improving the POD modes is to save
the discipline analyses performed during the course of the optimization procedure to
compute updated POD models. A limitation of POD is that we need observations of a
system which are similar to those we wish to approximate. But a good approximation
of a system during a particular iteration of an optimization should obviously be
achievable if we use the similar observations from previous iterations. As the optimum
is approached the change from one design iteration to the next should be well within
the linear approximation and should be well represented by POD, a linear basis.
This is not quite true in the case of highly non-linear problems such as those in
transonic aerodynamics. It may be difficult, for example, to accurately represent a
shock that is moving around over the surface of the wing with a reasonable number of
observations. In this case we can choose to represent the small portion of the domain
with moving shocks at full fidelity, while still using our reduced order model over
the remaining portion of the domain [43]. Because we are using approximation to
reduce the cost of the coupling the result will have some level of error. The result
of the optimization is therefore likely to have a slightly worse optimum which is not
converged in a mathematically rigorous sense.

4.1.5

Low-Fidelity Aerostructural Results

As an example of the application of POD to OBD, we consider a three discipline
system with an aerodynamics discipline consisting of a 1-D vortex panel code for
computing the lift distribution on a wing, a structures discipline with a single wing
spar with a circular cross section modeled by tubular beam finite elements, and a
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Figure 4.2: Low-Fidelity Aeroelastic Model (From [51]).
mission performance discipline that computes the takeoff weight to satisfy a range
requirement via the Breguet range equation. Figure 4.2 illustrates the discretization
of the aerodynamics and structures. The design variables are the wing twists and
structural thicknesses and the objective is to minimize takeoff weight, with lift equal
to weight and structural stress constraints.
The twist distribution and skin thickness distribution computed using the OBD
with POD algorithm are shown in Figure 4.3. Compared to an optimization performed using the monolithic or MDF architecture with coupled gradients and Newton iterations to converge the coupled system, the values of the design variables are
indistinguishable and the objective functions matched to a tenth of a pound as shown
in Table 4.1. The computational cost of OBD was approximately 2.5 times greater
compared to MDF, while using OBD with POD for order reduction reduced the
computational penalty to approximately 30% compared to MDF.
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Table 4.1: Comparison of MDF, OBD, and OBD with POD for Low-Fidelity
Aerostructural Optimization.
n = 10
MDF

OBD

OBD with POD

15918.3

15918.3

15918.3

kt − tM DF k

0.

5.7 × 10−7

4.6 × 10−8

kθ − θM DF k

0.

3.4 × 10−8

7.3 × 10−7

1.00

2.32

1.33

Objective

Time

n = 40
MDF

OBD

OBD with POD

15868.2

15868.2

15868.2

kt − tM DF k

0.

4.7 × 10−7

3.4 × 10−8

kθ − θM DF k

0.

2.3 × 10−7

6.9 × 10−7

1.00

2.65

1.28

Objective

Time

n = 40
MDF

OBD

OBD withPOD

15845.0

15845.0

15845.0

kt − tM DF k

0.

5.4 × 10−6

4.7 × 10−7

kθ − θM DF k

0.

2.7 × 10−6

4.6 × 10−6

1.00

2.96

1.35

Objective

Time
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Figure 4.3: OBD with POD Results for Low-fidelity Aerostructural Problem.

4.2

BLISS Algorithm

Bi-Level Integrated System Synthesis (BLISS) is a multidisciplinary optimization
method proposed by Sobieski et al. [70] that seeks to decompose multidisciplinary
optimization along disciplinary boundaries. Individual disciplines perform optimizations of a synthetic objective, specially constructed to improve the overall system,
with respect to local design variables and while satisfying local constraints. A system level optimization is performed to make further improvements by varying global
variables common to multiple disciplines. Although this sounds like what happens in
an informal way on any design project involving multiple disciplines, BLISS ensures
the process can be converged to a true optimum. The process can also be terminated
without fully converging, perhaps based on budgetary or time constraints, to yield
the current (and best) design point which will also be a feasible design in terms of
disciplinary compatibility.
Figure 4.4 illustrates the variables within the BLISS algorithm for a generic system
consisting of three disciplines. The design variables for the overall optimization are
the system level variables, Z, and the discipline level variables, Xi . The interaction
variables, Y , are outputs of a discipline that are also inputs to other disciplines. In
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Figure 4.4: Interaction of Disciplines in BLISS.
the case of high-fidelity aeroelastic design these interaction variables would represent
the tens of thousands of surface aerodynamic loads and structural displacements that
need to be communicated. Each interaction variable is assumed to be differentiable
with respect to the design variables to at least first order.
In Figure 4.5 the overall BLISS algorithm is shown. The system analysis is the
full multidisciplinary analysis, which is problem dependent and likely to be iterative.
After evaluating the state of the system, a judgment can be made to proceed with an
optimization cycle or terminate the problem.

4.2.1

Discipline Level Optimization

For the discipline optimizations we will formulate objective functions for each discipline. Improvements of these discipline objective functions will result in the minimization of the overall system objective function, denoted by Φ and assumed to be
one of the elements of Y . Total derivatives of Y , and therefore Φ, with respect to
xr,j (the j-th local design variable in discipline r) are computed by solving the Global
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Sensitivity Equations (GSE) [69] for a given xr,j
(

dY
[A]
dxr,j

)

(

=

∂Y
∂xr,j

)

,

(4.4)

where A is a square matrix of dimensionality equal to the number of interaction
variables and made up of sub-matrices as follows for the case of 3 disciplines




A=


I

A1,2

A1,3




,


A2,1

I

A2,3

A3,1

A3,2

I

(4.5)

where I is the identity matrix and Ar,s is the matrix of the gradients of interaction
variable outputs with respect to interaction variable inputs
Ar,s = −

∂Yr
r, s = 1, 2, 3 .
∂Ys

(4.6)

The computation of the gradients in equation (4.6) are the parallel discipline sensitivity analyses in Figure 4.5. This is a potentially costly computation that has a
dependence on both the number of design variables as well as the number of coupling
variables. It is expected that where applicable, efficient methods such as adjoints
are used. Of course in situations where one needs to compute sensitivities of a large
number of inputs to a large number of outputs there are no computationally efficient
means to do so and options such as order reduction may be advantageous.
With the system sensitivity analysis computed from equation (4.4) the overall
system objective function can be expanded in a Taylor series as a function of X
Φ = Φ0 +

dΦ T
dΦ T
dΦ T
∆X1 +
∆X2 +
∆X3 + · · · .
dX1
dX2
dX3

(4.7)

The first order change in the overall objective function due to a change in the local
design variables is
X dΦ T
dΦ T
dΦ T
dΦ T
∆Φ =
∆X1 +
∆X2 +
∆X3 =
∆Xi i = 1, 2, 3 ,
dX1
dX2
dX3
i dXi

(4.8)
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and the contribution of the i-th discipline is
∆Φi =

dΦ T
∆Xi .
dXi

(4.9)

This equation is the objective function that the i-th discipline should minimize to
achieve the minimum overall system objective function, as opposed to minimizing
discipline specific figures of merit such as drag, weight, etc. [70].
We can now formally state the optimization problem for each subproblem, such
as for discipline two:
Given:

X2 , Z, and Y2,1 , Y2,3

Find:

∆X2

Minimize:

∆Φ2 =

Satisfy:

G2 ≤ 0

dΦ T
∆X2
dX2

where the constraints are the local constraints, e.g. stress constraints for structures,
etc. All of the discipline optimization problems can be carried out in parallel, and
individual discipline optimizations themselves may be implemented in parallel as well.

4.2.2

System Level Optimization

Returning to Figure 4.5, we have completed the discipline optimizations and now
proceed with the system level optimization using the design variables Z. To do this we
need the derivatives of Φ with respect to Z. There are two options for computing these
terms, BLISS/A and BLISS/B. BLISS/A computes these derivatives by a modified
GSE [70].
BLISS/B uses an algorithm that computes

dΦ
,
dP

where P includes Y and Z, from

the Lagrange multipliers [14]. This is simpler to implement and a bit more computationally efficient, especially when the Lagrange multipliers are available from the
discipline level optimizations.
For F = F (P ) and G0 = G0 (P ) the algorithm provides the following result
dF
∂F
∂G0
=
+ LT
,
dP 0 ∂P
∂P
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which for BLISS leads to the following
dΦ T
dZ

0

∂G0
= LT
∂Z
+

!

h

∂G0
+ LT
∂Z
1


0
LT ∂G
∂Y 1

+



!

∂G0
+ LT
∂Z
2


0
LT ∂G
∂Y 2

+



!

3
 i
dY
T ∂G0
L ∂Y
3 dZ

+

dΦ T
.
dZ

Once we have computed the derivatives using either BLISS/B above or BLISS/A
the overall system level optimization may be performed:
Given:

Z and Φ0

Find:

∆Z

Minimize:

Φ = Φ0 +

Satisfy:

ZL ≤ Z + ∆Z ≤ ZU

dΦ T
∆Z
dZ

∆ZL ≤ ∆Z ≤ ∆ZU
where ZL and ZU are the bounds on the Z design variables and ∆ZL and ∆ZU are
move limits.
In some cases the disciplines may have constraints, denoted Gyz , that are more
dependent on Z and Y than on X. To satisfy such constraints we must add their
estimated values as constraints to the system level optimization
GTyz

=

GTyz
0

∂Gyz ∂Gyz dY
+
+
∂Z
∂Y dZ

!T

∆Z ≤ 0.

(4.10)

At this point the multidisciplinary analysis is repeated with the updated values of
the discipline and global design variables. The termination criteria are evaluated and
one can terminate the optimization or perform another iteration if resources allow.

4.2.3

Low-Fidelity Aerostructural Results

BLISS was applied to the low-fidelity aerostructural previously described in Section 4.1.5. The design variables are the wing twists and structural thicknesses and
the objective is to minimize takeoff weight, with left equal to weight and stress constraints as shown in Figure 4.6. Optimized results for the twist distribution and skin
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Figure 4.6: Interaction of Disciplines in BLISS for an Aeroelastic Optimization.
thickness distribution are shown in Figure 4.7 compared to an optimization performed
using the monolithic or MDF method with coupled gradients and Newton iterations
to converge the system. The convergence history of the fully integrated method, performed using the Matlab optimization toolbox, exhibits some oscillations which are a
bit unexpected and may be due to the particular options used in this work. However,
the final values of the design variables are indistinguishable and the objective functions matched to within half a pound but the computational time was approximately
eight times greater for BLISS compared to MDF.

4.3

BLISS/POD Algorithm

Like many decomposition approaches to MDO, BLISS suffers from a computational
cost with a strong dependence on the number of interaction variables. These types of
algorithms may be suitable for design with low-fidelity, inexpensive discipline models
but typically do not scale well to high-fidelity models which typically yield problems
with large numbers of interaction variables - in the thousands or tens of thousands.
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POD as a bandwidth reduction technique offers the opportunity to alter this dependence by replacing the high-dimensionality interaction with a smaller number of basis
coefficients from POD.

4.3.1

Discipline and System Level Optimization

Once we have an initial or updated POD model, the BLISS/POD discipline sensitivity analysis can be performed as seen in Figure 4.8. For the discipline sensitivity
analysis step the full order, high dimensionality interaction variables computed during the system analysis step that would normally be direct inputs to the disciplines
are replaced by their low-dimensional, POD coefficient counterparts, η. Figure 4.9
illustrates the changes for the aerodynamics discipline. Note that low-dimensional
data such as the structural weight, lift-to-drag ratio, etc. are unaffected by the use of
POD. Computation of the A matrix and right hand side of equation (4.4) is essentially
the same but instead of having tens of thousands of gradients of all of the surface
loads with respect to all of the surface displacements in a high fidelity aeroelastic
optimization, we have the sensitivities of hundreds of POD coefficients representing
surface loads to hundreds of coefficients representing surface displacements.

4.3.2

Low-Fidelity Aerostructural Results

The ability of POD to improve the performance of BLISS was tested using the simple
aerostructural problem previously described. It is a three discipline system with an
aerodynamics discipline consisting of a 1-D panel code for computing the lift distribution on a wing that enforces a lift equal weight constraint, a structures discipline
with a single wing spar with a circular cross section modeled by tubular beam finite
elements that enforces stress constraints and a minimum skin thickness, and a mission
performance discipline that computes the takeoff weight to satisfy a range requirement via the Breguet range equation. Optimization problems with varying numbers of
elements, n, for the discipline discretizations were run with an MDF method, BLISS,
and BLISS/POD to verify accuracy and compare computational costs.
For the BLISS/POD results, the POD snapshots were obtained by running four
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Figure 4.9: Aerodynamics Discipline in BLISS/POD.
aeroelastic solutions and using the corresponding circulations and displacements to
compute a set of POD modes for each of these variables. All four resulting modes
for each variable were retained throughout the optimization. In the case of this
problem, prior experience with these codes indicated that only a few modes and hence
a few snapshots were necessary to get a good POD model. For a general problem
this information will not necessarily be known. One way this can be determined
without wasting resources computing a large number of snapshots is to compute
the eigenvalues as each snapshot becomes available. If there is a very rapid drop
in the value of the eigenvalues, that is a strong indication that further snapshots
will not improve the model. For the case of the full aeroelastic design of a supersonic
business jet we can expect to compute dozens of snapshots before initiating the design
procedure, use decomposition methods to handle the moving shocks likely to occur
during the design process, and make updates of the POD models from analyses made
by disciplines during each iteration of the design cycle.
There are many ways to compare computational effort - numbers of iterations,
numbers of discipline analyses, etc. Ultimately we are interested in the time to reach
a solution, so wall clock time was used to compare cost in this work. The BLISS
based computations did not take advantage of the opportunities for parallelism in
the discipline sensitivity analyses and optimizations so there are further improvements
possible. Computational costs for computing the snapshots and modes for POD were
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included for BLISS with POD. The results are summarized in Table 4.2. The accuracy
of BLISS and BLISS/POD is compared using the MDF method as a reference solution.
Times are non-dimensionalized with respect to the time for the MDF problem. The
results of the case for n = 40 are shown in Fig. 4.10.
The first observation is that the results of the different optimization methods
are essentially the same. Given that the methods all work, we can consider other
criteria such as ease of implementation and computational cost. The computational
cost of the MDF method was always the lowest. For BLISS, the computational
cost was greater by a factor of approximately 8.5 for all cases. By using POD,
the relative computational cost is decreasing as the size of the problem increases.
This makes sense since a fixed number of POD modes is necessary regardless of the
underlying discretization. For a large enough problem there would be a crossover and
BLISS would be less costly with POD than MDF even with the extra overhead of
computing snapshots and modes, conversions between full order and modal coefficient
representations, etc. For realistic design problem one would expect for there to be
many more than the 40 coupling variables tested here, and the computational cost
savings from introducing the POD approximation should be quite compelling.
Adding disciplines to BLISS is relatively straightforward. The additional entries
are placed in the GSE and there is no requirement to determine which disciplines affect
each other. This is in contrast to more efficient methods for computing sensitivities
of coupled systems such as a coupled adjoint which do require careful attention to
the interactions between disciplines [51].
In the case of this demonstration problem the linearity of the problem leads to
optimal results that are identical using BLISS/POD with no special intervention
required in terms of monitoring the accuracy of the approximations. This cannot be
expected to hold true for more general problems with higher fidelity models which
will require measurement of the approximation error and updates of the POD model
to achieve acceptable optimization results.
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Table 4.2: Comparison of MDF, BLISS, and BLISS/POD for Low-Fidelity Aerostructural Optimization.
n = 10
MDF

BLISS
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15918.8

15918.0
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7.8e10−6
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8.2 × 10−6

7.2e10−6

1.00

8.42

3.76

Objective

Time

n = 20
MDF
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15868.2

15868.3

15868.2
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0.
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1.5 × 10−5

kθ − θM DF k
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9.6 × 10−6

1.3 × 10−5
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Objective

Time
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MDF

BLISS
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15845.0

15845.4

15845.3

kt − tM DF k

0.

1.8 × 10−5

2.0 × 10−5
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Figure 4.10: BLISS/POD Results for Low-fidelity Aerostructural Problem, n = 40.
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Comparison with BLISS using Polynomials

The use of POD as an order reduction technique was compared with an alternate
method for reducing dimensionality in the same low-fidelity aerostructural test problem solved using BLISS/POD in Section 4.3.2. In this case a polynomial fit was
chosen for comparison. The idea is fundamentally the same as when using POD the coefficients in the polynomial expansion represent a reduced dimensionality approximation to the coupling variables. This reduced dimensionality is then used to
approximate the solution of the GSE.
Polynomials have an advantage in that they require no upfront cost to obtain
snapshots or observations of the system in question. However, it may be beneficial to
do so to gain insight about the behavior of a system, pick a suitably low polynomial
degree, exploit characteristics of the boundary conditions, etc. Of course POD has
the useful property of exactly representing all observations of a system if the full
complement of modes is retained and may preserve some useful properties of the
boundary conditions such as zero slope, for example.
Based on the observed behavior of the coupling variables in this problem a fifth
degree polynomial was found to be suitable for representing the loads and a third
degree polynomial was used for displacements. This corresponds to a total of eight
degrees of freedom, the same as for POD although they were evenly split between
displacements and loads in the case of POD. The computational cost per iteration,
ignoring the upfront snapshot and mode computation for POD, using a 20 panel discretization was approximately 10% lower when using the polynomial representation.
For a fixed degree of polynomial the advantage would become a bit greater as the
number of panels increased. A disadvantage of POD is that although the operations
when using the linear basis are relatively cheap, there is a dependency on the size of
the original problem because each mode in the expansion is of dimensionality equal
to the system being represented.
The total cost of the optimization (including the cost of obtaining the snapshots
and computing the basis for POD) slightly favored the use of POD. The time required
to complete the optimization using BLISS/POD was approximately 15% lower. Figure 4.11 shows the converged BLISS/POD solution and the unconverged results using
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Figure 4.11: BLISS with Polynomial Fit Results for Low-fidelity Aerostructural Problem. The BLISS/POD result is fully converged, while the BLISS/Polynomial result
is the solution for the same computational effort as the BLISS/POD result.
BLISS with a polynomial fit corresponding to the same computational effort. The
solution for the jig twist using BLISS with the polynomial fit still has some high
frequency error, although the objective functions at this point matched to within 0.2
pounds. Convergence for these types of problems in which every point defining a
curve are used as design variables can be significantly increased by smoothing the
gradients, although this would presumably benefit both algorithms in a similar way.
The results indicate similar performance for both order reduction techniques, although there is some modest benefit to the use of POD. It is certainly no worse in this
case and does have some interesting properties that make it useful for reduced order
representations in design methods, particularly if there is not significant experience
with the properties of the data to be represented. Also, POD can be used in arbitrary
dimensions whereas various curve fit techniques become more complicated in multiple
dimensions.

Chapter 5
High-Fidelity Aerostructural
Optimization
In this chapter the results of an aerostructural optimization of a supersonic business jet modeled with high-fidelity (CFD and FEA) models and performed using the
BLISS/POD algorithm described in the previous chapter are presented.

5.1

Analysis and Design Software

High-fidelity aerostructural analysis and design requires a number of software components, each of which are the result of extensive development and testing. In this
section, the specific tools used in this work are briefly described.
SNOPT
The optimization software that was used is SNOPT [25] a gradient-based optimizer
that solves large scale nonlinear constrained optimization problems. SNOPT uses
the Sequential Quadratic Programming (SQP) approach, which obtains the search
directions by solving a sequence of quadratic programming subproblems.
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SUmb
For aerodynamic analysis SUmb (Stanford University multi-block) was used. This
solver has been recently developed at Stanford under the scope of the Department
of Energys (DoE) ASC (Advanced Simulation and Computing) program. SUmb is
a state-of-the-art flow solver that contains much of the functionality of the older,
Fortran 77 multi-block flow solver, FLO107-MB [61]. SUmb contains extensions for
turbomachinery applications needed for the Stanford ASC project [4] and includes
substantial new capabilities in the pre-processor, parallel implementation, turbulence
models, overset gridding, and baseline algorithms. The numerical algorithm for the
solution of the mean flow equations is similar to that of FLO107-MB: it uses a finitevolume formulation, a modified Runge-Kutta scheme, a central difference discretization augmented with artificial dissipation terms, and the multigrid solution procedure
to enhance convergence to a steady state. The solution approach for the turbulence
equations is entirely new and is based on an DD-ADI scheme. A number of improved
numerical capabilities, such as better artificial dissipation schemes and low-speed
preconditioning are also included in SUmb. SUmb uses the CFD General Notation
System (CGNS) standard for I/O purposes and can be run on a variety of parallel
computers with demonstrated scalability up to thousands of processors.
FEAP
The structural analysis program employed is the Finite Element Analysis Program
(FEAP), written by Prof. Taylor at UC Berkeley [78] and is a general purpose finiteelement package for the analysis of complex structures. The program includes the
capability to construct arbitrarily complex finite-element models using a library of
one-, two-, and three-dimensional elements for linear and nonlinear deformations. In
addition, a number of material models (such as isotropic, orthotropic, plasticity) are
available to model the constitutive properties of the materials that are present in
the structure. Once the model is assembled, a number of solution procedures are
available for linear, nonlinear, and time-accurate problems. In addition, for very
large nonlinear structural models, interfaces are available for external parallel sparse
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solvers that can greatly improve the calculation turnaround times. A number of
advanced time-accurate integration algorithms are also included with FEAP, which
are of interest in the computation of aeroelastic responses and constraints.
Aerosurf
The aircraft is surrounded by fluid which is separated from the structure by the fluidstructure interface. Therefore, there is a well-defined surface in three-dimensional
space which constitutes the outer mold line (OML). This surface is not only important
for aerostructural analysis but for design optimization as well, since some of the design
variables are perturbations to the OML.
Because of the importance of the OML, a separate utility, Aerosurf, is used to
generate and manage it. Aerosurf was specifically created for the analysis and design
of aircraft configurations [51, 62]. The baseline geometry of an aircraft configuration
is given to Aerosurf in the form of separate components, each one being described
by a series of point-wise cross sections. These components can be fuselages, pylons,
nacelles, and wing-like surfaces. After lofting the sections that define each component
using a bi-cubic spline method, Aerosurf intersects these components and divides the
resulting surface into a series of patches. At this stage, Aerosurf creates a parametric
description of each patch and then distributes points on their surface, forming a fine
structured watertight mesh. Thus, the set of points formed by the grids of all patches
represents a watertight discretization of the OML within Aerosurf.
In addition to providing a high-fidelity description of the aircraft geometry, Aerosurf also has a role in the aerostructural analysis and design. During analysis, any
information that needs to be exchanged through the fluid-structure interface - such as
aerodynamic pressures and structural displacements - is interpolated onto the OML
points. Changes in the OML shape can be due to either structural displacements
during aerostructural analysis or changes in shape design variables between design
cycles. While the OML changes due to structural displacements are transferred directly to the OML points, changes due to shape design variables are applied to the
unintersected components first and then these components are re-intersected, creating
a new discretized representation of the OML.
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WARP
For both aerostructural analysis and design applications, the need arises to construct
deformed meshes that conform to the actual shape of the OML at every point in a
calculation. Given that our flow solver, SUmb, uses body-fitted multi-block meshes,
and that these meshes have to be constructed by hand with the aid of mesh generation
software, it becomes infeasible to regenerate these meshes from scratch every time
that a surface perturbation is desired. For several years work has been done on an
inexpensive yet robust mesh perturbation procedure that can generate, automatically,
perturbed meshes given both a perturbed surface geometry (e.g. the deformed shape
of a wing) and a baseline mesh of reasonable quality for the undeformed geometry.
In the past an algorithm called WARP-MB [61, 62] that is based on fast algebraic
methods has been developed. WARP-MB is a multi-block wrapper on the WARPBLK
program that carries out the deformation of a single block in a multi-block mesh.
There is a shortcoming of WARP-MB: we typically allow the surface of the object
(a wing, for example) being modeled to move, while we fix the external boundaries
of the mesh block that come in contact with the object. For this reason, if the displacements of the surface of the object exceed the physical dimensions of the block,
WARP-MB is unable to produce a mesh without negative volumes. This has catastrophic consequences for an aerostructural simulation, since the flow solver will stop
abruptly. An alternative that has been advanced in the literature is the solution of a
pseudo-structural problem for the mesh deformation problem [48]. In this approach,
every cell in the mesh is replaced by a solid structural element. Displacements are
applied, as required by the problem, to the appropriate nodes on the surface of this
pseudo-structural mesh and then, through the solution of an elasticity problem, the
motion of all of the nodes in the mesh can be computed. The stiffness of each of
the elements in the mesh can be changed according to the distance from the moving
surface to prevent the mesh from crossing. In principle, this is a generalization of
the spring analogy that is often used for mesh deformation. Although this is a very
useful approach, the cost of mesh perturbation can become quite large as the number
of cells in the mesh grows. This is particularly true of complete configuration viscous
meshes with millions of cells, for which the mesh perturbation problem can become
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more expensive than the actual flow solution problem.
To avoid this high computational cost, WARP-MB has been rewritten to introduce
a hybrid, pseudo-structural model concept. Instead of modeling each cell in the mesh
as a solid structural model, each block of a multi-block mesh is modeled as a solid
element. After solving a small elasticity problem with a number of elements that is
equal to the number of blocks in the mesh (say, from 200 to 1,000), rather than to the
number of cells in the mesh (up to 106 ) we apply the WARPBLK procedure to each of
the blocks in turn. In this way very large displacements can be accommodated, but,
at the same time, we are able to produce perturbed meshes at very low computational
cost.
Load and Displacement Transfer
In aerostructural analysis, there is a clear interdependence between the equilibrium
state of the two systems: the flow solution depends on deflections calculated by
the structures, and the structural solution depends on the loads calculated by the
flow solver. There are three important aspects of the high fidelity coupling between
the aerodynamic and structural analyses: the OML and the transfer of loads and
displacements. Aerosurf, the geometry engine that handles the OML has already
been described. The procedures for transferring of displacements and loads are based
on work by Brown [19].
The displacements calculated by the structural solver are first transferred onto
the OML grid, and then onto the CFD surface mesh. Each OML point is associated
with a point on the surface of the finite element model in a pre-processing step. The
association is performed by locating the point on the structural model surface that
is closest to each OML point. During aerostructural analyses, the displacement of
each associated point is computed by interpolating the node displacements of the
element containing that point. The displacement is then transferred onto the OML
point using extrapolation functions that emulate a rigid link between the OML point
and the associated point on the surface of the structural model. Unlike the structural
nodes, the CFD surface mesh points are assumed to exist on the OML.
The parametric coordinates of the CFD surface mesh points on the corresponding
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OML patches are calculated in a pre-processing step via closest point projection.
Therefore the patch number and the parametric coordinates of the associated point
uniquely define the transfer operator. The CFD points are assumed to be ’tied’ to
these parametric locations and any displacement of the OML, due to either design
variable perturbations or structural displacements, is transferred to the CFD surface
mesh points by evaluating their parametric locations on the corresponding Aerosurf
patches. Once a perturbation is applied to the surface of the CFD mesh, it must be
propagated throughout the whole multi-block mesh using the previously described
WARP-MB.
The load transfer procedure is responsible for transferring the pressures calculated by the CFD algorithm to the structural nodes through the OML points. To
transfer the aerodynamic loads from the CFD surface mesh to the OML points, we
first integrate the pressures in the CFD mesh to obtain a force vector for each CFD
surface node. We then identify, in a pre-processing step, the appropriate donor cell
and the parametric location of each OML point within this cell. The forces at the
OML points are then calculated using bilinear interpolation. The underlying assumption which ensures the accuracy of this simple transfer is that the OML mesh is of
comparable or higher fidelity than that of the CFD surface mesh, and that the two
surface representations are consistent and contiguous.
In translating interpolated loads from the OML surface into finite-element forces,
it is crucial that both consistency and conservation be maintained. The property
of consistency specifies that the resultant forces and moments due to the forces on
the CFD surface mesh, must be equal to the sum of the nodal forces and moments
applied to the structural model. There are an infinite number of structural load
vectors that satisfy this requirement. However, we also require that the load transfer
be conservative. In a pre-processing step the transfer matrix N is calculated. This
matrix plays a dual role: it provides the appropriate weighting factors for both the
transfer of OML pressures to structural load vectors and the transfer of the structural
displacements to OML point displacement.
The aerodynamic and structural solvers are coupled by exchanging information at
regular intervals during the convergence process. This coupling is greatly simplified
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by the fact that in this work we only consider static aerostructural solutions, and
hence time accuracy is not an issue. The first time the flow solver is called, the
displacement field of the structure is initialized to zero. After N iterations of the
flow solver, the surface pressures are translated into nodal forces and the structural
solver is called. We usually do not update the displacements based on the latest
displacement field alone, since this often leads to oscillations of the structure which
delay the convergence of the aerostructural system. To prevent this, we use underrelaxation, which uses both the latest displacements field and the previous one. The
new displacement field is then translated to a movement of the CFD mesh and N
more flow solver iterations are performed. The process continues until the state of
the flow and the structure have converged as determined by the norm of the flow
solver and structural displacement residuals. This typically corresponds to around 10
iterations.

5.2

Software Integration

The engineering research and industrial communities often underestimate the importance of sound software design practices when developing large-scale integrated
simulations. The underlying thought in many cases is that code efficiency and the
accuracy of the results are the most important, and therefore ease of use and maintainability are sacrificed. A lack of necessary resources is often quoted as the excuse
to ignore well-established software development practices.
It has become clear that a large majority of the remaining challenges in aerospace
engineering are such that they require the understanding of the complex interactions
between multiple disciplines. The behavior of each of these disciplines is usually
described using separate software modules which have been written by engineers and
scientists with widely different backgrounds, such as those described in the previous
section. For a small subset of these problems the integration task has been managed
by highly skilled individuals; what has often been called the “hero programmer”
approach. As more complex problems are tackled, this approach is not only likely to
lead to high costs and schedule delays, but it may also make it impossible to complete
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the final goal. These problems are largely due to two main reasons: the need for a
thorough understanding of all of the participating modules in a large framework, and
the lack of well-defined interfaces between software packages that force programmers
to make changes to software that was written by somebody else.
The ceaseless increase in computational hardware capability has only exacerbated
this problem, as engineers and researchers struggle with the use and development of
computer programs that have become increasingly more complex to fully utilize the
available computational power. The advent of parallel computing has only added to
this complexity and therefore, well-designed, easy-to-use software is harder to achieve.
The development of software with a well-defined interface — application program
interface (API) — is a commonly used practice in software development. In fact,
it is the only way in which such programs can be carried out simultaneously by
a large number of programmers who are responsible for different portions of the
project. It is this fundamental idea that is being pursued as part of this work in
design methodologies: large-scale engineering projects require the same high-level
thought given to the overall architecture of the system, and proper interfaces have to
be defined so that additional flexibility is provided for the interaction of the various
software modules. In addition, the choice of a suitable environment for integrating the
modules can help achieve the proposed tasks by leveraging additional functionality
that may have been developed for entirely different purposes.
The need to couple analyses of different disciplines revealed the additional inconvenience of “gluing” and scripting different codes that have been written in different
programming languages (Fortran 77/95, C, C++, Java, etc.). In addition to differing
in language, these codes also have unique interfaces and data structures. For example, an aeroelastic optimization code might utilize an existing CFD code written in
Fortran 90/95 for the aerodynamic analysis, Nastran for the finite-element analysis
of the structure, an optimization code written in Fortran 77, and a data visualization
program written in C or C++ with its own API for displaying the results.
Thus to create a flexible framework for high-fidelity aircraft design, we found it
necessary to modularize the existing components and redesign the way these components are coupled. The objective is not to duplicate the efforts that produced existing
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analysis codes, but rather, to generate a common interface so that data can be exchanged between programs. With a consistent interface, we can treat the various
CFD solvers, structural analysis, and optimization codes as modules which can be
easily combined in various ways, rearranged, and exchanged.
The development of such flexible frameworks is of paramount importance to highfidelity multi-disciplinary design environments which are still in their infancy where
fast progress in research can only be achieved if a number of different ideas can be
tried in quick succession. With traditional software approaches it takes a long time to
implement a new idea, resulting in very slow progress. In addition, contributions by
various collaborators can be much more effective if they can work on pieces of larger
programs without the need for a deep understanding of the unimportant details of
some of the software components.
To create such a modular, flexible, and easy to use environment, we decided
to provide an object-oriented interface to our Fortran and C software by wrapping
each of the disciplines with a higher-level programming language. For this purpose,
we considered a number of programming languages and selected Python [5] for our
environment dubbed pyMDO [11].

5.2.1

Python

Most of our high-fidelity analysis and optimization programs are written in Fortran.
Large-scale scientific computing requires the use of a compiled language for acceptable
floating-point performance, and for this reason, Fortran is the language of choice for
many numerical applications.
While Fortran 90/95 features such as dynamic memory allocation and data structures are welcome additions (they are used extensively in our programs), Fortran lacks
some of the features of other current languages, such as object-oriented programming.
Python uses a concise syntax that results in programs that are easy to read and
has all the features of a modern object-oriented language without the annoyances of
a compiled language. A variety of basic data types are available in Python: numbers
(integers, floating point, complex, and unlimited-length long integers), strings (both
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ASCII and Unicode), container objects (lists and dictionaries). Lists are similar to
arrays, but more flexible since they do not have a fixed size and can be nested. A
dictionary is a list whose elements are associated to a keyword, rather than indices.
Python is interpreted and can be run in interactive mode. This mode makes it
easy to test short snippets of code and learn by experience. Python uses dynamic
typing, i.e. variables are not declared. An assignment statement associates a name
to an object, and the object can be of any type. If a name is assigned to an object of
one type, it may later be assigned to an object of a different type.
Python is also strongly typed, since data types are strictly enforced and there are
no loopholes or unsafe casts. Mixing incompatible types (attempting to add a string
and a number, for example) causes an exception to be raised. The language also
supports user defined raising and catching of exceptions, resulting in cleaner error
handling.
Python runs on many different computers and operating systems (Windows, MacOS, many brands of Unix, OS/2) and provides a large standard library that supports
many common programming tasks such as connecting to web servers, regular expressions, and file handling.
Perhaps a more important feature of Python is good support for compiled libraries.
One of the disadvantages of scripting languages is that they are slow compared to
compiled programs. That is fine for small projects, but can be a problem for larger
projects. Instead of moving the whole project to a compiled language like C++
or Fortran, one can re-write just the computationally intensive parts to compiled
code. This approach results in much faster development than a compiled language
alone: you get the robustness of a scripting language with the speed of a compiled
program. This is also a good way to utilize existing Fortran subroutines without
writing the whole program in Fortran. In a later section we discuss the existing tools
for automatically wrapping of codes written in Fortran, C, and C++. The existence
of such tools is a welcome addition to Python as they enable the use, within the
Python environment, of existing software. This, of course requires a small amount of
overhead to build proper interfaces and create the wrapping code.
In addition to the useful features just described, Python also provides a number of
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tools which are very useful in this particular work. The scientific computing module,
Numeric, the parallel computing module, pyMPI, and the automatic Fortran wrapper,
f2py are the three essential tools that make Python even more attractive for our
purposes.
Numeric
Numeric is a popular and powerful compiled library for Python. It can provide math
operations on large matrices at speeds close to those of compiled languages. For many
scientific users, Numeric will fill most of their needs without having to use Fortran or
C. In fact, the power of the Numeric module is one of the reasons Python is rapidly
gaining popularity in the scientific computing community. One can do operations
on large arrays quickly, and with very simple program syntax. In addition, Numeric
includes a large number of common matrix operations. In this sense it makes the use
of Python very similar to Matlab.
pyMPI
pyMPI is a Message Passing Interface (MPI) enabled Python interpreter which provides parallel programming support on distributed and shared memory parallel machines [53]. It allows the simultaneous execution of the Python interpreter in multiple
processors and provides the MPI infrastructure which enables these instances of the
Python interpreter to communicate with each other at either the interpreter level, or
at the compiled code level that is called by the interpreter. In our work we use pyMPI,
but most of the MPI communication calls are executed from within the Fortran or C
programs that were using them in the first place, and that were wrapped to become
Python modules. Python fully supports this mode of parallel communication. The
ability to introduce parallel computing codes into the pyMDO framework is essential
to realize the vision of a high-fidelity, integrated design environment.
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f2py
As mentioned in a previous section, Python provides good support for compiled libraries. Python itself is written in C, and extending Python to access code written
in C and C++ is easy to do by hand and even easier with tools, such as SWIG [15],
that automate the process.
Since it is possible to wrap Fortran programs with C, we can also create libraries
whose source code is written in Fortran, but that can be imported into the Python
interpreter as a module. Doing this by hand is a laborious task that is prone to errors.
Fortunately, there are automatic interface generators for Fortran that require the
programmer to have little or no knowledge of the coding details necessary to transfer
data and to call functions between Python and Fortran. There are two such tools:
Pyfort [23] and f2py [55, 56].
We decided to use f2py since its features are better suited to our efforts. Since
f2py provides direct access to common block and module variables, there is no need
to change the Fortran source, making the wrapping process even easier and less error
prone.
The way f2py works is summarized in Figure 5.1. Given a set of Fortran source
files, f2py generates a signature file with extension pyf that contains all information
about the data, functions and their arguments in the Fortran source. This file can
be edited by the user for better control, and f2py can be instructed to just read this
file, rather than generate it automatically.
Given this signature file, f2py then creates the C code wrappers that have all the
necessary calls for the final module (a .so or .dll file) that can be directly imported
into the Python interpreter at run time.
The process of wrapping Fortran programs was further simplified by developing
pymdobuildutil, a utility that has a similar interface as Python’s distutils. The
developer of an extension module only needs to write a file which defines various
aspects of the module and how to build it: the name or a signature file, locations
of source code, and which libraries are necessary to link. Some knowledge of how
f2py works is necessary but pymdobuildutil automates many of the routine tasks.
This utility compiles the Fortran source, calls f2py to create the wrappers and then
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for example, have one group in a member of the dictionary filed under the “aerodynamic” keyword, and another under “structural.” The same concept applies for the
dictionary of constraints.
Suppose you want to solve a simple optimization problem, such as
Minimize:

A = x1 x2

With respect to:

x1 , x2

Subject to:

x21 + x22 = 1

To solve this problem using the optimization class, you would write the program
listed below.
# load the Optimization class
import optimization
problem = optimization.Optimization(’Max Area’,’coords’:

2,’circle’:

1)

# Set the starting guess for the optimization (defaults to zero)
problem.variables[’coords’].value[:]

= 0.01

# Set the lower bounds for the design variables
# (defaults are -inf and +inf respectively)
problem.variables[’coords’].lower[:]

= 0.

# Set the lower and upper bounds for the constraints
problem.constraints[’circle’].lower[0] = 1.
problem.constraints[’circle’].upper[0] = 1.
# Define the objective and constraint functions as well
def funobj(mode, x, f_obj, g_obj):
f_obj[0] = x[0]*x[1]
g_obj[0] = x[1]
g_obj[1] = x[0]
return
def funcon(mode, njac, x, f_con, g_con):
f_con[0] = x[0]**2 + x[1]**2
g_con[0,0] = 2.*x[0]
g_con[0,1] = 2.*x[1]
return
# Run the optimizer
problem.Optimize(funobj, funcon)

Since this is a very simple example, the two design variables are in one dictionary
entry named coord and the constraint dictionary also has only one entry, circle, for
the single constraint. The objective and constraint functions defined by funobj and
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Optimization
Objective

+num_vars: Integer
+num_constraints: Integer
+objective: Objective
+variables: DesignVariable Dictionary
+constraints: Constraint Dictionary

+name: String
+value: Real
+sensitivity: Real Array

+Optimize(funobj:String,funcon:String)
+ReadSpecsFile(filename:String)
+CheckOption(name:String,out ivalue:Integer)
+GetInformText(out inform:String)
+GetVariables(key:String,out values:Real Array)
+GetConstraints(key:String,values:Real Array)

DesignVariables
+name: String
+num_vars: Integer
+values: Real Array
+lower_bounds: Real Array
+upper_bounds: Real Array
+optimum: Real Array

pysnopt

Constraints
+name: String
+num: Integer
+values: Real Array
+lower_bounds: Integer Array
+upper_bounds: Integer Array
+sensitivity: Real Array

Fig. 2

UML diagram for the Optimization class.
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Mesh
FlowSolution

+

+mesh: Mesh

+GetSurfaceCoordinates(family:String)
+GetSurfaceIndices(family:String)
+WriteMeshFile(filename:String)
+SetCoordinates(blocks:Integer Array,ranges:Integer Array,xyz:Real Array)
+GetNumberBlocks()
+GetFamilyNames()
+GetFilename(out filename:String)

+GetSurfaceCoordinates()
+GetSurfaceLoads()
+RunIterations(num_cycles:Integer)
+WriteCGNSFile(filename:String)
+GetConvergenceHistory(name:String)

Fig. 3

UML diagram for the FlowSolution class.

Figure 5.3: UML Diagram for the FlowSolution Class.

Structure

Mesh

+num_nodes: Integer
+num_dofs: Integer
+num_elems: Integer
+mesh: Mesh
+load_cases: LoadCase Dictionary

+coordinates: Real Array
+connections: Integer Array

and extends the class to specialize it for
the specific case of SUmb. The flow solver
+Write()
and the additional class definitions are encapsulated in a module DesignVariables
we call pysumb.
+value: Real Array
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base
are
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Array
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+GetSurface()
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+gradient: Real Array

+GetPoint()
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+KS: Real
+adjoint: Real Array
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requiring
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Fig. 4

UML diagram for the Structure class.
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Mesh
FlowSolution

+

+mesh: Mesh

+GetSurfaceCoordinates(family:String)
+GetSurfaceIndices(family:String)
+WriteMeshFile(filename:String)
+SetCoordinates(blocks:Integer Array,ranges:Integer Array,xyz:Real Array)
+GetNumberBlocks()
+GetFamilyNames()
+GetFilename(out filename:String)

+GetSurfaceCoordinates()
+GetSurfaceLoads()
+RunIterations(num_cycles:Integer)
+WriteCGNSFile(filename:String)
+GetConvergenceHistory(name:String)
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UML diagram for the FlowSolution class.

Structure

Mesh

+num_nodes: Integer
+num_dofs: Integer
+num_elems: Integer
+mesh: Mesh
+load_cases: LoadCase Dictionary

+coordinates: Real Array
+connections: Integer Array
+Write()

DesignVariables

+SolveDisplacements(load_case:String)
+ComputeStresses(load_case:String)
+GetSurface()
+SetLoads(load_case:String)
+GetPoint()
+GetTransferWeights()
+ComputeWeight()
+Write()
+GetdWdx()

+displacements: Real Array
+stresses: Real Array
+forces: Real Array
+KS: Real
+adjoint: Real Array

Fig. 4

UML diagram for the Structure class.

LoadCase

+value: Real Array
+scale: Real Array
+gradient: Real Array
+Set()
+SetScale()

+SetLoads()
+SetDisplacements()

Figure 5.4: UML Diagram for
the Structure Class.
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Note the dual role of Aerosurf: on the one hand it serves as the engine for the
parametric modification of a baseline geometry (to be used for design purposes),
while, on the other, it is a home-built CAD engine that takes care of constructing
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Geometry

Surface

+num_surf: Integer
+surface: Surface Dictionary
+num_patches: Integer
+patches: Patch List
+des_vars: OMLDesignVariables
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Section

+num_sections: Integer
+sections: Section List

+num_points: Integer
+coordinate: Real Array

Patch

+GeneratePatches()
+Perturb()

+num_i: Integer
+num_j: Integer
+coordinates: Real Array

OMLVariables

Fig. 7

UML diagram for the Geometry class.

Figure 5.5: UML Diagram for thePositions
Geometry Class.
DXFile
+fields: Field Dictionary

Field

+coordinates: Real Array
+num: Integer

+name: String
+positions: Positions
+connections: Connections
+data: Data

+Write()
geometry
from un-intersected components.
+AddField()

+Write(file:File)

Connections
Another option that+Write(file_name:String)
has been used for the
handling of the
modifications to the
+name: String
+type: String = regular_2D, regular_3D, lines, triangles, quads

OML is a true CAD-based geometry engine. +is_regular:
A directLogical
interface to a CAD package is
+Write(file:File)

not easy to accomplish. It also represents a large investment in a CAD package that
Data

may later turn out to not provide all of the design
functionality that is required for
+name: String
+num: Integer
+values: Real Array
MDO. For this reason, the CAPRI interface of
Haimes
[1] was used, which allows for
+dependency:
String
+Write(file:File)

the development of CAD-neutral interfaces. Again, once we have this new geometry
Fig. 8

UML diagram for the DXFile class.
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son, if the displacements of the surface of the object
10 of 18
American Institute of Aeronautics and Astronautics Paper 2004–4480

+patches: Patch List
+des_vars: OMLDesignVariables

Patch

+GeneratePatches()
+Perturb()

+num_i: Integer
+num_j: Integer
+coordinates: Real Array

OMLVariables
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UML diagram for the Geometry class.
Positions

DXFile
+fields: Field Dictionary
+Write()
+AddField()

Field

+coordinates: Real Array
+num: Integer

+name: String
+positions: Positions
+connections: Connections
+data: Data

+Write(file:File)

Connections

+Write(file_name:String)

+name: String
+type: String = regular_2D, regular_3D, lines, triangles, quads
+is_regular: Logical
+Write(file:File)

Data
+name: String
+num: Integer
+values: Real Array
+dependency: String
+Write(file:File)

Fig. 8

UML diagram for the DXFile class.

Figure 5.6: UML Diagramsurface
for the
DXFile Class.
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the classes shown in Figure 5.6. The object-oriented design follows the structure of
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the DX format closely:
a DX file may contain several fields, each of which has a
American Institute of Aeronautics and Astronautics Paper 2004–4480
number of positions, and might have data associated with positions or connections.
The positions might be connected or not, and the connections might be regular or
irregular.
Aerostructure Module
The aerostructural analysis module represents the first multidisciplinary application
that uses the modules described in the previous sections. This module does not wrap
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Aerostructure

FlowSolution

+flow: FlowSolution
+structure: Structure
+geometry: Geometry
+RunIterations(num_iterations)
+TransferDisplacements()
+TransferLoads()
-ComputeTransferWeights()
-CheckForceConsistency()
-CheckForceConservancy()

Fig. 13
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Structure

Geometry

UML diagram for the Aerostructure class.

Figure 5.7: UML Diagram for the Aerostructure Class.
any Fortran code but is implemented purely in Python.
The Aerostructure class, illustrated in Figure 5.7 represents the aerostructural
analysis and contains a Geometry, a FlowSolution and a Structure. In addition,
the class defines all the functions that are necessary to translate aerodynamic loads
to structural loads and structural displacements to geometry surface deformations.
One of the main methods of this class is the one that solves the aerostructural
system. This method is called once for each iteration, several of which are needed
to obtain a converged system. Within this method, self refers to an object of the
Aerostructure class. This method is summarized below:
def RunIterations(self, num_iterations):
self.flow.RunIterations(10)
cfd_loads = self.flow.GetSurfaceLoads(’Wing’)
csm_loads = self.TransferLoads(cfd_loads)
self.structure.SetLoads(’test’, csm_loads)
self.structure.CalculateDisplacements(’test’)
csm_dispts = self.structure.load_cases[’test’].surf_displacements
cfd_dispts = self.TransferDisplacements(csm_dispts)
# Warp the mesh and pass the new coordinates to SUmb
ijk_blnum = self.flow.GetMesh().GetSurfaceIndices(’Wing’)
Fig. 15 Association of the OML
cfd_xyz = self.xyz_wing_orig
+ cfd_dispts

points to the surface of the structural model.

self.meshwarping.Warp(cfd_xyz, ijk_blnum[3,:], ijk_blnum[0:3,:])
for n in range(1,self.flow.GetMesh().GetNumberBlocks()+1):
# Get the new coordinates from warp
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[blocknum,ijkrange,xyz_new] = self.meshwarping.GetCoordinates(n)
blocknum = self.comm_world.bcast(blocknum)
ijkrange = self.comm_world.bcast(ijkrange)
xyz_new = self.comm_world.bcast(xyz_new)
# Give them to SUmb
self.flow.GetMesh().SetCoordinates(blocknum,ijkrange,xyz_new)
return
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This is a very readable script, thanks to the clean syntax of Python, and any highlevel changes to the solution procedure can be easily implemented. The Aerostructure
class also contains methods that export all the information of the current solution for
visualization, examples of which are shown in later sections.

5.2.3

Versatility of Python Environment

The modules presented in the previous section were originally developed and tested
for aircraft design. However, the general design is applicable to a wide range of multiphysics problems. One example is the design of a generic launch vehicle configuration.
In the design of launch vehicles (as is the case in the aircraft industry) it is common practice to transfer the distributed loads on the surface of the vehicle to a “stick”
model which runs along the axis of symmetry of the vehicle and has lumped the mass
and stiffness properties of the true vehicle. In the process of transferring these loads,
valuable information about the distribution of the surface loads is lost. Given that
the use of relatively simple finite element models of the structure is also commonplace
in the industry, we decided to transfer the distributed pressure load from a viscous
CFD calculation to the nodes in the structural finite element model. The task was
assigned to a student who had no previous experience in CFD, structural finite element modeling, or the Python language. In the short span of about a week, the
student was able to generate structural models for the rocket, CFD solutions for the
external flow, and a simple Python script (based on previous examples that existed
in the research group) to transfer the distributed CFD surface loads conservatively
and consistently to the surface of the CSM mesh. This exercise in managing complexity showcases the features of the pyMDO framework that we wanted to highlight:
code/module reusability, quick turnaround for new applications, and the ability to
contribute to large integration projects by taking off-the-shelf software components
and adding new capabilities that can be reused by others.
Figure 5.8 shows the structural model for the launch vehicle. The surface elements
have been made semi-transparent to show the internal structure of the half domes for
the fuel and oxidizer tanks. This structural model is typical of the size that would be
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Supersonic Business Jet Design Case

The design test case is a supersonic business jet shown in Figure 5.11. This is a configuration developed by Aerion Corporation (formerly ASSET Research Corporation)
and is designed to achieve significant regions of laminar flow with performance and
geometry specifications detailed in Table 5.1. Although this data is a bit dated, this is
the same configuration used by Martins [51] in his work on integrated aerostructural
optimization using a coupled adjoint. By using the same test case we hope to compare
the accuracy, cost, and implementation issues of two different MDO architectures for
this high-fidelity problem.

5.3.1

Definition of Optimization Problem

To develop our optimization problem we start from the Breguet range equation
R=

V CL Wi
ln
,
c CD Wf

(5.1)

where V is the velocity, c is the thrust specific fuel consumption, CL /CD is the lift-todrag ratio, and Wi /Wf is the ratio of initial and final cruise weights. The difference
between Wi and Wf is the weight of fuel burned during cruise.
For fixed initial cruise weight, velocity, lift coefficient, and thrust specific fuel
consumption we minimize final cruise weight which only leaves the final cruise weight,
Wf , and the drag coefficient, CD to vary. Linearization of the range equation with
respect to these variables results in a range of
R = −αCD − βWf ,

(5.2)

where
−α =

∂R
V CL Wi
=−
ln
,
2
∂CD
c CD
Wf

(5.3)

∂R
V CL 1
=−
.
∂Wf
c CD Wf

(5.4)

and
−β =
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Figure
5-1: Natural
laminar
flow supersonic
business
jet configuration.
Figure 5.11:
Natural
Laminar
Flow Supersonic
Business
Jet Configuration
(From [3]).
and CD . Linearizing the Breguet range equation with respect these two variables yields
Table 5.1: Specifications for the Natural Laminar Flow Supersonic Business Jet

where

R = −αCD − βWf ,
Performance

(5.2)

Cruise Mach number
1.5
Wi
V
C
∂R
L
Range −α =
5,300
nm
=−
2 ln W ,
∂CD
c CD
f
Take-off gross weight (TOGW) 100,000 lbs

(5.3)

and

Zero-fuel weight (ZFW)
47,500 lbs
∂R
V CL 1
−β
=
=
−
.
(5.4)
Cruise altitude ∂W
ft
c CD W51,000
f
f
Cruise lift coefficient
0.1
The ratio of these two partial derivatives α and β represents the relative worth of the drag
Cruise drag coefficient
0.0116
and weight and we write this ratio as
Cruise TSFC
0.86
Wf
Wi
α
=
ln
.
β
C D Wf
Wing Geometry

(5.5)

For this particular design, using the data from Table 5.1, yields a ratio
of α/β = 3.04 × 106 .
Reference Area
1750
f t2
This is very close to the
ratioratio
given by the much more 3.0
detailed mission analysis that was
Aspect
previously mentioned,Taper
for which
× 106 .
ratioα/β = 310/0.0001 = 3.10
0.218
We can now maximize the linearized range of the business jet configuration by minimizing the objective function
I = αCD + βW,

(5.6)

CHAPTER 5. HIGH-FIDELITY AEROSTRUCTURAL OPTIMIZATION

99

The ratio of these partial derivatives expresses the trade between drag and weight
Wf Wi
α
=
ln
.
β
CD Wf

(5.5)

From Table 5.1 we can get a rough, order of magnitude type estimate by assuming
that Wf is the TOGW and Wi is the ZFW, although this is not the best estimate
for a supersonic aircraft. This yields α/β = 3 × 106 , and we maximize the linearized
range by minimizing the objective function
I = αCD + βW,

(5.6)

where W is the wing structural weight in pounds because for purposes of defining
the objective function for optimization we can substitute the final cruise weight by
the wing structural weight since the difference between them is a constant. Of course
this does not take into account effects such as changes in landing gear weight, fuselage/wing structural integration weight, etc.
The formal statement of the optimization problem is then
minimize

I = αCD + βW

wrt

xn

subject to

CL = CLT
KS ≥ 0
xn ≥ xnmin

where xn are the design variables to be discussed shortly, KS is the lumped stress
constraints, and xnmin is a lower bound constraint on the design variables.
For a realistic design we would need to consider thousands of aerodynamic and
structural load cases. In this work we take into account one cruise condition with a
target lift coefficient of 0.1 for computation of the drag coefficient and a single maneuver condition at a target lift coefficient of 0.2 for the structural stress constraints.
A simplified wing-body configuration shown in Figure 5.12 is used in this problem.
For parametrization of the external aerodynamic shape the wing shape is described
by six defining stations distributed from wing root to wing tip. At each station the
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Figure
of and
the Structural
OML andDesign
structural
design
variables.
Figure5-2:
5.12:Description
Aerodynamic
Variables
(From
[51]).
twist, leading and trailing edge camber, and five Hicks-Henne bump functions on each

In this particular case, we consider only one cruise condition for the calculation of the drag
of the lower and upper surfaces vary the shape of the airfoil. The airfoil cross sections

coefficient, and a separate maneuver condition for the structural stress constraints. The
are linearly lofted between defining stations.

cruise condition has a target lift coefficient of 0.1 while the one for the maneuver condition
is 0.2.

Fuselage camberline is parameterized with nine bump functions evenly distributed

in the streamwise direction with the constraint that total volume is preserved since

The geometry of the supersonic business jet was simplified for the purposes of solving this
the station radii are held constant. Nose and trailing edge camber functions are also

aircraft optimization problem. Again, this represents only a proof-of-concept case to demonadded to the camberline distribution.

strate this The
design
methodology
and
not meant
towhich
represent
realistic
full-configuration
structure
is sized by
tenisdesign
variables
defineaskin
thicknesses
for difcase. The
baseline
is thetowing-body
configuration
shown
in Figure
The body
ferent
groupsgeometry
corresponding
the structure
on the top and
bottom
surfaces5-8.
between

is axisymmetric
and Skin
exhibits
a smooth
in the cross-sectional
distribution
adjacent ribs.
thicknesses
mustvariation
satisfy a minimum
gauge thickness
constraint. in the
longitudinal axis, with maximum area at around one third of the body length from the
nose. The
wing sections
are biconvex
and havein
a constant
5.3.2
Infeasible
Subproblems
BLISS thickness-to-chord ratio of 2%.
A description of all the design variables that are used in this optimization problem is
The BLISS algorithm assumes that for a given value of the system design variables

shown in Figure 5-2. In order to parameterize the shape of the aircraft, we have chosen
and coupling variables each discipline subproblem optimization will yield a feasible

sets of design variables that apply to both the wing and the fuselage. The wing shape
solution. However, this may not be possible in some cases. For example, in the

is modified by optimization at six defining stations uniformly distributed from the winghigh-fidelity aerostructural optimization described in this chapter the only structural

body intersection to the tip of the wing. The shape modifications of these defining stations
are linearly lofted to a zero value at the previous and next defining stations. On each
defining station, the twist, the leading and trailing edge camber, and five Hicks–Henne
bump functions on both the upper and lower surfaces are allowed to vary. The leading and
trailing edge camber modifications are not applied at the first defining station. This yields
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design variables are the skin thicknesses. A thin wing, with corresponding structural
depth, may yield stresses in the spars that cannot satisfy the stress constraints by
varying the skin thicknesses alone. The obvious solution is to increase the structural
depth, but this is not an option in the subproblem optimization since the values of
the system level variables are fixed. This is not a problem in decomposition methods
such as CO, which introduce target values of the system variables and would allow
for variation of the structural depth.
Kim et al. [38] have identified this shortcoming in BLISS and proposed a method
that uses approximation models for the constraint violations. If a subproblem optimization yields an infeasible design, that design is denoted as such and the value of
the violated constraint is stored. An approximation model, a response surface in their
work, is fitted to the constraint violation and used in the system level optimization
problem to ensure subproblem feasibility.
In this work, infeasible subproblem optimizations were not found to be a problem and no system level constraints were imposed to ensure subproblem feasibility.
Imposition of the estimated value of the constraints deemed to be more dependent
on the system level and coupling variables as defined in Equation 4.10 may solve
the problem of infeasible disciplines in some situations. Other options for improving
BLISS include more explicit constraints on the system variables as proposed by Kim
et al. or the introduction of target coupling variables as in CO and OBD.
A possible fix would be to impose the discipline constraints as a penalty function in
the discipline optimizations which would allow for feasible solutions from an optimization perspective. To achieve a truly feasible multidisciplinary design would require
constraints at the system level such that the value of these disciplinary penalty functions were zero. This would eliminate the ability to terminate the BLISS procedure at
will since feasibility would require full convergence of the problem, whereas under the
assumption of disciplinary feasibility the termination can be terminated with the best
current and feasible solution at any iteration. This is an area of research regarding
BLISS that needs to be addressed to have a robust MDO algorithm.
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BLISS/POD Optimization Results

The aerostructural optimization problem was carried out using the BLISS/POD algorithm described in Chapter 4 and the various discipline analysis and design capabilities, load and displacement transfer tools, and mesh warping capabilities outlined
in the previous section. For this work the aerodynamics analysis was performed in
Euler mode, although there is nothing about the algorithm or software infrastructure
that precludes viscous design.
For the CFD analysis a 193 × 33 × 49 C-H mesh was used. There were a total
of 288 surface CFD cells which imposed forces on the wing structure. Flow solutions
were deemed converged after 5.3 orders of magnitude reduction in the norm of the
density residual. Target lift coefficient tolerances were 10−6 . Only the wing structure
was modeled (no fuselage structural model) and it was a 132 node, 330 element model
with frame and shell elements. Of the total number of structural number elements,
190 were on the fluid-structure interface.
After completing the initial system analyses for the cruise and maneuver condition, illustrated in Figure 5.13, an initial POD model was built. There were two
sets of the current values of the coupling variables from the multidisciplinary analyses. An additional aerodynamic only analysis was performed at an intermediate
lift coefficient. Using these three sets of loads, we now have three sets of structural
displacements. Four structural displacement perturbations were made about each of
the three baseline conditions for a total of 15 observations of the variables of interest.
POD was applied to this data to build a reduced order model with 15 modes, all of
which were retained in the approximation. The state of the coupling variables was
then computed in terms of the reduced basis (a simple dot product operation) and
the discipline sensitivity analyses proceeded using the relatively low-dimension POD
model. The gradients from the sensitivity analysis, which are an approximation because of the introduction of POD, are used as normal in the discipline optimization
problems.
At the next system level iteration new multidisciplinary analyses are performed
based on the current value of the design variables. This yields a new set of coupling
variable observations for POD, which in addition to the computational results of the
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Table 5.2: Computational Costs per System Level Design Iteration and Load Case
for BLISS/POD.
Aerostructural
Analyses
System Analysis
POD Model
Sensitivity Analysis
A
∂Y
∂x

Discipline Optimization

Aerodynamic
Analyses

Structural
Analyses

0 to 2

3 to 5 per aero.

0.1Mdisp

0.1Mloads

Mloads *

Mdisp

O(1)

O(nxstruc )

1

* Projected cost based on the use of an adjoint formulation.
single discipline analyses were used to update the POD model. For these iterations
one has an inexpensive opportunity to increase the number of modes in the POD
approximation, albeit at an increased design iteration cost. In this work only the 15
highest modes were retained at each system level iteration.
The computational costs per system level design iteration are presented in Table 5.2. Note that these are the costs per load case which in this problem was two.
For the typical structural models presented here, the cost associated with the aerodynamics portion of an aerostructural solution is approximately 15% to 20% greater
than a rigid aerodynamic analysis. The structural models used here are relatively
coarse and have negligible cost compared to the aerodynamics. However, a more
detailed model would obviously increase the cost of the coupled solution. Based on
this analysis the per system level iteration cost for each load case was on the order of
17 aerodynamic solutions. Of course the computation of the aerodynamic gradients
and optimization run in parallel with the computation of the structural gradients and
optimization and the wall time of the computation is dependent on the parallelization
of the individual disciplines and load balancing between the disciplines. A discussion
of this cost relative to other methods is presented in the next section.
Convergence history for the optimization is shown in Figure 5.14. A total of 118

Figure 5.13: Baseline Aerostructural Solution for the Supersonic Business Jet Showing Pressure Coefficient at the
Cruise Condition on the Left and Von Mises Stresses at the Maneuver Condition on the Right.
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system level design iterations were performed. The initial value of the KS function
is positive indicating that the structural stress constraints are satisfied. The BLISS
algorithm guarantees that the objective function will decrease (at least until an optimum is reached) or the constraint violation will be decreased at each iteration. At
no time should one go from a feasible to an infeasible solution. This is shown in the
essentially monotonic decrease in the value of the KS function towards zero. The
convergence of the objective function is relatively slow in the last two-thirds of the
design iterations. We are using a first-order method with approximate gradients and
this is somewhat expected. It is unlikely that the solution is in fact even converged
in a mathematically rigorous sense - an inevitable byproduct of approximation.
In Table 5.3 some characteristics of the baseline and optimized configuration are
presented. Note that the drag and range are based on inviscid calculations. Were
one to include viscous effects, even the optimized configuration is unlikely to meet the
goal range of 5, 300 nm. The optimized configuration is shown in Figure 5.15 with
the cruise pressure coefficient on the left and the maneuver stresses on the right.
Comparison with Monolithic Optimization
Results from Martins [51] obtained using a monolithic architecture and gradients
computed by a lagged coupled adjoint method are also presented in Table 5.3. Although these were identical problems in the sense they used the same statement of the
optimization problem and design variables their were some differences in the analysis
tools. Most notably, the aerodynamics solver used in this work was a new solver and
the structural solver was also a new solver using a different element discretization.
However, they do offer a comparison of the capabilities of two different approaches to
this type of problem. The baseline configurations differ by approximately one count
of drag and 50 lbs of structural weight and leads to an approximately 100 nm difference in range. In terms of the optimized solutions, we again see there are some
differences although the deviations are a bit more. The coupled adjoint yielded a
configuration with slightly over two fewer drag counts and approximately 200 lbs of
structural weight. This corresponded to a reduction in range of just over 100 nm
compared to BLISS/POD.
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Figure 5.14: Convergence History of Aerostructural Optimization.

* From [51].

Baseline
Optimization

BLISS/POD

Coupled Adjoint*
Baseline
Optimization

74.80
72.04

2.44 × 10−1
6.17 × 10−5

0.85
0.99

0.87
0.98

KS σmax /σyield

73.95
1.15 × 10−1
69.22 −2.68 × 10−4

CD (counts)

47, 550
43, 965

47, 500
43, 761

ZFW (lbs)

6, 338
7, 275

6, 420
7, 361

Range (nm)

Table 5.3: Comparison of Results for BLISS/POD and Integrated Optimization Using Coupled Adjoint.
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Figure 5.15: Optimized Design for the Supersonic Business Jet Showing Pressure Coefficient at the Cruise Condition
on the Left and Von Mises Stresses at the Maneuver Condition on the Right.
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The computational cost of the coupled adjoint is approximately 4.4 aeroelastic
solutions per design iteration and per load case, or around 5 aerodynamic analyses
for our structural models. This compared with an approximate cost per BLISS/POD
iteration of 15 aerodynamic analyses, or 3.4 times greater. Of course the total cost
of optimization is dependent on the number of design iterations. This favored the
coupled adjoint at 51 iterations to 118 for BLISS/POD. The overall cost is then a
factor 7.9 higher for BLISS/POD.
BLISS alone would not be a computationally feasible approach for this problem:
only the significant order reduction of POD makes a decomposition approach to the
aerostructural optimization problem a viable option. Whether this is a good option
depends on a number of factors - availability of single discipline adjoints, willingness
to develop adjoint coupling terms, number of design variables involved in the optimization, ability of POD to adequately represent a particular physical phenomena
with a reasonable number of modes, etc.
Implementation issues and scalability as additional disciplines are incorporated
will become more and more important as more multi-physics problems are tackled
for optimization. As was pointed out in Chapter 1 the most computationally efficient
means of computing sensitivities of a multidisciplinary system is the coupled adjoint
method that yields the gradients with a computational cost that is almost independent
of the number of design variables. However, there is a significant implementation
cost to develop the necessary coupling terms for this method. Also, the number of
coupling terms scales like N 2 , where N is the number of disciplines. On the other
hand, BLISS allows us to incorporate additional disciplines by simply inserting the
appropriate single discipline sensitivities into the Global Sensitivity Equations. This
comes at the price of a computational cost that has a strong dependence on the
number of coupling variables - those variables that are inputs and outputs of other
disciplines.
It is likely that a realistic design optimization framework will need to adopt a
hybrid approach where, when possible, tightly coupled disciplines are integrated via
efficient techniques such as the coupled adjoint to produce a new multi-system discipline, perhaps an aerostructural discipline for example, which in turn is coupled with
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other disciplines using BLISS or other appropriate decomposition methods. This
work demonstrates that the use of a reduced order modeling technique such as POD
can allow one to use decomposition methods with high-fidelity models at acceptable
computational cost.

Chapter 6
Conclusions
This research sought to explore the utility of reduced order models based on Proper
Orthogonal Decomposition (POD) in the multidisciplinary design of aerospace vehicles using high-fidelity models. With the capability to model an increasing number of
disciplines at high levels of fidelity the difficulties of coupling such analyses into multidisciplinary design - computational cost, scalability to large numbers of disciplines,
ease of implementation, accuracy and convergence - need to be addressed. There are
strengths and weaknesses to each of the architectures for multidisciplinary design and
the best one will vary from problem to problem and will likely be a hybrid approach
that depends on the characteristics of the disciplines involved. It is possible to alter
the tradeoffs of design architectures by reducing the computational cost of individual disciplines and altering the information exchange characteristics of decomposition
methods. The major contributions of this dissertation are the development of a technique for utilizing POD to robustly compute approximate solutions to systems of
non-linear equations and a complimentary method, also based on POD, for reducing
the bandwidth or dimensionality of information exchange between disciplines.
Past uses of POD in fluid mechanics have focused on post-processing of data,
typically for identification of coherent structures or patterns, and the development
of inexpensive approximation models for designing control laws. The approximation
models for control design were typically representing unsteady, incompressible flow
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and significant errors were acceptable - perhaps 30% or more. In this work the parameter of interest was for the first time not temporal evolution or control inputs, but
design variables such as aerodynamic shape and the flow was compressible, a highly
non-linear phenomena. For the types of design optimization work pursued for the first
time in this work a better degree of accuracy is required than was achievable with
existing techniques. Given these criteria, obtaining a useful approximate solution
with a reasonable dataset was not possible for highly non-linear systems so a hybrid
technique was developed. The hybrid technique dynamically decomposes a problem
into a large sub-domain adequately represented by POD and a small sub-domain in
which the problem is solved with more conventional numerical techniques. Comparison on a representative aerodynamic shape optimization problem solved using both
conventional techniques and using the reduced order model method developed in this
work showed that the model was accurate enough for design purposes. The computational cost savings in 2-D, inviscid, transonic flow were on the order of 25-50% and
the savings for 3-D were estimated to be 75%.
A major consideration in successfully employing approximation models is placing
them in a framework that is accommodating of error. In the case of using POD for
order reduction between disciplines in design decomposition methods the opportunity
exists to have a very good understanding of the error because full order analysis is
retained. The idea is similar to a typical Fourier series representation where a solution
can be represented to a certain degree of accuracy by a number of scalar coefficients
which are associated with basis modes in space and/or time. Multidisciplinary design decomposition architectures such as Optimizer Based Decomposition (OBD) and
Bi-Level Integrated System Synthesis (BLISS) have a computational cost strongly dependent on the number of interaction or coupling variables. For low-fidelity models
this is not a problem, but for disciplines modeled at a high-level of fidelity this may
represent thousands or tens of thousands of variables that are hidden in more tightly
coupled architectures. Thus there is a tradeoff between having a more loosely coupled
approach that is easier to implement and scale to larger numbers of disciplines but
has the disadvantage of exposing the dimensionality of the interaction and design
variables.
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Replacing this high-bandwidth communication with the relatively small number
of scalar coefficients of a POD basis was shown to significantly improve the computational performance of these design architectures while maintaining high-fidelity
analysis at the discipline level. The high-fidelity, aerostructural optimization of a supersonic business jet configuration was a factor of 7.9 times more expensive with
a BLISS/POD implementation as compared to a highly efficient coupled adjoint
method. Although this is a significant increase in computational cost this can be expected to be somewhat of an upper limit, as aerodynamics and structures are highly
coupled disciplines. The benefits of more flexible optimization frameworks may be
preferred over pure computational efficiency in many situations, and order reduction
via POD makes this a feasible option.
An interesting future research area would be defining alternate optimality criteria
for the POD basis when we are interested not only in the accuracy of representing a
particular solution or problem but also the accuracy of its response to varying input
parameters, design variables, etc. This could be achieved for example by incorporating
gradient information from an adjoint solution into the basis definition.
There is a significant amount of research that could be done in how best to construct, monitor, and update reduced order models for MDO. For example, at the
beginning of an optimization where one is far from an optimum fewer modes could
be used since the accuracy is less important. As the design converges modes could be
added, at increased per iteration cost, to improve the accuracy of the approximation.
An interesting alternative to the BLISS algorithm would be to use the computation
of the approximate Global Sensitivity Equations to compute approximate coupled
gradients and perform a more conventional integrated optimization, perhaps with
a Quasi-Newton approximation to improve the convergence rate. This would be an
intermediate option between the BLISS algorithm and the monolithic approach, which
typically requires implementation intensive gradient computations.
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