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Abstract

A new adaptive mesh refinement strategy that is based on a coupled feature-detection

and error-estimation approach is developed. The overall goal is to apply the proper

degree of refinement to key vortical features in aircraft and rotorcraft wakes. The

refinement paradigm is based on a two-stage process wherein the vortical regions are

initially identified for refinement using feature-detection, and then the appropriate

resolution is determined by the local solution error. The feature-detection scheme

uses a local normalization procedure that allows it to automatically identify regions

for refinement with threshold values that are not dependent upon the convective

scales of the problem. An error estimator, based on the Richardson Extrapolation

method, then supplies the identified features with appropriate levels of refinement.

The estimator is shown to be well-behaved for steady-state and time-accurate aero-

dynamic flows. The above strategy is implemented within the Helios code, which

features a dual-mesh paradigm of unstructured grids in the near-body domain, and

adaptive Cartesian grids in the off-body domain. A main objective of this work

is to control the adaption process so that high fidelity wake resolution is obtained

in the off-body domain. The approach is tested on several theoretical and practi-

cal vortex-dominated flow-fields in an attempt to resolve wingtip vortices and rotor

wakes. Accuracy improvements to rotorcraft performance metrics and increased wake

resolution are simultaneously documented.
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Chapter 1

Introduction

1.1 Historical Overview and Motivation

It is well known that the accuracy of computational fluid dynamics (CFD) simula-

tions can be significantly improved by increasing the number of grid points. However,

since localized regions of the flow often contain relatively stronger solution gradients

that lead to areas of disparate error, it is impractical to uniformly increase resolution

throughout the full computational domain. Doing so would result in a large number

of grid points that would not systematically improve accuracy. Therefore, adaptive

mesh refinement (AMR) may be employed to target key regions of the flow, so that

an accurate solution may be efficiently obtained. Furthermore, due to the grow-

ing demand for high-fidelity CFD, which continually exceeds the limits of modern

computing, AMR schemes are poised to become increasingly important in the near

future.

The advantages of AMR within a CFD framework are irrefutable. However, due

to the unique flow-fields and multi-disciplinary physics common to rotorcraft flight,

progress toward designing an effective methodology for this branch of aerodynamic

research has been limited. Rotorcraft flow-fields are inherently unsteady, involve rel-

ative motion between the rotor systems and the fuselage, and span a wide range of

convective scales. For example, a helicopter in hover will create only minor pertur-

bations to regions of the far-field, but is likely to experience transonic flow near its

1
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rotor blade tips. Furthermore, accurate wake modeling is particularly important for

rotary-wing vehicles. The large and powerful wake, which is entrained during hover

and only slowly convected downstream for forward flight, can impart considerable

forces onto the fuselage and rotors. These loads, which may be periodic but are often

quite unsteady, are generated by the rotor tips and transferred to the body predom-

inantly through the trailing vortices. Vortex interactions with the rotor blades and

the fuselage can lead to vibration, noise, and stability issues, and may be rather diffi-

cult to predict for certain flight maneuvers [1]. Although these dynamic and unsteady

interactions are not easy to quantify, computational studies have suggested that im-

provements in global accuracy indicators such as figure of merit [2], which is a measure

of the rotor’s aerodynamic efficiency, may be linked to proper wake resolution.

The shed vortex cores are small compared to typical fuselage lengths, and there-

fore they require relatively fine grid resolution for accurate convection. Without using

AMR, massive computational grids are necessary, and even for low-fidelity rotorcraft

simulations, they can easily contain upwards of 107 grid points. Equally challenging is

the accurate generation of the delicate three-dimensional vortical structures. When

these issues of vorticity convection and generation are compounded with the chal-

lenges facing the computational structural dynamics (CSD), concerning the rotating

blade system and the coupled fluid-structure interactions, the enormity of the overall

computational problem facing rotorcraft is realized.

The difficulties concerning rotorcraft CFD have helped to create simplified tech-

niques for estimating rotor performance. One of the earliest approaches, referred to as

actuator disk theory, was initially developed for the analysis of marine propellers by

W. J. Rankine (1865), and later improved by R. E. Froud (1885) and A. Betz (1920).

It can be applied to an idealized rotor disk to solve for the change of momentum

and energy across the rotor plane. Applying assumptions of steady, uniform, invis-

cid, incompressible, and quasi-one dimensional flow, it models the rotor system as a

single actuator disk. With these constraints, nothing beyond a rough estimate of the

input power required to increasing momentum can be obtained. Although additional

modifications to the general theory have increased its applicability for the analysis of

modern rotors [3,4], the overall technique remains quite basic considering the current
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state of CFD. Although simplistic, its minor computational cost and straightforward

implementation have allowed it to remain attractive for practical engineering appli-

cations and research today [5,6].

The lingering use of engineering techniques from the late nineteenth century does

not imply that recent computational rotorcraft advances have been lackluster. In the

past couple of decades, “comprehensive” codes have emerged that have attempted

to analyze the complete fluid-structure response of the rotor system in detail. In

contrast to the early history of fixed-wing method development, rotary wing research

requires codes that can handle multi-disciplinary physics. This additional burden has

forced rotorcraft engineers with limited resources to concentrate on safety, rather than

performance. Of the many flight risks, one of the most complex and critical areas is

the rotor’s structural dynamics. Thus, comprehensive codes have primarily focused on

vehicle stability and control by developing specialized finite element solvers to model

the flexible, spinning parts. The emphasis on CSD has lead to slowed growth for

other key areas, leaving major fixed-wing CFD advancements, like the use of AMR,

to not be as popular with the rotorcraft community.

Although comprehensive codes have become the de facto standard in industry

and government research labs, they provide relatively low-fidelity flow solutions. For

example, the Rotorcraft Comprehensive Analysis System [7] (RCAS) is one of the most

advanced comprehensive codes available, and its widespread use is a direct result

of its ability to model complex blade configurations for a range of flight conditions.

However, RCAS employs simplified aerodynamic models that provide the structural

solver with the expected aerodynamic blade loading. Additionally, it is a serial code,

which makes any practical large-scale rotor simulation impractical. Considering the

current state of these comprehensive codes, the development of next-generation anal-

ysis packages will require a new software paradigm. Specifically, it should incorporate

a modular platform, so that multiple developers, with unique areas of expertise, e.g.,

CFD or CSD, can easily introduce state-of-the-art functionality. This will allow in-

dividuals to develop software modules without requiring them to have a broad and

deep multi-disciplinary background.

Since applications of this work largely target rotorcraft CFD, and building an
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entirely new platform extends beyond the reasonable scope of a thesis, this work

leverages the Helios [8–10] code. Helios aims to address the present computational

limitations facing the rotorcraft community by creating a framework in which research

and/or legacy codes can be easily integrated within a modular CFD/CSD analysis

package. By presenting a platform where the design, implementation, and testing can

happen together, this next-generation modeling software has been written to revolu-

tionize the design-and-test paradigm that has become a mainstay of the rotorcraft

industry. It is under ongoing development by the High Performance Computing In-

stitute for Advanced Rotorcraft Modeling and Simulation (HI-ARMS) group. This

group is a part of the US Army Aeroflightdynamics Directorate at Moffett Field,

California, which was established in 2006. Although additional details are given in

Chapter 2, one of Helios’s unique advantages is its so-called “dual-mesh” solution

paradigm. The dual-mesh employs an unstructured mesh in the “near-body” domain

and an adaptive structured Cartesian grid in the “off-body” domain, which are cou-

pled together using an overset strategy. The purpose of this mixed near/off-body

meshing strategy is to apply unstructured grids near the surface to resolve complex

geometry and boundary layer effects, and block structured Cartesian off-body grids

to resolve the far-field wake using a combination of high-order numerics and AMR.

By leveraging the Helios infrastructure, this dissertation aims to develop a practi-

cal and efficient strategy for controlling the off-body mesh refinement process. Specif-

ically, the refinement strategy will target regions containing vortical features and will

provide a level of grid resolution that meets the desired fidelity. Also, because high-

performance computing is a requisite for rotorcraft simulations, the methods created

are also extremely efficient and easily parallelizable. However, before discussing the

proposed strategy, the advent of modern CFD and the early need for high-performance

computing is mentioned. Thereafter, a literature review on computational wake mod-

eling methods, and a brief overview of past AMR implementations within a CFD

context, will be provided.
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1.2 Early Beginnings of Rotorcraft CFD

L. F. Richardson should be considered one of the original pioneers of CFD due to his

efforts concerning numerical weather prediction. Moreover, it was he who devised the

Richardson extrapolation process, which is a cornerstone to this thesis. Also, given

the particular relevance, it should also be acknowledged that he helped conceptualize

the idea of parallel computing—almost a century before the advent of modern super-

computing. He envisioned a cooperative work sharing environment, complete with a

message-passing interface. In his 1922 work [11], he wrote of a scenario where

“A myriad [of ] computers are at work upon the weather of the part

of the map where each sits, but each computer attends only to one equa-

tion or part of an equation [...] Numerous little “night signs” display the

instantaneous values so that neighboring computers can read them.”

Although his use of the word computer implied that humans would perform com-

putations rather than a CPU, his remarks were quite revolutionary at that time.

While he conceived of a new manner to solve fluid dynamics problems, it was the

groundbreaking work by Von Neumann and Richtmyer [12] during World War II that

lead to the arrival of modern CFD. Their successful attempt at modeling blast phe-

nomena demonstrated the utility of numerical methods to solve the differential equa-

tions that governed fluid motion. Later, in the 1980s when CFD was first applied

to rotorcraft problems, the results were much less encouraging, as the wake solutions

lacked the same fidelity delivered in (fixed-wing) shocked flow. New techniques were

required to address the aforementioned aerodynamic problems stemming from the

rotor wake. However as previously mentioned, early rotor research primarily focused

on obtaining accurate CSD solutions, leading to a disparate fidelity gap between

CSD and CFD. The rest of this section summarizes some of the best attempts at

mitigating this disparity by improving the aerodynamic prediction capabilities for

vortex-dominated flows.
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1.3 Literature Review of Methods to Model

Vortical Flows

As mentioned in the previous section, large rotor wakes are often characterized by the

helical vortex patterns found near the outer blade tips and along the hub’s rotational

centerline. Therefore, in the development of numerical methods designed to handle

wake-dominated flows, considerable effort has been placed upon establishing lightly

dissipative formulations to improve the convection and dispersion of a vortex. Prior to

discussing these specific methods (Sections 1.3.3 - 1.3.7), the ambiguity surrounding

the definition of a vortex, and the equations governing rotational fluid motion, are

first presented.

1.3.1 Defining the Vortex

While a universally accepted definition of a vortex does not exist, it intuitively can be

thought of as a tube whose surface is defined by constant vorticity [13], ‖ω‖. However,

this definition can be misleading because a vortex tube does not necessarily imply the

presence of a vortex. As Jeong et al. [14] have pointed out, this definition is inadequate

for shear-dominated flows, especially when the local shear rate is equivalent to, or

greater than, local vortical strength. This situation commonly occurs in a viscous

boundary where, although the maximum vorticity occurs along the wall, a vortex is

not present at the surface. Despite this, vorticity magnitude is commonly used to

define a vortex in CFD research, and while helpful, this rather subjective definition

allows the shape and size of a vortex to remain largely user-defined.

Instead of using vorticity, a broader subjective definition was proposed by Lugt [15],

who described a vortex as a “multitude of material particles rotating around a com-

mon center.” Others, such as Chong et al. [16] used the eigenvalues of ∇u to demon-

strate that a complex eigenvalue pair is associated with a region of swirling motion.

This is often referred to as the 4 method, as a vortex is found when 4 > 0, where

4 is the determinant of the corresponding cubic equation. Another commonly used

function is the so-called Q-criterion [17], which represents the difference between the
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local rotation and shear-strain rates. Additionally, Jeong et al. [14] have developed the

λ2 method, which is based upon the eigenvalues of a symmetric matrix that denote

regions of pressure minima. Lastly, Horiuti et al. [18] created an approach whereby vor-

tex sheets, rather than vortex tubes, are identified as regions with large and correlated

magnitudes of strain rate and vorticity. These four methods, which are later discussed

in Chapter 3, are the primary techniques used for feature detection throughout this

thesis.

Identifying a flow feature that carries a well-documented physical occurrence, but

lacks a sufficient mathematical definition, is certainly nontrivial. Although the debate

over an accepted definition is beyond the scope of this thesis, the reader should be

aware of the inherent difficulty in automatically detecting a physical attribute that

is not clearly defined. However for visualization purposes, unless otherwise noted,

a prescribed vorticity threshold will be used to illustrate the vortex system under

consideration.

1.3.2 The Vorticity Transport Equation

It is important to understand the convection and dissipation of vorticity within a

mathematical context, and the examination of the vorticity transport equation will

help elucidate the key mechanisms involved with the generation and transport of

such phenomena. Furthermore, the following analysis is restricted to incompressible

flow since vortex-dominated flow-fields generally exhibit only minor variations to den-

sity. First, consider the non-conservative1 form of the incompressible Navier-Stokes

equations, neglect body forces, and assume constant viscosity,

∂u

∂t
+

1

2
∇u2 + ω × u = −1

ρ
∇p+ ν∇2u, (1.1)

where u is velocity, ω is vorticity, ρ is density, p is pressure, and ν represents bulk

viscosity, i.e., viscosity normalized by density. Taking the curl of Equation 1.1 and

1Although the non-conservative formulation can be used to solve for compressible flows, these
equations can result in non-unique or incorrect solutions in certain cases. While it is not suitable for
numerical simulations, it does present a straightforward manner of examining the vorticity transport
equation.
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employing some vector calculus identities,

∇×
(
∂u

∂t
+

1

2
∇u2 + ω × u = −1

ρ
∇p+ ν∇2u

)
,

is obtained, where u2 = ‖u‖2. An expansion of this equations results in

∂ω

∂t
+

1

2
∇×∇u2 + u · ∇ω + ω(∇ · u) = u(∇ · ω) + ω · ∇u−∇× 1

ρ
∇p+ ν∇2ω.

With some additional algebraic manipulation, and if we assume a smooth (shock-free)

velocity field, the ∇ × ∇u2 and ∇ · ω terms are equal to zero. Now, the vorticity

transport equation may be rewritten as

∂ω

∂t
+ u · ∇ω + ω(∇ · u) = ω · ∇u +

1

ρ2
∇ρ×∇p+ ν∇2ω. (1.2)

Since vorticity is often modeled as an incompressible phenomenon, the last term on

the left-hand side is usually neglected due to a divergence-free assumption. Note

that this term can play a major role in the transport of vorticity near the spinning

rotor blades where compressibility may be an issue. However, this is unlikely in the

off-body, so the left-hand side of the equation demonstrates that vorticity generally

convects with the fluid, unless perturbed by a term on the right-hand side.

The first term on the right-hand side is usually responsible for vortex stretching

in three-dimensional flows. It is thought that this term leads to the evolution of

small-scale structures, which may give rise to phenomena such as Tollmien-Schlichting

waves [19]. The second term represents the barotropic mechanism, which occurs when

pressure and density gradients are misaligned. Although both gradients often increase

radially from the core outward, if a fluid element within the vortex experiences a

non-radial density gradient, the pressure force acting upon it will not pass through

its center of mass, thereby causing it to rotate. Fortunately, for most aeronautical

applications, these first two terms are generally weak relative to the third term, which

is the diffusion of vorticity by viscosity [20]. Largely by this term, vorticity is generated

along solid wall boundaries because of steep velocity gradients. Additionally, accurate
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preservation of these sharp gradients makes vortical motion rather susceptible to

numerical dissipation. While this is of little concern in the boundary layer where a

highly refined mesh can capture the viscous effects, it is more of an issue in the far-

field, where poor resolution can severely weaken and distort the vortical structures.

Note that even for typical Euler (inviscid) computations, the meshes in the off-body

domain are usually inadequate and therefore cause rapid dissipation. The rest of

Section 1.3 summarizes some notable attempts at mitigating this intense dissipation.

1.3.3 Wake Model Methods

Wake model methods were the earliest attempts to model rotor-induced wake flow [21–23].

These methods relied upon vortex elements, which, similar to sources and/or sinks

in potential flow, are elementary particles that are used to discretely represent the

vorticity present in a flow-field. Although relatively rudimentary, these methods orig-

inally sought to replace momentum disk models, which were insensitive to changes in

rotor parameters, such as blade geometry and cross-sectional variations. Depending

on the level of fidelity required, these wake methods are generally classified into one

of two groups [24,25].

The first, referred to as a “prescribed wake,” is a semi-empirical method that

models the wake geometry using the blade tip’s rotational and translational veloc-

ities [26,27]. Its path is largely determined by a theoretical rigid rotor wake system.

Small-scale deviations from the rigid model can be added to increase accuracy, and

are often based upon flight and isolated rotor tests [28,29]. After the wake geometry

is computed, the induced velocity field is found by integrating the Biot-Savart law

along the path of each vortex filament. The Biot-Savart law, which defines how

vortex filaments influence the velocity field, is an idea from potential theory and is

valid for inviscid incompressible flows [30]. Because these methods are computation-

ally inexpensive, they have been widely used for generating low-fidelity simulations.

However, they cannot accurately model the wake structure or predict blade airloads,

and cannot effectively model new rotor designs since they are based upon empirical

data.
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In the second class of wake methods, the “free wake” approach creates a wake

that is freely allowed to deform. The initial particle creation is similar to the pre-

scribed wake, but now the vortical elements convect according to a set of ordinary

differential equations (ODEs). These ODEs are obtained by discretizing the general

wake problem, which involves a set of partial differential equations (PDEs). To solve

this system, the circulation generated at the trailing edge is created by a spanwise

distribution of vortex filaments whose strength is determined a priori to match ex-

perimentally calculated lift values. The filaments are introduced at fixed azimuthal

locations and persist for a prescribed number of revolutions. Once the initial wake

system is generated, the Biot-Savart law must be continually reapplied until con-

verged for the original ODE. After this occurs, a number of small time-steps are

then required to drive the wake system into periodic-like behavior. Note this highly

iterative solution procedure is not guaranteed to reach periodic behavior.

While the free wake model offers an improvement over the fixed wake, a rela-

tively accurate description of the wake is unattained. Moreover, the requirement

for numerous user-defined settings and the heavy reliance upon empirical data pre-

vents applications for new or unique rotors. Nonetheless, wake model methods helped

prove that wake prediction was not impossible, and encouraged the future research

of Lagrangian-based methods, which do not require an underlying grid system.

1.3.4 Vortex Particle Methods

Instead of using vortex filaments, vortex particle (VP) methods rely upon particles

to simulate the evolution of the wake. Governed by a Lagrangian formulation, each

particle has two representative vector quantities: location and strength. They are

influenced by the surrounding vorticity field and are governed by the vorticity trans-

port equation (Eqn. 1.2). The particle’s strength is represented by a vector-valued

vorticity function and its thickness is usually modeled by a Gaussian distribution. Its

shape is determined by a multi-variable function dependent upon particle interactions

and minimum flow-field resolution. Particle positions are handled by the linear ad-

vection equation, and particle velocities are computed with the Biot-Savart law. To
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satisfy conservation of linear and angular momentum, additional equations are also

required. Finally, a rather convoluted Lagrangian expression is required to model the

viscous dissipation [31].

Although this method is capable of modeling viscous effects, it cannot generate

vorticity from a wall boundary. Therefore, a method of injecting vorticity into the

flow is required, and as a result, the potential lifting line theory is often implemented.

Recall that this theory is based on the Kutta-Joukowski theorem, which states that lift

is the product of density, velocity, and circulation. The theorem is only valid for two-

dimensional, potential flows, and is not valid in the boundary layer where it is directly

applied. Others, like Anusonti et al. [32], have tried to deal with this inconsistency by

using a Helios-like dual solution approach, where the near-body domain is solved

with an (Eulerian) Reynolds Averaged Navier-Stokes (RANS) technique. However,

coupling an Eulerian and a Lagrangian formulation has proven to be quite difficult,

since the applied discretizations are fundamentally different [33].

VP methods have remained limited to fixed-wing applications because of the dif-

ficulty associated with filling a domain with vortex particles, otherwise known as

“seeding.” The particles must be correctly placed along the body (or the near-body

grid system), which is responsible for the creation of vorticity. Incorrect placement can

significantly affect the solution and results have shown non-smooth flow variations,

due to the point-wise solution process [32,33]. Also, since this procedure is relatively

difficult to automate, an ad hoc randomized approach is often implemented. While

it may work well for fixed-wing flow-fields that are usually characterized by well-

defined vortical regions, not so for rotorcraft where multiple sheets are generated off

the blades. Additionally, VP methods require complex logic to handle vortex-sheet

interactions, which adversely impact their robustness [34]. The required operations of

volume-integration, time-integration, tracking, merging, splitting, and seeding, limit

accurate and scalable extensions of this work to rotorcraft problems.
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1.3.5 Eulerian Vorticity Transport Methods

By using an Eulerian-based approach, the Eulerian Vorticity Transport (EVT) method

avoids the previous deficiencies. However, unlike typical Eulerian solvers, it is able

to provide reduced numerical dissipation by solving a vorticity-conserved form of the

Euler or Navier-Stokes equations. Another benefit of this approach is that all non-

inertial effects only influence the solution through the prescribed initial and boundary

conditions [35,36]. This is quite important for rotorcraft applications, where standard

pressure-velocity formulations require additional Coriolis and Eulerian accelerations.

Despite these advantages, the lack of a formal vorticity-based boundary condition

is a significant drawback of these methods [37,38]. This has constrained most applica-

tions to basic two-dimensional circular cylinders and flat plates [39]. Although it has

been extended to rotating plates by Davies et al. [40], it still remains quite primitive

as their work has only considered cases with small-amplitude disturbances. In addi-

tion, EVT methods require a divergence-free criterion, which makes them unable to

account for compressibility effects.

There have been notable attempts by Brown [41] to use EVT for practical simu-

lations, in which a wing rotated about an imaginary hub. No attempt was made at

developing a proper boundary condition, but rather the computational domain, which

surrounded the wing, only “partially enclose[d]” the flow. Here, vorticity was gener-

ated with the same lifting-line approach as implemented by the free wake method.

Although Brown’s preliminary results were promising, the associated boundary prob-

lems proved to be too great, as his follow up paper discarded his original approach

for a Lagrangian vortex-particle formulation [42]. Also of note is ongoing research by

Harris et al. [43], which is developing a coupled EVT-AMR code. Their work has

successfully applied the method to isolated vortices, but has not yet addressed the

boundary related problems. However, even if proper boundary conditions can even-

tually be prescribed, the necessary integration of the Biot-Savart law raises questions

regarding its scalability for large rotorcraft simulations.
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1.3.6 The Vorticity Confinement Method

Originally pioneered by Steinhoff [34,44], vorticity confinement tries to model small

vortical features present in incompressible, high Reynolds-number flows. This method

solves a modified version of the Euler equations, and treats vorticity like a contact

discontinuity and “confines” it from enlarging. No attempt is made to accurately

model the physics within the core, but conservation is maintained over the region, so

that no mass, momentum, or energy is added to or removed from the flow.

The idea of neglecting the behavior in a localized region of the flow can be likened

to the early shock capturing methods [12,45]. These schemes were designed to capture

the essential flow physics, without requiring fine resolution to model an infinitely

thin discontinuity, e.g., a shock. Like vorticity confinement, these methods do not

accurately compute the solution in a specific area, but rather attempt to maintain

conservation across it. Although the underlying principles are similar, fundamental

differences exist because a vortex and a shock are quite different. Vortices naturally

tend to spread out due to the numerical dissipation, whereas shocks tend to self-

steepen. In addition, the length scales associated with shock thickness are relatively

insignificant for most CFD applications.

Although a confined approach may be appropriate for modeling a single vortex, it

is less so for rotor wakes that are characterized by helical vortex systems. Since the

wake structure is dependent upon the subsequent interactions, e.g., merging and other

constructive/destructive forms of interference, accurate modeling of the inner-core

dynamics is particularly important for rotorcraft simulations. However, Steinhoff’s

method can convect a lightly resolved (few grid points across the core) vortex for

several core widths with little numerical dissipation. Specifically, by adding a special

anti-diffusion term, it is able to counteract the numerical dissipation common to other

Euler codes. To understand how it is able to remain lightly diffusive, first consider

the conservation of momentum,

∂u

∂t
+ u · ∇u +

1

ρ
∇p = 0. (1.3)
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The vorticity confinement approach introduces artificial terms to the right-hand side:

∂u

∂t
+ u · ∇u +

1

ρ
∇p = α∇2u + βn̂× ω, (1.4)

which must be activated in regions with vorticity and removed when not. Here, α

is an artificial diffusion coefficient added to stabilize the scheme and β controls the

“confinement” of a vortex. The n̂ normalized vector represents a gradient that points

in the direction of increasing vortical strength (toward the vortex centroid). Taking

the curl of Equation 1.4 generates a vorticity-like transport equation:

∂ω

∂t
+ u · ∇ω + ω(∇ · u) = ω · ∇u +

1

ρ2
∇ρ×∇p+ α∇2ω

+ βn̂‖ω‖2 − ω(ω · βn̂).

For the purposes of discussion, incompressibility is assumed so that the last term on

the left-hand side and the second term on the right-hand side are removed. Addition-

ally, since it is likely that ω and n̂ are orthogonal, the magnitude of their dot product

is negligible. Now,

∂ω

∂t
+ u · ∇ω = ω · ∇u + α∇2ω + βn̂‖ω‖2. (1.5)

Comparing the artificial viscosity terms (α, β) on the right, with those found in the

vorticity transport equation (Eqn. 1.2), we can justify the first because it has an

equivalent term. However, it is the β-term that is rather peculiar. When β < 0,

vorticity is being “driven” towards the vortex core at a rate relative to the local

vorticity magnitude. It is this non-physical mechanism that allows Steinhoff’s scheme

to exhibit minimal dissipation for vortices.

It should be mentioned that during the early stages of development, it was dis-

covered for a basic wave, the scheme maintained constant vorticity within the core,

but the local maximum suffered from a self-steepening effect. As a remedy, artifi-

cial viscosity (α∇2ω) was added. Although stabilizing, it is unclear whether this
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term can disrupt conservation across a vortex. Moreover, the α and β constants re-

quire problem-dependent tuning, and considering the range of convective scales found

within a typical rotorcraft simulation, it is questionable if an appropriate value exists

for the entire flow [46].

1.3.7 Conventional Euler and Navier-Stokes Methods

When Roberts and Murman [47] first attempted to model a rotor in hover with the

Euler equations, it was accepted that the meshes required for proper wake calcula-

tions exceeded the computational resources of the 1980s. As such, they developed a

reduced-fidelity approach that coupled a free wake method in the near-body and an

Euler solution in the off-body. After a demonstration of their approach for a rotating

NACA 0012 wing, it was adapted to non-lifting rotors in forward flight by Wake et

al. [48]. However, since Wake employed finite discretizations that were directionally

biased, Chang and Tung [49] helped create a generalized method for both hover and

forward flight. Their work demonstrated that a rotor-fixed reference frame calcula-

tion was, not only conceivable, but also realistic and worthwhile. Later, a similar

approach was applied to multi-bladed rotors by Chen and McCroskey [50]. Thereafter,

Srinivasan and McCroskey [51] substituted the near-body free wake method with a

thin-layer approximation to the Navier-Stokes equations.

Although near-field predictions steadily improved, accurate wake modeling contin-

ued to plague rotorcraft CFD. During this time, the aforementioned methods (wake

model, vortex particle, Eulerian transport) received considerable attention, as it was

thought that conventional CFD would remain impractical for rotor wakes. The major

setback was not due to a fundamental inconsistency, but rather the lack of higher-

order discretizations and adequate mesh refinement. Adding sufficient resolution in

the far-field was too computationally expensive, and rather hastily, these methods

were abandoned.

Some researchers, like Strawn and Barth [52], recognized of the hardware con-

straints and attempted to compute an Euler solution on an unstructured mesh with

clustered refinement near the predicted core paths. Although their approach was
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based on a cumbersome fixed-grid strategy, their results demonstrated the possibility

of using conventional CFD for full rotorcraft simulations. Following this, Ahmad and

Strawn [53] computed a full Navier-Stokes solution and replaced the single unstruc-

tured grid with a structured (curvilinear and Cartesian) overset grid system, thereby

reducing overhead associated with mesh generation and solver runtime. The overset

paradigm describes a meshing strategy that employs partially and fully overlapped

grid regions to compose the full domain. It was pioneered by Steger, Buning, and

Benek [54,55], and later adapted for rotary-wing computations by Meakin [56]. Particu-

larly suitable for spinning rotors, individual components can be meshed and relative

motion between different grids can occur. Intersecting and overlapping nodes with

another block (or surface) are blanked out and generally not computed. Meakin ap-

plied it to a rotorcraft configuration, where he demonstrated its ability to handle fully

unsteady, three-dimensional, viscous flows. Later tests validated it for the AH-1G he-

licopter’s two-bladed rotor system, and included the dynamic motion of the rotating

blades [57].

Once the applicability of overset grids was verified for rotorcraft problems, re-

searchers began conducting numerical experiments to understand how much resolu-

tion was required for reasonably low dissipation. For a 5th-order spatial discretization,

Wake and Choi [58] demonstrated that about ten points across the vortex core were

adequate. Considering that vortex cores are typically about 1% of the rotor diameter

(d) [1], if the rotor is surrounded by a (conservative) square domain using uniform

refinement of length 3d, about 50 billion grid points would be necessary. Even by

modern computing standards, this represents an unrealistic grid size, which highlights

the particular applicability for AMR in rotorcraft CFD [59].

This thesis builds upon several decades of research by the rotorcraft community

and attempts to develop a procedure that directs appropriate refinement to the in-

dividual vortex cores. It is intended that the strategy remain practical, reasonably

automatable, and robust so that the added accuracy does not result in a cumbersome

and inefficient solution process. A brief literature review of AMR is presented before

the method is discussed in detail.
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1.4 Literature Review of Adaptive Mesh

Refinement Strategies

AMR attempts to systematically adapt the mesh to reduce solution error, and one

of two implementations is typically employed. The first is h-refinement, and this

straightforward approach increases grid density in desired regions. The second, re-

ferred to as r-refinement, keeps the number of grid points constant and manipulates

the mesh in a manner that maintains topology by contracting, expanding, and shift-

ing mesh cells [60]. While it lends some unique advantages over h-refinement, there

are fundamental disadvantages, and those are briefly mentioned before discussing the

preferred alternative.

A clear advantage of r-refinement is that the nodal count remains constant. R-

refinement also fixes the initial grid topology for the entire simulation, so that the

initial grid decomposition operation, which is required for large simulations and is

certainly a nontrivial expense, is only required at the start of the computation. Some

of the earliest research on AMR was conducted by Rai and Anderson [61], who used

r-refinement on a problem of supersonic flow about a wedge. Solution error was

computed to determine nodal “speeds” that governed grid point motion. While a

proper clustering of points increased solution accuracy in the shocked region, their

r-based approach created a number of new problems. First, the high error associated

with the shock led to an over-saturation of grid points for the discontinuity, which

left the rest of the domain extremely coarse. Second, the rapid grid motions caused

strong overshoot/undershoot situations, leading to quite poor convergence. Although

well-defined geometric laws can be used to ensure conservation [62,63], the overall r-

based approach is rather complicated in three dimensions. Moreover, in contrast to

h-refinement, r-refinement is considerably less robust as it is more sensitive to error

levels, and requires especially accurate error estimates for adequate performance [64].

Additionally, the costly operations required to ensure grid quality at each refinement

step make this approach rather impractical for rotorcraft [65].
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1.4.1 Unstructured AMR

Since they are characterized by the use of geometrically dissimilar elements, un-

structured grid methods were originally developed as an alternative to structured

grids for meshing complex surfaces, and the first CFD code to use Delaunay tri-

angulation was Airplane by Jameson [66]. Unstructured implementations regularly

use a Delaunay-based approach or the advancing-front method to generate tetrahe-

dral meshes. Rooted in principles of computational geometry, the Delaunay approach

defines a unique triangulation for a set of given points [67]. Specific inheritance charac-

teristics create well-defined mesh elements that are guaranteed to be non-intersecting.

This property is particularly helpful for CFD where fully connected elements without

overlap is required [68–70]. Conversely, advancing-front methods are relatively heuristic,

as the solid wall and computational boundaries define a set of edges (2D) or faces (3D)

and the mesh is advanced inward. Although problems may develop when different

fronts are amalgamated, it has been shown to work for complex surfaces [71–73].

An advantage of h-refined unstructured implementations is that, unlike most

structured approaches, they do not require overset grids [74]. In theory, this per-

mits the application of truly optimal refinement, as the newly generated mesh can be

adjusted with fine-grain control. No overlapping refined block regions are required,

as refinement can be added on a point-by-point basis. Although powerful, they are

significantly more expensive than structured overset refinement. Especially for un-

steady simulations where mesh adaption occurs at frequent intervals, maintaining

efficiency is more crucial than achieving optimality [75]. A similar argument may also

hold for steady simulations, where a greater number of re-grid operations can lead

to accelerated convergence, thereby reducing the overall computational cost [76]. This

performance gap will likely reduce in the future with algorithmic and hardware ad-

vancements, but this thesis leverages the speed, simplicity, and accuracy granted by

structured methods.
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(a) Single Level

L0
L1

L2
L3

(b) Multiple Level

Figure 1.1: A comparison of single-level and multi-level (block-structured) refinement
approaches for Cartesian grid systems.

1.4.2 Structured AMR

As depicted in Figure 1.1, structured AMR is usually implemented with either single-

or multi-level refinement. SAMARC employs multi-level refinement because the single-

level approach forgoes algorithmic simplicity, since the flow solver must operate on

a non-uniform grid topology. Although a better localization of the grid points is

possible, the size-varying quadrilateral elements require special treatments for the

“hanging” nodes that can prevent an ideal solution-vectorized process. While ad-

ditional storage penalties are incurred from the use of overlapping grids, it is later

shown that this overhead is relatively small, as the coarser grid points only make up

a small fraction of the total count. Additionally troublesome, single-level grid refine-

ment requires the frequent reestablishment of connectivity. Lastly, non-overlapping

grids directly prevent the use of overset-based numerical techniques, like Richardson

extrapolation.

Hierarchically-structured Cartesian-grid AMR was initially developed by Oliger [77],
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and later Berger and Oliger [78], thereby becoming known as the “Berger and Oliger”-

style layout2. Their methodology used adaptive and nested grids to solve hyperbolic

PDEs in a straightforward and practical fashion. Harnessing the potential of overset

grids, they developed a block-based approach where finer grid regions were placed

above their coarser parents. The finer Cartesian grids were constructed as arbitrarily

oriented rectangles, to handle shock-like features with characteristically high aspect

ratios. The refined cells were then agglomerated through a nearest-neighbor cluster-

ing algorithm. This small post-process step ensured that the location and orientation

of the finer blocks were optimized.

Berger and Oliger’s approach offered two key advantages for CFD simulations.

First, block-based refinement permitted the use of a single finite-difference operator

on all grid levels. Second, simplified data structures offered superior accuracy and

runtime efficiency over their unstructured counterparts. Their paradigm, which en-

forced conservation while maintaining generality, helped spawn research by Berger

and Jameson [80], in which they considered an airfoil in inviscid transonic flow. Note

that the coarser underlying grids were solved throughout the domain, but were only

used to define the necessary boundary information for the coarse-fine grids. It was de-

termined that computing the solution on each grid level, instead of including specific

logic to handle overset regions, did not result in a significant penalty.

Since then, several AMR implementations have been created and have mostly tar-

geted fixed-wing applications. Although different implementations have been devised,

all rely upon an estimate of solution error to guide refinement. Therefore, the next

section surveys the literature and lists some of the more prominent error estimation

methods.

1.4.3 Driving Refinement with Solution-Based Error

The purpose of scientific computing is to model a physical system by a representative

system of equations. These equations must be discretized, and “discretization error”

refers to the resultant error between the exact (physical) and the computed solutions.

2This grid strategy is sometimes referred to as a “Berger and Collela”-style layout [79].
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Generally speaking, if h represents the mesh width for the discretized domain, Ωh,

the discretization error (Eh) on Ωh may be informally written as

Eh = wh − u. (1.6)

Here, u and wh respectively represent the continuous and the discrete solutions on Ωh.

Note that in Chapter 4, other sources of error (iterative and round-off) are discussed,

but discretization error remains the largest and hardest to estimate [81]. A commonly

accepted strategy is to construct the mesh so that the error is equidistributed over the

entire domain. Many types of computable errors exist, but most approaches operate

by reducing the error of a single quantity. Integral functions, like lift or drag, or

point-wise values, like pressure or density, are ordinarily selected because of their

engineering interest.

Most error estimators can be classified into one of two groups—a priori or a

posteriori. A priori methods are limited to simple problems and tend to provide

rather conservative estimates. However, they often provide an upper bound on the

discretization error by a simple relationship, dependent upon the employed spatial

order-of-accuracy of the form

Eh ≤ Chp. (1.7)

The spatial order-of-accuracy is represented by p, and C is an often unknown constant.

Due to the lack of insight, a posteriori methods are generally favored for controlling

the AMR process. Therefore, the remainder of this discussion specifically focuses on

them.

Local Truncation Error

Local truncation error (LTE) analysis is quite helpful in the validation of an estima-

tor [82]. Although additional details are offered in Chapter 4, it can be used to examine

the convergent behavior of finite-difference schemes. The expected spatial and tem-

poral order-of-accuracy can be validated by conducting grid- and time-refinement
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studies. The monotonicity of the LTE makes it especially reliable and robust, so

other methods designed to control mesh resolution are based on a similar concept.

A proper refinement termination criterion is necessary to ensure that in the limit as

4x→ 0, refinement is halted.

Error via the Adjoint

Adjoint-based analysis can provide sensitivities that relate local changes in the solu-

tion to functions of integral form. Although originally intended to solve problems of

optimal control, it was Pironneau [83] who first used it within a fluid dynamics context,

and Jameson [84] who then applied it to optimal shape design for wings and fuselages.

Once the adjoint received widespread attention by the CFD community, Venditti and

Darmofal [85] first used it to estimate solution error [86,87]. The adjoint can be derived

and implemented in either a continuous or discrete manner. A continuous approach

solves for the adjoint equations and then discretizes them, whereas the discrete ad-

joint first discretizes the set of governing equations. A brief overview of the discrete

adjoint follows, but papers by Jameson [88], Kim [89], and Duraisamy [90] offer additional

analysis on the continuous form.

Let FH(uH) represent an integral quantity on a coarse grid (ΩH). It is assumed

that this quantity can be computed affordably, but the fine-mesh functional, Fh(uh),
is desirable, yet costly. By applying a Taylor series approximation, the relationship

between the two is

Fh(uh) = Fh(uHh ) +

[
∂Fh
∂uh

]
uHh

(uh − uHh ) + . . . , (1.8)

where the solution uHh represents the coarse mesh solution expressed on the fine grid

through a reconstruction/prolongation operation, i.e., uHh = IHh uH . Equation 1.8

must be re-expressed, as the partial derivatives of the objective function with respect

to the solution vector are unknown. It is solved by assuming that the fine mesh

residual is exact, i.e., Rh(uh) = 0, and linearizing about the coarse mesh solution
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yields

Rh(uh) = Rh(u
H
h ) +

[
∂Rh

∂uh

]
uHh

(uh − uHh ) + . . . . (1.9)

Now, an approximation to uh − uHh can be developed, so that Equation 1.8 can be

re-expressed as

Fh(uh) ≈ Fh(uHh )−
[
∂Fh
∂uh

]
uHh

([
∂Rh

∂uh

]
uHh

)−1
Rh(u

H
h ).

This equation may be rewritten using the adjoint, which often is denoted as Ψ and

is defined as the solution to the system of([
∂Rh

∂uh

]
uHh

)T

[Ψh]uHh ≡

([
∂Fh
∂uh

]
uHh

)T

. (1.10)

Additionally, the fine grid adjoint, Ψh, is often replaced by its cheaper coarse equiv-

alent, ΨH , through a prolongation process, as studies have shown negligible impact

on accuracy. Now, the final approximation of the fine mesh functional is compactly

written as

F̃h(uH) ≈ Fh(IHh uH)− (LHh ΨH)TRh(I
H
h uH), (1.11)

where LHh is an interpolation operator that transfers the coarse solution onto the fine

grid. The term (LHh ΨH)TRh(I
H
h uH) represents the error of the approximation and is

directly computable. Although most adjoint-error implementations begin with this

formulation, there are a number of different approaches that have demonstrated rea-

sonable success. For example, Nemec et al. [91] have selected an error estimator that

increases the accuracy of the functional directly, Eh(uH) ≈ (ΨH
h )TRh(u

H
h ). However

others, like Venditti and Darmofal [92], have attempted to minimize the error associ-

ated with the functional error estimate, which requires an additional term. In either

case, after Eh(uH) is computed, the cell is marked for refinement if its value exceeds
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the prescribed error threshold.

While powerful, adjoint methods are quite impractical for time-accurate simu-

lations. Since the adjoint variables must be solved for backwards in time, the full

solution must be computed and stored for the entire primal (flow) problem. Initial at-

tempts toward practical quasi-unsteady implementations have considered fixed-wing

cases with separated flow. Campobasso and Giles [93] avoided storing the complete

primal solution by using a fixed-point iteration for small-scale flow instabilities. Al-

though their results were promising, Krakos and Darmofal [94] compared stationary-

point and fully-unsteady adjoint approaches and demonstrated that the stationary

approximation was unstable, even with the light unsteadiness.

Note that this problem is further compounded by the highly iterative grid adaption

process for unsteady flows. Solving for both the flow and adjoint is quite expensive

considering that the time required to compute each is roughly equivalent. Moreover,

the newly constructed mesh will cause sizable variations throughout the flow-field,

leading to numerous re-solves of both the adjoint problem and flow solution. The

excessive computational and storage requirements suggest that the unsteady adjoint

will be not be a practical option for rotorcraft CFD for some time to come.

Error via Richardson Extrapolation

Created by Richardson [95,96], this method was initially developed to improve the ac-

curacy of discrete solutions, but it can also be used to compute local solution error.

Furthermore, while it can compute the error associated with a global quantity, its for-

mulation is particularly well suited for characterizing local phenomenon. Although

additional analysis is saved for Chapter 4, its relatively efficient and accurate error

estimation process makes it particularly suitable for rotorcraft simulations.

1.5 Thesis Scope

Currently, no fixed nor rotary-wing production code fully supports automated and

dynamic refinement for time-dependent flows. Although Helios is attempting to
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overcome this barrier, its potential for success relies heavily upon an effective imple-

mentation. Specifically, it should require minimal user-expertise, yield solutions that

meet required levels of fidelity, and remain computationally inexpensive. This will

allow rotorcraft design engineers to generate accurate results with relatively limited

problem-specific knowledge in a reasonable amount of time.

This thesis uses a two-stage approach to effectively control the dynamic mesh re-

finement process, where the two fundamental questions of where to apply refinement,

and how much to add, are addressed by a coupled strategy. First, to identify regions

for refinement, four locally normalized feature-detection techniques are developed and

shown to work for several theoretical and practical test cases. The methods are based

on a comparison of the rotation and strain tensors, eigenvalues that represent pres-

sure minima, eigenvalues of the velocity gradient tensor, or eigenvalues associated

with the correlation between the rotation and strain tensors. To achieve automation,

a local normalization is proposed for the four schemes. Since rotor wakes generally

contain key features that comprise a range of convective strengths, disparate scales

should be easily identified by the feature-detection process. Traditional approaches,

like vorticity magnitude, are unsuitable in this respect, as they rely upon dimensional

formulations. Not only must they be tuned to the particular flow-field, they remain

insensitive to the weaker vortical motion.

Second, to terminate refinement, a Richardson error estimator will be used. While

the feature detection process can easily identify which cells require refinement in a

highly robust manner, it cannot be used to control resolution. A termination crite-

rion is absolutely essential, especially for large rotorcraft simulations where excessive

refinement can easily exceed the memory and CPU constraints of the particular hard-

ware. Fortunately, Helios’s overset AMR strategy is quite apropos for a Richardson-

based approach. Note that although prior research [82,97] has shown that Richardson

estimators are overly sensitive to the entire wake region, by only permitting the er-

ror estimator to stop refinement in regions provisioned by the feature-detection, this

problem is avoided.

Discussion begins with the computational infrastructure provided by Helios in

Chapter 2. After this, Chapter 3 presents the general feature detection methods and
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evaluates them using static solutions for a series of canonical vortex flows. Chapter 4

formulates the Richardson-based error estimator, performs spatial accuracy conver-

gent studies, and validates the approach as well. The coupled feature-detection/error-

estimation strategy is laid out in Chapter 5. Bear in mind that this approach is not

Helios-specific, but it can be easily implemented in other codes utilizing a struc-

tured AMR framework. Following this, Chapter 6 offers the main results wherein the

methods are integrated within the Helios code. In the first half of this chapter, a

feature-only approach drives refinement for steady and unsteady flow cases, where a

prescribed (maximum) refinement level is applied to all found features. Thereafter,

the coupled approach controls the AMR process for many of the same cases. Lastly,

Chapter 7 highlights the major contributions of this work, and outlines additional

areas for future research.



Chapter 2

Computational Approach

As mentioned in the previous chapter, due to the tightly coupled, multi-disciplinary

nature of rotorcraft simulations, complex multi-physics codes are needed for solu-

tions of reasonable fidelity. These codes, which often require a team of developers,

incorporate the fluid and structural solvers into a cohesive, manageable system. For

the present work, the Helios code is utilized and its overarching framework is now

discussed. The individual modules are briefly examined, where specific attention is

given to the unique CFD solution paradigm and the Python interface that manages

the CFD-CSD solution procedure. Additionally, because this thesis is primarily fo-

cused on controlling the off-body refinement, the off-body CFD solver and AMR code

are explained in greater detail.

2.1 The Helios Framework

Helios derives its name from Helicopter Overset S imulations and represents a new

software platform designed to advance the state of scientific computing for rotorcraft.

It aims to deliver software capable of high fidelity solutions without requiring case-

/user-expertise, and attempts to revolutionize the design-and-test paradigm that has

become a mainstay of the rotorcraft industry. The two most unique components

of Helios are the dual-mesh system, which computes the CFD solution, and the

Software Integration Framework (SIF), which stitches the separate codes together.

27
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Along with these, other critical Helios components are discussed below.

2.1.1 Dual-Mesh System

The backbone of Helios’s CFD infrastructure is the so-called dual-mesh paradigm [8,9],

which employs unstructured meshes in the near-body domain and structured Carte-

sian meshes in the off-body domain (Fig. 2.1). The rationale of this mixed near-

Monday, March 8, 2010

Figure 2.1: The Helios dual-mesh paradigm, which uses an unstructured near-body
grid and block-structured Cartesian grids in the off-body, applied to a rotorcraft’s
fuselage.

and off-body meshing strategy is to use unstructured grids near the surface to re-

solve complex geometry and boundary layer effects, and to use structured Cartesian

off-body grids to provide adequate resolution of the vortices in the far-field wake by

applying time-dependent AMR (Fig. 2.2). The present work is largely motivated by

the need to automate the off-body refinement process used in Helios by specifically

targeting vortical features.

A similar paradigm is implemented in OVERFLOW and has achieved notable suc-

cess [98,99]. However OVERFLOW’s near-body grid system is composed of structured
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Figure 2.2: Vorticity shedding (shown as an isosurface of constant vorticity magni-
tude) over a sphere at Re = 800 demonstrates the off-body dynamic mesh refinement
capabilities of Helios. Here, a prescribed maximum level of refinement is applied to
regions with vorticity magnitude greater than a prescribed threshold.

curvilinear grids, whereas Helios’s unstructured near-body grids lend additional free-

dom to the mesh generation process, so that the complex surfaces and sharp corners,

which are common to rotorcraft vehicles, are easily handled. The two mesh systems

are tied together using an overset domain connectivity algorithm that automatically

cuts holes and adds fringe regions, allowing for relative grid motion (PUNDIT). This

enables the use of a rotating grid system inside a stationary off-body domain.

2.1.2 Software Integration Framework

CFD is just a single part of Helios, as several other modules are also needed for a

complete rotorcraft simulation. The modules are stitched together through a Python-

based infrastructure known as the Software I ntegration F ramework (SIF), which

couples the aerodynamics, domain connectivity, structural dynamics, vehicle fluid dy-

namics, fluid-structure interactions, and mesh deformation routines together [8]. Since
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the individual codes are written in FORTRAN, C, or C++, the modular Python environ-

ment integrates them into a single code. Each module is “wrapped” as a Python

object, so that it is available during runtime to execute its intended duty. This allows

for certain modules, which were originally designed to operate as standalone, single-

discipline codes, to be easily integrated into Helios. Data exchanges are done without

memory copies or file I/O, ensuring that the added Python expense is insignificant.

In addition, developers will find the Helios infrastructure rather simple, as SIF is

comprised of a few computer-interpreted scripts that call the modules in a sequential

manner, e.g., compute off-body CFD, compute near-body CFD, perform AMR, com-

pute CSD. Since the Python interface only executes high-level calls to manage data

and not to compute numerics, the associated SIF overhead is minimal. Furthermore,

due to the small number of scripts, SIF remains lightweight and adaptable for dif-

ferent applications. This has led to an infrastructure that is easily parallelizable and

has shown ideal performance on large multi-processor machines [100]. A full schematic

of the Helios framework is presented in Figure 2.3.

Off-Body CFD 
(OBE)

Near-Body CFD 
(NBE)

Comprehensive 
Analysis (CA)

Mesh Deformation 
Module (MDM)

Domain Connectivity 
Framework (DCF)

Fluid-Structure 
Interface (FSI)

Software Integration 
Framework (SIF)

H E L I O S

Python-based Top-level Control

(Load balancing between processors)

P1P0 P2 Pn

Distributed Memory Parallel System
MPI for Communication Between Processors

Monday, March 8, 2010

Figure 2.3: Major components of the Helios software framework, and the overarching
Python-based execution.
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2.1.3 Key Components

Near-Body CFD

NSU3D is the fully unstructured code that solves the Unsteady Reynolds-Averaged

Navier-Stokes (URANS) equations. Based on the Airplane Code by Jameson [101],

Dimitri Mavriplis of Wyoming University designed it to specifically handle high-

Reynolds aerodynamics. It uses a second-order node-centered approach for the spatial

discretization, which requires the fluxes to be computed along edge midpoints. The

unstructured mesh format utilizes a grid that is composed of mixed elements. Grid

generation tools, included with NSU3D, regularly place stretched prisms close to the

body, ideal for capturing viscous boundary layer effects, and tetrahedral elements

further away for faster convergence. Viscous effects are simulated with the Spalart-

Allmaras turbulence model [102]. Additionally, NSU3D supports “i-blanking”, which

ensures that solution points located in the overlapping grid regions are not computed.

Often referred to as the “fringe”, these points, which are found by interpolation, help

set the boundary conditions, thereby ensuring conservation between the neighboring

grid blocks.

For steady-state problems, many techniques are included to improve convergence.

Various block and line preconditioners reduce matrix-solution stiffness and overall

computational cost. For unsteady problems, the second-order implicit backwards-

differentiation-formula [103] (BDF) is employed, as it is well-suited for stiff systems.

Additionally, a line-implicit multigrid scheme is used to accelerate the time-integration.

Extensive validation has been performed on a stand-alone version of NSU3D for steady [104,105]

and unsteady [106] problems, and exceptional parallel performance for both has been

reported [107].

Off-Body CFD

Harnessing the advantages of spatial and polynomial refinement, the off-body solution

is handled by a single code, SAMARC, which combines a mesh refinement tool (SAMRAI),

along with an inviscid Euler solver capable of high-order discretizations (ARC3DC).
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The S tructured Adaptive M esh Refinement Application I nfrastructure (SAMRAI) li-

brary [108–110], developed by the Lawrence Livermore National Laboratory, manages

the automatic generation of meshes around flow features and geometries. It handles

the mesh partitioning, domain decomposition, and the M essage-Passing I nterface

(MPI) Standard for parallel communication on computer systems. The Cartesian ver-

sion of the Ames Research Code 3D (ARC3DC), developed by Pulliam [111,112], computes

the fluid dynamic solution for each Cartesian grid block. Additional information re-

garding both of these codes is saved for Section 2.2, where the full off-body solution

process is discussed.

Domain Connectivity

For all practical test cases considered herein, the dual mesh system requires connec-

tivity between the near- and off-body grids. This is handled by the Parallel U nsteady

Domain I nformation T ransfer (PUNDIT) module, which was developed by Sitaraman

et al. [113]. It performs two main tasks: (1) Overset-based grid hole-cutting to i-blank

(turn off) the inter-grid boundary points in the mesh that are not physical solution

points, and (2) interpolating and exchanging data between the solvers. To handle the

first task, PUNDIT searches for donor nodes and identifies fringe regions in a parallel

manner located between the near- and off-body domains. This process occurs at the

end of each time-step to accommodate the deformation of the flexible rotor blades.

For the second task, PUNDIT uses second-order interpolation and exchanges data in

parallel using MPI.

Comprehensive Analysis

The Rotorcraft C omprehensive Analysis System (RCAS [7]) was developed by the

US Army Aeroflightdynamics Directorate along with Advanced Rotorcraft Inc. While

it is a stand-alone comprehensive analysis software package, with a lifting line method

and/or 2D airfoil table lookups for aerodynamics prediction and 1D bream elements

for structural dynamics solutions and flight dynamics to determine the trimmed rotor-

craft control settings, it is used by Helios to provide the CSD solution. Employing
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heavily deformable finite-elements capable of modeling composite structures, RCAS

computes the CSD solution of the rotor and performs the necessary trim coupling.

The process of “trimming” extends beyond the scope of this work, but essentially

refers to obtaining a periodic dynamic solution that satisfies a given flight condition.

For more information, the author recommends the excellent treatment by Peters

et al. [114]

Fluid-Structure Interactions

A fully accurate solution is only possible if the aerodynamic loading calculated by the

CFD is properly transferred onto the rotor blades. Originally developed by Choi and

Datta [115], the Rotor Fluid-Structure Interface (RSFI) takes three-dimensional surface

patch forces computed by NSU3D and converts them to one-dimensional sectional beam

loads, which RCAS requires. Energy is conserved and airloads are preserved between

the structural and fluid elements.

Mesh Deformation

This small yet crucial module handles the motion and deformation of the (unstruc-

tured) mesh. Aeroelastically coupled rotorcraft simulations require that the rigid

body and flapping blade motions are properly handled. Therefore, this module adds

the twisting and bending computed by RCAS onto an unloaded rotor blade. Once the

mesh is deformed, the near-body flow solver is allowed to continue.

2.2 Off-Body CFD Solver (SAMARC)

Discussion regarding SAMARC’s adaptive grid capabilities and its higher-order inviscid

solver is given below.

2.2.1 SAMRAI Meshing Strategy

As developed by Berger and Oliger [78] and Berger and Colella [79], the off-body do-

main is comprised of a multi-level Cartesian grid system and is stored as a union of
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rectangular blocks, where levels are constructed from coarsest to finest. Finer levels

are generated from tagged cells that are organized in a manner to form rectangular

regions. An agglomeration operation groups regions of the same level together to

create block-based refinement, as illustrated by Figure 2.4. Finer grid level spacing is

Figure 2.4: A schematic of the block-structured AMR paradigm, which contains a
hierarchy of nested refinement levels, as used by Helios.

half of its coarser parent (although other refinement factors are permitted) and the

mesh spacing is uniform for a given level. Note that the new levels are assembled

from rectangular grid regions that may or may not be adjacent. At each time step,

the solution is computed on the finest level and once complete, the next coarsest level

is processed.

The SAMRAI library is efficient, fully automatic, and robust. As compared to typi-

cal unstructured AMR implementations, this overset-based approach avoids reestab-

lishing mesh connectivity when refinement is added or removed. Additionally, an

insignificant amount of data must be transferred between processors. While the nec-

essary donor searches can be quite computationally expensive for unstructured grids,

it is relatively cheap for Cartesian-based strategies because the grid points lie in

well-defined local blocks.

In addition to an efficient execution, the grid-specific data housed within SAMRAI

requires an insignificant amount of memory. Wissink et al. [116] showed that for each

computational block, only seven integers (INTs) are needed to store its upper and

lower indices (6 INTs) and its grid resolution level (1 INT). Although the number
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of blocks required for a typical rotorcraft simulations might range from O(102) to

O(104), unstructured meshes, which must store the location of each grid point, can

range between O(106) and O(108) for a similar mesh. Therefore, even without con-

sidering the connectivity-based storage, approximately ten thousand times as much

grid-specific information is needed for a comparable unstructured mesh. Further-

more, Wissink demonstrated that structured-grid solver runtimes were about ten

times faster than typical unstructured solvers. Additionally, since SAMRAI employs

optimized MPI routines for communication, it exhibits near-linear scaling for unsteady

problems—even when refinement is applied at every other time-step on 1, 000+ pro-

cessor machines [117,118].

2.2.2 ARC3DC Solution Process

ARC3DC has been specifically designed to capitalize on the lightweight, Cartesian-

based, grid system. It is based on the well known ARC3D, but includes higher-order

spatial discretizations optimized for Cartesian grids. It was first written in 1978, after

the success of ARC2D by J. L. Steger, and was able to solve the Euler or Navier-Stokes

equations in curvilinear coordinates. Although initially developed to handle both

viscous and inviscid flows, ARC3DC solves the Euler equations in the off-body domain,

i.e.,

∂u

∂t
+
∂f

∂x
+
∂g

∂y
+
∂h

∂z
= 0, (2.1)

where the state and flux vectors are

u =



ρ

ρu

ρv

ρw

ρE


, f =



ρu

ρu2 + p

ρuv

ρuw

ρuH


, g =



ρv

ρuv

ρv2 + p

ρvw

ρvH


, h =



ρw

ρuw

ρvw

ρw2 + p

ρwH


,

where ρ is density, p is pressure, E is the total energy, H is the stagnation enthalpy,

and u, v, and w represent the x-, y-, and z-velocities. Solving the Euler equations is
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acceptable for rotorcraft flow in the off-body domain, where the average cell-Reynolds

numbers are large and viscous effects are small. Although a full viscous treatment

would be preferred, current inviscid approaches regularly exhibit levels of dissipation

that are higher than experimental data. Simply put, the stabilizing numerical dissipa-

tion present in the schemes exceeds the physical dissipation of the actual flow. Only

after accurate Euler-based implementations are developed, which can offer adequately

low dissipation, will an off-body Navier-Stokes solver be practical.

Like NSU3D, ARC3DC supports i-blanking and only computes the solution where

necessary. In addition, it supports a number of far-field boundary conditions, includ-

ing: free-stream Dirichlet, specific inflow/outflow, and Riemann invariants. While

feature-rich, its greatest strength is the higher-order accurate temporal and spatial

discretizations. Second-, third-, fourth-, and fifth-order accurate spatial differencing

schemes are available, and the fifth-order formulation is applied for all test cases

considered herein. It computes the time derivatives using third-order Runge-Kutta.

ARC3DC contains an explicit solution process to solve the Euler equations. While

implicit schemes generally have larger CFL stability bounds, which may improve

convergence rates for steady problems, they are usually not applicable for unsteady

problems. Often, these flows require small time-steps to properly recover the temporal

and convective scales inherent to the problem. This limits the appropriate time-step

size and therefore restricts the maximum CFL number. Equally important, explicit

solvers use local stencils, which makes them scale incredibly well for massive parallel

computations. Additional discussion regarding the numerics follows.

Central differencing is used by ARC3DC to compute the spatial fluxes on the cell

edges to update the nodal-based solution. For simplicity, a one-dimensional, semi-

discrete form of the Euler equations (Eqn. 2.1) can be written as

∂u

∂t
+

fj+ 1
2
− fj− 1

2

4x
= 0, (2.2)

where 4x represents the spacing in the x-dimension and the j± 1
2

locations represent

the fluxes at the half-cell or cell boundary (depending if a finite-difference or finite-

volume scheme is used). For a second-order central difference scheme, the flux at the
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interface boundaries is a simple average between the left and right states,

f2C
j+ 1

2
=

1

2
(fj+1 + fj) . (2.3)

The fourth-order, central-difference scheme,

f4C
j+ 1

2
=

1

12
(−fj+2 + 7fj+1 + 7fj +−fj−1) , (2.4)

includes a wider stencil, as two additional points are needed to double the order of

accuracy. For the sixth-order accurate scheme, two more points are required:

f6C
j+ 1

2
=

1

60
(fj+3 − 8fj+2 + 37fj+1 + 37fj − 8fj−1 + fj−2) . (2.5)

If higher-order accuracy is required, but such wide stencils cannot be accommodated

along the boundary, ARC3DC supports the use of compact schemes. These schemes

utilize the local solution and its gradient to form the necessary Taylor expansion

terms. However, the compact schemes force an implicit solution process, unlike the

non-compact schemes, which can be implemented in a fully explicit fashion. Note

that the compact forms are unnecessary in Helios because SAMRAI supplies a fringe

region large enough to accommodate the wide stencils.

Some of the earliest schemes to model basic wave propagation were developed by

Steger and Warming [119] and van Leer [120]. Note that even for simple 1D motion,

multiple convective and pressure waves exist and can travel in opposite directions.

Because no single upwind operator can be applied to forward and backward traveling

waves, their idea was based on the principle that to remain stable, one may “forward

difference” a backward traveling and “backward difference” a forward traveling wave.

This became known as flux-vector splitting as they “split” the fluxes according to

the associated eigenvalues before differencing them. For the Euler equations, the

associated flux (f) is homogeneous if the Jacobian (A = ∂f
∂u

) is nonsingular. When

this occurs, the flux may be split as

f = Au = (A+ + A−)u = A+u + A−u = f+ + f−. (2.6)
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Note that the + and − superscripts refer to the possible forward and backward waves

of the Euler equations, i.e., u, u + c, u − c. The Jacobian can be factored using an

eigendecomposition of ∂f+

∂u
= A+ = XΛ+X−1, where X represents the eigenvector

matrix, whose columns are made from the eigenvectors of A. Λ+ and Λ− are diagonal

matrices constructed from the positive and negative eigenvalues of A, respectively

(A± = λi±|λi|
2

). Once split, the forward and backward traveling waves can be properly

differenced. Although useful, the flux-vector splitting approach can be problematic

in certain regions of the flow-field. Since the added dissipation is of the form ∂2

∂x2
Au,

it will be applied to the product of A and u, rather than just u itself. Therefore

when ∂u
∂x

= 0 (no flux), the added dissipation may be non-zero. Note that in most

regions of the flow this is not problematic because A represents a form of the linearized

Jacobian, which suggests that the products of A+ and u (or A− and u) are smooth

and continuous. However, at sonic and stagnation points, the eigenvalues become

zero-valued, which can lead to undesirable consequences.

To avoid the problems associated with flux-vector splitting, ARC3DC applies flux-

difference splitting [121,122]. Instead of splitting the flux-vector, the flux differences,

e.g., (fj+1 − fj)
+, (fj+1 − fj)

−, are used to separate the traveling waves. Unlike the
∂2

∂x2
Au dissipation term found in the flux-vector approach, flux-difference splitting em-

ploys a form of ∂
∂x
A ∂
∂x

u. In addition, rather than a typical upwinding form1, ARC3DC

utilizes a central-plus-artificial-dissipation that was first proposed by Jameson [123].

Pure central differencing, if applied to the Euler equations, will result in an un-

stable scheme because any numerical error created during the solution process can

easily grow because no numerical diffusion is present [124]. As such, a small amount

of artificial dissipation is required for a central-based Euler scheme. Determination

of the proper amount is certainly nontrivial, as decades of research have attempted

to craft schemes that are stable, but not excessively dissipative. This problem is

exacerbated for rotorcraft CFD because the added dissipation will smear out the ex-

act vortical gradients that are of particular interest. Therefore, ARC3D implements a

1The reader should note that any upwind scheme may be rewritten as central difference with
dissipation.
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scalar-based formulation that uses the Jameson-Schmidt-Turkel [125] scheme. Its dis-

sipation is determined by the eigenvalues of the Jacobian, Aj+ 1
2
, which satisfy the

flux-state transformation of

4fj+ 1
2

= Aj+ 1
2
4uj+ 1

2
.

Specifically, the product of the largest eigenvalue at the interface boundary, σ(Aj+ 1
2
),

and a constant, ε, sets the scheme’s dissipation. Although additional coefficients may

be employed to achieve a higher-order accurate formulation, in its simplest form, it

can be written as

dj+ 1
2

=
ε

2

∣∣∣σ (Aj+ 1
2

)∣∣∣4uj+ 1
2
. (2.7)

In this form, artificial dissipation can now be readily added to the previous central dif-

ference schemes of varying order (Eqns. 2.3—2.5). The full (central plus dissipation)

schemes that reside within ARC3DC are the following:

Second-order central, first-order dissipation (first-order accurate):

fj+ 1
2

= f2C
j+ 1

2
− ε

2

∣∣∣σ (Aj+ 1
2

)∣∣∣ (uj+1 − uj) (2.8)

Fourth-order central, third-order dissipation (third-order accurate):

fj+ 1
2

= f4C
j+ 1

2
− ε

12

∣∣∣σ (Aj+ 1
2

)∣∣∣ (−uj+2 + 3uj+1 − 3uj + uj−1) (2.9)

Sixth-order central, fifth-order dissipation (fifth-order accurate):

fj+ 1
2

= f6C
j+ 1

2
− ε

60

∣∣∣σ (Aj+ 1
2

)∣∣∣ (uj+3 − 5uj+2 + 10uj+1 − 10uj + 5uj−1 − uj−2) (2.10)

For unsteady flows, high spatial accuracy is essential, but is of little value without

also considering temporal accuracy. For this purpose, Runge-Kutta time-integration

methods [126–128] are particularly suitable as they exhibit high accuracy and efficiency,
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and have encountered widespread success [129–131]. Thus, ARC3DC uses the third-order

explicit Runge-Kutta method (RK3). Although additional details regarding the time-

integration procedure are left until Chapter 5, this RK scheme can be easily described

by a representative scalar ODE, du/dt = f(u, t), where the time-rate change of u is

dependent upon both space and time. Assuming a time-step of 4t, the explicit

solution process is

u∗ = uN +
4t
4
f [uN , N4t],

u∗∗ = uN +
84t
15

f [uN , N4t],

u∗∗∗ = u∗ +
54t
12

f

[
u∗∗,

(
N +

8

15

)
4t
]
,

uN+1 = u∗ +
34t

4
f

[
u∗∗∗,

(
N +

2

3

)
4t
]
.

Furthermore, large rotorcraft simulations will also benefit from the minor storage cost,

as RK3 requires only one temporary solution vector during a solution update. Note

that there are a number of alternatives to RK3, including RK4 [132,133], which involves

an additional stage to make the scheme fourth-order temporally accurate. Also popu-

lar are strongly stability preserving (SSP) schemes, as pioneered by Shu [134,135], which

still use a forward Euler approach, but are better suited for flows with discontinuities.



Chapter 3

Feature Detection

3.1 The Infeasibility of Core Extraction

In comparison to other flow features like shocks or stagnation points, a vortex is

rather unique. Besides being associated with regions of low pressure, low density,

and high vorticity, it can also be characterized by its structurally distinctive core re-

gion. This understanding has lead to a number of core identification techniques that

were originally developed for visualization purposes. Hence, it can be imagined that

if these schemes are effectively able to identify the vortical systems present in rotor

wakes, then they would provide an excellent means of locating regions for refinement.

Such a process would not require the use of a problem-dependent threshold, typically

employed by scalar-based methods, which would conceivably improve the overall au-

tomation. To investigate the possible utility of core-extraction methods to direct

rotorcraft AMR, several prominent methods from the literature are shared below.

The method developed by Levy et al. [136] uses the concept of helicity to detect

vortical cores. Helicity is a point-wise function and is the dot product of velocity and

41
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vorticity. Levy’s method utilizes a particular form of helicity, which is normalized by

the product of the vorticity and velocity magnitudes, parametrizing it on [−1, 1]. It

assumes that the convective particle motion is orthogonal to the plane of vorticity in

a core. Therefore, points with values near +1 or −1 are identified as residing within

a vortex. While it works reasonably well for identifying straight vortex cores, its

underlying assumption creates problems for detecting curved vortical paths because

of the misalignment that can occur between the vorticity and velocity vectors [137].

Another method, based on a predictor-corrector approach, was pioneered by Banks

and Singer [138,139] to be more sensitive to rotational core motion and attempted to

extract cores as contiguous line-type features. While connected vortex cores are de-

sirable for visualization, they are critical for controlling mesh refinement so that no

finer resolution gaps occur. To accomplish this, the predictor step marches along the

vorticity vector and the corrector step adjusts to the local minimum pressure. The

walk begins at an initial “seed” point that marks the origin of the vortex core. Since

all cores must start at a seed, a pre-process step selects a large group of candidate

points—often in regions characterized by high vorticity and low pressure. After re-

moving unfit candidates from the initial pool in an ad hoc manner, pathlines are

drawn until the algorithm terminates. Additional post-processing steps are required

to fix problems of core intersections, core overlaps, and other issues that may arise

during the process. Although more advanced predictor-corrector schemes [140] have

demonstrated adequate performance for turbomachinery flow visualization, exten-

sions to rotorcraft AMR remain impractical for two reasons. First, these methods

require significant tuning to extract the particular features of interest. Second, not

only are they computationally expensive, but the underlying serial operations prevent
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any attempt toward a highly scalable implementation.

Another notable core detection scheme, developed by Sujudi and Haimes [141], is

based upon critical point theory. A critical point is one that contains zero-velocity

and an indeterminate streamline slope [16]. These points often define stagnation, de-

tachment, or re-attachment regions and regularly occur within a vortex core. To

target vortex cores specifically, Sujudi and Haimes required that the point experience

a “reduced velocity” of zero. This velocity-like term is computed by subtracting the

velocity in the direction of an eigenvalue that is normal to the plane of vorticity,

from the local velocity. If zero-valued, a vortex is reported. Although their method

automated and localized the feature detection process as compared to the predictor-

corrector schemes, other problems were encountered [142]. Specifically, the lack of

contiguous lines and the identification of non-vortical features make it ill-equipped to

adequately drive the AMR process.

The final core extraction method of note is by Strawn et al. [143], and was primarily

developed for identifying vortex cores in rotor wakes. Similar to Sujudi’s method, it

employs a local-based approach so that it is ideal for parallel simulations. However,

rather than using critical points, it defines a vortex core as a local maximum of

vorticity. This difference is especially critical for rotor wakes, where neighboring

and overlapping vortex cores are commonplace. For a pair of closely co-rotating

vortices, critical point-based methods often incorrectly identify a non-physical vortex

in the center, thereby overlooking the two separate vortices, but by searching for

vorticity maxima, Strawn’s method can recover both cores. Unfortunately, Figure 3.1

highlights the trouble with this method, as it produces undesirable non-contiguous

core lines for a simple rotor test case.
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Figure 3.1: A two-bladed rotor simulation in forward flight. The wake convects down-
stream, but at a slow enough rate that it remains entrained near the spinning blades.
The dots, which represent points of maximum vorticity, highlight the difficulty that
would be associated with reconstructing continuous paths from the discrete points.
Photo courtesy of Robert Haimes of M.I.T. [144]

Given the available core extraction techniques, they are and will remain better

suited for visualization purposes in the near future. In general, these schemes fall

into one of two categories: parallelizable local schemes that identify parts of the core

region, or slower global schemes that extract non-segmented regions. Either case

is undesirable, especially when considering that scalar-based approaches discussed

below commonly use local searches to detect connected regions.

3.2 Methods

Since the off-body flow-field is generally smooth, scalar functions are ideal candidates

to identify connected regions for refinement. However, while established methods,
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such as vorticity magnitude, may work well for visualization, their heavy dependence

upon user-defined thresholds creates a severe hinderance toward the goal of automa-

tion. Depending on the particular problem, optimal values may be hard to identify

and may substantially vary for different flight and operating conditions. Therefore,

the developed feature detection methods have been designed to identify the core re-

gion in a scale-independent fashion, so that a single threshold value works for all

cases.

Four new detection methods have been created and are based on (1) the Q-

criterion [17], (2) the λ2 criterion [14], (3) the eigenvalues of the velocity gradient tensor

∇u [16], and (4) the correlation between the symmetric and antisymmetric parts of

∇u [18]. Each is presented in a non-dimensional context by imposing the same nor-

malization. In the following section, some theoretical background is offered before

the threshold function, fthreshold, is developed. It estimates swirling strength in each

cell, which is marked for refinement if the resulting value is greater than a prescribed

threshold (tval).

Since all of the following feature detection methods use some form of the velocity

gradient tensor (∇u), its formulation and its historical significance to categorizing

vortical motion is briefly discussed. Chong et al. [16] explained that for smooth three-

dimensional flows, a local linearization can be applied which that position to velocity:


u

v

w

 =


∂u
∂x

∂u
∂y

∂u
∂z

∂v
∂x

∂v
∂y

∂v
∂z

∂w
∂x

∂w
∂y

∂w
∂z




x

y

z

 . (3.1)
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For steady flows, ∇u represents particle streamlines and for unsteady flows, it corre-

sponds to particle pathlines. Additionally, ∇u is often split into its symmetric (S)

and antisymmetric parts (Ω):

∇u = S + Ω, S =
∇u + (∇u)T

2
, Ω =

∇u− (∇u)T

2
. (3.2)

The symmetric part is often referred to as the strain-rate tensor and the antisymmetric

part, which is a measure of circulation strength, is usually referred to as the rotational

tensor.

It should be noted that Chong’s linearization of the flow-field overlooks degenerate

cases, e.g., kinematic structural instabilities, bifurcation processes, and the onset of

chaos. Although the last two are extremely rare, the first can potentially occur in rotor

aerodynamics [145]. However, small-scale structural instabilities are of little concern

because the wake is largely governed by macro-scale dynamics. Moreover, such small

length-scales cannot be recovered by an Euler solution.

3.2.1 Non-Dimensional Q

The S and Ω tensors can be used to define the non-dimensional Q method. Addi-

tionally, the Frobenius norm, which for a real matrix is ‖M‖2 = [trace(MMT )]
1
2 , is

used to estimate tensoral strength1. Such a definition elucidates the significance of

‖Ω‖, because
√

2‖Ω‖ = ‖ω‖, where ω represents the vorticity vector. In addition to

Ω, the strain rate tensor (S) can also be computed, which represents the local strain

rate. By using both parameters, a measure of the relative vortical strength can be

1For clarity, throughout this thesis when the norm of a vector or tensor is computed, the Frobenius
norm is applied unless otherwise noted.
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obtained. Hunt [17] was one of the first to grasp the importance of this relationship,

which is often referred to as Q, and can be defined as

Q =
1

2

(
P 2 + ‖Ω‖2 − ‖S‖2

)
, (3.3)

where P = ∇·u and is zero for incompressible flows. Since most vortices are generally

incompressible for practical aerodynamics, Q is often expressed as

Q =
1

2

(
‖Ω‖2 − ‖S‖2

)
. (3.4)

Through additional manipulation, it can also be shown that the incompressible form

can be written as Q = −1
2
trace((∇u)2).

It should be mentioned that Q has additional physical interpretations. It acts as

a source term in the Poisson equation for pressure ∇2p = 2ρQ, which is derived from

the incompressible form of the Navier-Stokes equations (neglecting time-dependent

phenomena, along with body and viscous forces) [14]. It also is the second invariant of

the characteristic equation for the velocity gradient tensor and is used to define the

Modified-4 method (see Section 3.2.3).

Although Q denotes the difference between the rotation and strain rate magni-

tudes, its value is completely dependent upon the characteristic length and velocity

scales contained within the problem. To yield a suitable non-dimensional form, a

factor of 1/‖S‖2 is added to obtain a threshold function:

fthreshold =
1

2

(
‖Ω‖2

‖S‖2
− 1

)
. (3.5)
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Irrotational flow occurs when fthreshold → −1
2
, while solid body rotation happens when

fthreshold → ∞, and all positive values represent regions of swirl, i.e., regions where

the rotational strength is larger than the shear rate strength. Although fthreshold

is unbounded when ‖S‖ → 0, it is acceptable because tagging will routinely occur

when the function exceeds a finite threshold value (tval). A similar non-dimensional

form was explored by Truesdell [146], who formulated the non-dimensional parameter

Nk = ‖Ω‖2/‖S‖2, which regardless of the flow speed, determines the “quality” of

rotation.

3.2.2 Non-Dimensional λ2

A region of low pressure is typically found in a vortex core. Furthermore, in the

case of steady inviscid planar flow, a pressure minimum will occur along the axis of

swirling motion. Such a balance must occur between the pressure and centrifugal

forces to prevent the onset of unsteady motion. This force equilibrium is commonly

referred to as a cyclostrophic balance. However, it can be shown that unsteady strain

rates may also create pressure minima in unsteady irrotational flow. Although this

suggests that solely using pressure to define a vortex may not always be valid, it is

regularly the case in the free-wake region, where surface interactions are less likely.

As such, a pressure-based definition provided by Jeong et al. [14] is also used to locate

vortical motion. Discarding body forces, the Navier-Stokes equations can be written

as

ρ

(
∂ui
∂t

+ uk
∂ui
∂uk

)
= − ∂p

∂xi
+

∂

∂xj

(
µ

[
∂ui
∂xj

+
∂uj
∂xi

]
+ λδij

∂ul
∂xl

)
. (3.6)



CHAPTER 3. FEATURE DETECTION 49

Although the full derivation can be found in Appendix A, by neglecting unsteady

straining, viscosity, and compressible effects, Equation 3.6 can be recast as

SijSjk + ΩijΩjk = −1

ρ

∂2p

∂xi∂xk
, (3.7)

where the S and Ω tensors are the same symmetric and antisymmetric matrices as

previously defined by Equation 3.2. Using this formulation, we may define a vortex

as an eigensolution of S2 + Ω2:

[S2 + Ω2 − λiI]Xi = 0, (3.8)

where I is the identity matrix, and λi and Xi represent the ith eigenvalue and its

corresponding eigenvector. A negative eigenvalue indicates that a pressure minimum

has occurred in a plane defined by its corresponding eigenvector. Since a vortex core

is not defined by a single plane, but rather by the intersection of two, the presence of

two negative eigenvalues will be used to define the core. If the eigenvalues are ordered

such that λ1 ≤ λ2 ≤ λ3, the condition of λ2 < 0 indicates the presence of a vortex

and hence, the origin of the method’s name.

As applied to the Q-criterion, λ2 is non-dimensionalized by ‖S‖2 so that it remains

well scaled for a variety of flow cases:

fthreshold = − λ2
‖S‖2

. (3.9)

The negative sign has been inserted so that a positive threshold (tval > 0) value may

be used to control refinement. Although it is a little less intuitive in this case, λ2 and
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‖S‖2 have similar scalings (and units) because both represent the square of velocity

gradients.

3.2.3 Non-Dimensional Modified-4

Chong et al. [16] investigated how 3D flow-fields may be classified by the eigenvalues

of the velocity gradient tensor. Applying aspects of critical point theory, a local

Taylor series expansion of the flow can be used to describe local flow kinematics. The

eigenvalues of ∇u reveal information about the local flow-field, and the solution to

the corresponding eigenproblem for the 3D case is

λ3 + Pλ2 +Qλ+R = 0, (3.10)

where

P = −trace[∇u], Q =
1

2

(
P 2 − trace[(∇u)2]

)
, R = −det[∇u].

Note this is the same definition of Q as before. The solution to Equation 3.10 will yield

either three real roots (λr1, λr2, λr3) or a single real root and a complex pair (λr, λcr±

λci). The latter case occurs when the cubic discriminant (4D) of Equation 3.10 is

greater than zero, i.e.,

4D = 4RP 3 − P 2Q2 + 4Q3 − 18PQR + 27R2 > 0. (3.11)

More importantly, when 4D > 0, swirling motion exists.

For cases where 4D > 0, Figure 3.2 illustrates how the flow kinematics may be
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(a) λr (b) λcr (c) λci

Figure 3.2: The possible eigenvalues of ∇u, and their physical interpretations.

described by the eigenvalues. The sign and magnitude of λr determine the acceleration

and direction of the particle along a vector that is normal to the plane of vorticity;

the sign and magnitude of λcr indicate whether or not the flow is swirling into or

out of its center; and the magnitude of λci indicates the swirling (vortical) strength.

Since λci is a measure of rotational strength, we expect a high correlation between it

and vorticity. However, to make it practical for our current purpose, this parameter

is non-dimensionalized by ‖S‖, so the threshold function is defined as

fthreshold =
λci
‖S‖

. (3.12)

Note that λci is non-dimensionalized by ‖S‖ for proper dimensionality, and not by

‖S‖2 as was done for the previous cases.

3.2.4 Non-Dimensional S-Ω Correlation

The turbulence community has expended considerable effort on classifying coherent

structures, which are defined as identifiable topologies that have similar observable

characteristics. These structures usually occur in turbulent flows and may be roughly

classified into two groups: those with vortex tube-like structures, and those with

vortex sheet-like structures [147]. While the prior three methods have been designed

to pinpoint tube-like structures, this method attempts to identify features resembling

the latter. Note that these groups often coexist, because a vortex tube is initially
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formed from the rollup of a vortex sheet.

Vortex sheets are normally characterized by strain and rotation rates that are

large in magnitude and highly correlated. Given this information, Horiuti et al. [18]

suggested the eigenvalue problem of

[SΩ− ΩS − λiI]Xi = 0. (3.13)

Note the (SΩ − ΩS) term is also found in the anti-symmetric part of a simplified

form of the Reynolds stress tensor [148,149]. Since this method looks for large positive

eigenvalues contained in a vortex plane, the search is constrained to planes that

are normal to the vorticity vector. Therefore, the eigenvalue associated with the

eigenvector that is maximally aligned with vorticity is ignored, and λ+ (the second

largest remaining eigenvalue) is used to control mesh refinement. This eigenvalue is

also non-dimensionalized by ‖S‖2 (as with the prior methods), but an offset is added

because regions where the vorticity strength is greater than the shear rate strength

are of interest:

fthreshold =
λ+
‖S‖2

− 1. (3.14)

Understand that, for all the above methods, the normalized threshold function

is used to mark the cells for refinement if its value is greater than a pre-specified

threshold value (fthreshold > tval). Recall that each threshold function has a zero

offset so that all positive values represent regions of vortical motion. In the following

section, we consider the performance of the four non-dimensional methods by applying

them to a set of static flow solutions.
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3.3 Validation of Methods

A suite of theoretical and practical test cases is considered to analyze the feature

detection schemes in detail. The theoretical cases include: a single advecting vortex,

two interacting vortices, and a 3D ring vortex. In addition to the theoretical cases, a

practical flow-field, containing the trailing vortices generated by a lifting NACA 0015

wing, is also considered. Each of these cases is used to examine the basic performance

of the different schemes by applying them to static solutions of vortex-dominated

flow-fields. This is accomplished by extracting a snapshot of the exact solution and

then using the methods to select regions for refinement. For the theoretical cases,

where an exact solution is known, the schemes are evaluated and compared through

a number of parametrized studies where Mach number, vortex strength and size,

vortex separation distance, and grid resolution are varied. The behavior of the non-

dimensional methods is then catalogued in terms of the fraction of the vortex tagged

and the computational time required. For the practical case, where the exact solution

is unavailable, the schemes are judged on their ability to identify the computed vortex

core locations, as well as their sensitivity to the light swirling motion. The latter is

particularly important to rotorcraft aerodynamics because the subsequent wakes are

comprised of vortical strengths that may span several orders of magnitude.

In all cases, a key objective is to demonstrate that the non-dimensional methods

provide a fully-automated tagging procedure, which is exceptionally robust. This

will ensure that the identification methods work reliably well without the need to

tune tval on a case-by-case basis. To achieve this, the proposed feature detection

methods must adequately identify the key vortical regions in all cases using a fixed
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threshold value. Along with the non-dimensional methods, the traditional vorticity-

magnitude method is also applied to each case and represents the ideal performance

of a dimensional-based approach. For the vorticity method, the optimal threshold

value is determined a priori for each case.

Simulation runtimes are also compared and tabulated for all methods tested. For

reference, the cases are executed on a single core of an Intel Core 2 Duo processor

operating at 2.4 GHz with 4 GB of RAM. The code is compiled with the Intel Fortran

Compiler 10.1 using Level-2 optimization flags.

3.3.1 Single Line Vortex

For this theoretical test case, a vortex based on the definition by Erlebacher-Hussaini-

Shu [150] (EHS) is implemented, but has been modified to allow for easier adjustment

of the vortex core size. The vortex represents a solution to the Euler equations, but

also includes “physical” dissipation that routinely is encountered in practical aero-

dynamics, where the swirling strength decays exponentially outward. Furthermore,

because this vortex lacks any type of geometric distortion or solution noise, it provides

an excellent first step toward validating the non-dimensional approaches employed.

The isentropic vortex, which can be superimposed upon a background mean-flow,

can be easily represented using polar coordinates. No flow occurs in the radial (r)

and vertical (z) directions, but circulation occurs in the rotational direction. The

velocity and temperature perturbations are given by

u′θ =
Γ

a
re(1−(r/a)

2)/2, T ′ = −Rgas
γ − 1

2γ
Γe1−(r/a)

2

, (3.15)

where Γ is the circulation strength, r is the radial distance from the center of the



CHAPTER 3. FEATURE DETECTION 55

circle, a is the radial size of the vortex core, and Rgas is the ideal gas constant.

Figure 3.3a illustrates the rotational velocity2, as a function of radial distance, for a

vortex with Γ = 1 and a = 1. As expected, a stagnation point occurs at the core,
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Figure 3.3: In-core velocity and density distributions for the Modified-EHS vortex.

and the maximum velocity of unity occurs at r = 1. It comes as no surprise that

the maximum value is fixed by Γ, while the radial parameter adjusts its location.

Variations to Γ provide a smooth linear scaling, and larger values of a widen the

distribution but maintain a constant maximum value.

To illustrate the effects of compressibility3, density is plotted in Figure 3.3b for

Γ = 0.1, 0.5, and 1.0 where a = 1.0, p∞ = 1, and ρ∞ = 1. For all cases, the

minimum density occurs at the core, and the freestream value is reached after about

two core widths. Larger circulation values result in increasingly compressible vortices.

However, for the present test case, the vortex is largely incompressible, as density

variations are kept to 1% or less. This is done to mimic the incompressible (M < 0.3)

2Throughout this thesis, all dimensional quantities, e.g., mass, length, and time, are non-
dimensionalized by a reference density, grid unit length, and/or sound speed.

3A derivation of the Modified-EHS compressible terms can be found in Appendix B.
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vortices that typically occur in rotorcraft wakes.

Although velocity and density variations are necessary for solution initialization,

vortical strength is more pertinent to the current investigation, which can be directly

computed since an analytical expression for velocity exists. For a vector field defined

in polar coordinates,

u = urr̂ + uθθ̂ + uzẑ,

its curl is given by

∇× u =

(
1

r

∂uz
∂θ
− ∂uθ

∂z

)
r̂ +

(
∂ur
∂z
− ∂uz

∂r

)
θ̂ +

1

r

(
∂(ruθ)

∂r
− ∂ur
∂uθ

)
ẑ.

From this vector identity, the vorticity magnitude of the Modified-EHS vortex is

|ω| = |∇ × u| =
∣∣∣∣Γ(2

a
− r2

a3

)
e(1−(r/a)

2)/2

∣∣∣∣ . (3.16)

A plot of vorticity magnitude for the previously studied case (Γ = 1, a = 1) is given

in Figure 3.4. The maximum vorticity magnitude of 2Γe
1
2/a occurs at the origin, and

for this particular vortex is approximately 3.3. Although vorticity magnitude linearly

increases with Γ, it is inversely proportional to the core radius, i.e., if the core size

is reduced by two, the maximum vorticity magnitude doubles. This is expected, as

smaller core sizes lead to steeper velocity gradients. Also, note that the vorticity

distribution appears to be non-smooth near r = 1.4 and in general at a
√

2. In fact,

vorticity is fully differentiable, but this property is masked by the absolute value

operator. This causes the vortex to appear to be double-banded and to have a tail
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Figure 3.4: In-core vorticity magnitude distribution for the Modified-EHS vortex.

region that is about an order of magnitude less than the main core region. The outer

band’s peak occurs at r = 2a and has a magnitude of 2Γe−1.5/a, which is about 13%

of the global maximum.

Since the function is double-valued, for simplicity, the inner band will be used to

define the entire vortical region. Additionally, to assess the performance of the feature-

detection methods, 15% of the maximum vorticity will be used to define the vortex.

Therefore, a method that identifies all regions with vorticity that is at least 15% of the

maximum is considered to have captured 100% of the vortex. This is preferred over

a length-based definition of the inner band, which occurs at4 r ≈ 1.18a. Setting the

vortex boundary as fraction of the maximum vorticity simplifies the analysis because

the area circumscribed by the corresponding radial parameter does not need to be

estimated.

The feature-detection methods are applied to a Modified-EHS vortex, of strength

Γ = 0.1 and size a = 1.0, which results in a maximum Mach number of 0.1 and a

4The exact location that corresponds to the region that is 15% of the maximum vorticity occurs at
r = a

√
2
√

1− lambertw(0.15e1.0), where lambertw refers to the Lambert W function and represents
the inverse function of f(x) = xex.
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maximum vorticity magnitude of 0.33. Figure 3.5 shows this vortex with fine (about

21 points across the vortex), medium (about 11 points) and coarse (about 5 points)

resolutions for a uniformly fine Cartesian mesh. In addition to the vortex contours,

the figure shows the cells that are tagged (red regions) by the Modified-4 method

using tval = 0. A zero threshold is applied to demonstrate that the normalization is

(a) 5 points across vortex (b) 11 points across vortex (c) 21 points across vortex

Figure 3.5: Contour plots of vorticity for single vortex case, clipped below 15% of the
maximum, on different computational meshes with the tagged region found by the
Modified-4 method when tval = 0. The identified cells, shown in red, are superim-
posed on the vorticity contours.

correct and that the area identified by the Modified-4 method, in fact, represents

the true vortex region. As Figure 3.5 demonstrates, the full core region is completely

identified for the coarse grid case, and it is also adequately identified for the medium

and fine grid cases. Similar behavior occurs when the strength and size of the vortex

is varied, which further indicates that the non-dimensional choice is appropriate.

For a quantitative comparison of the different methods, a common threshold value

of zero (tval = 0) is employed and the tagged percentage of the vortex (as compared

to the ideal tagging based on the theoretical vortex size) is listed in Table 3.1. It is

interesting that each method performs identically well for this simple case—capturing

71% to 100% of the total vortex area. From these results, it appears that the capture
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Table 3.1: Percentage of the vortex tagged by the non-dimensional methods for single
vortices with 5, 11, or 21 points across the core.

5 pts 11 pts 21 pts
Non-dim Q 100 72 71
Non-dim λ2 100 72 71
Modified-4 100 72 71

S-Ω Correlation 100 72 71

area may continue to reduce with finer resolution. However, additional computational

tests prove that for over-resolved vortices (points > 100), at least 70% of the core

region is identified. This is a clear demonstration that these methods operate within a

well behaved asymptotic limit, i.e., as 4x→ 0, the vortex core is still captured. Tak-

ing this into account, it can be concluded that all methods, using a constant threshold

value, identify the main core region regardless of vortex resolution, strength, and size.

Identification of the inner core is paramount, as AMR implementations typically pad

the marked cells with a fine-grid buffer region to ensure complete coverage. Providing

this refinement “halo” is a straightforward process, as it is similar to the procedure

used by AMR algorithms to ensure smooth transitions between adjacent grids of

different resolution.

While we see that the methods work well for a constant tval of zero, a threshold

sensitivity is considered now to understand general behavior. Understanding how the

identified core size reduces when larger values are applied is important for practical

test cases wherein small flow disturbances may yield regions with small, but insignifi-

cant vorticity. For such cases, larger threshold values can be used to focus on the larger

coherent structures, so that the risk of “over-tagging” cells is mitigated. Figure 3.6

shows the results of the sensitivity to the threshold value (tval ∈ {0, 1, 2, 3, 4, 5}) for

the different methods. As expected, using larger thresholds result in smaller tagged
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Figure 3.6: A sensitivity study of the non-dimensional methods for the single vor-
tex case with 19 points across the diameter. (Note: the non-dimensional λ2 and Q
methods overlap.)

regions. Importantly however, all methods are able to properly identify the inner core

for thresholds above five. Although not shown, it is astonishing that even when tval

is increased to 100, all of the methods still recover the vortex core.

Of the four methods considered, the Q and λ2 methods are the most insensi-

tive. Using a threshold value of unity, the non-dimensional Q and λ2 methods tag

about 50% of the cells, which corresponds to about 70% of the radial vortex core.

Note that the identical performance of the Q and λ2 methods is not surprising. Ear-

lier, Section 3.2.1 established connection between Q and pressure, and Section 3.2.2

demonstrated that λ2 is a pressure-based quantity. Consequently, for simple incom-

pressible vortices, wherein the pressure field is largely a function of velocity, a strong

correlation between Q and λ2 is expected.

As a final study of the Modified-EHS vortex, average runtimes are tabulated in

Figure 3.7. Since three (4, λ2, S-Ω) of the four methods require eigenvalue solutions to

check for rotational flow, some runtimes are considerably longer than others. Despite

this fact, the execution time for the Modified-4 method is on par with the faster
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performing schemes. This is because the Modified-4 does not require an eigenvalue

solution at every point, but only where the discriminant (4D, Eqn. 3.11) is greater

than zero, i.e., in a region of swirling flow. The “4-check” is significantly cheaper

than an eigenvalue solution—making the Modified-4method five times faster than λ2

and S-Ω methods. Since this runtime disparity will likely widen for typical rotorcraft

problems, wherein the vast majority of the domain does not contain vortical flow, the

4-check is also applied to the λ2 and S-Ω methods. The newly computed runtimes are

denoted with asterisks in Figure 3.7. Note that the use of the4-check precludes the λ2

Figure 3.7: Average feature detection runtimes (per cell) for the single vortex case,
which considers the 5, 9, and 19 point cases. λ∗2 and S-Ω∗ represent execution times
when the 4-check is applied. Vorticity magnitude has been included for comparative
purposes.

and S-Ω methods from tagging cells that do not provide a positive certificate (4D >

0). This would certainly be problematic if the λ2 and S-Ω methods identified regions

where 4D ≤ 0, but such behavior is extremely rare. A Monte Carlo simulation,

which randomly generated 1010 velocity gradient tensors, revealed that such an event

never occurs for the S-Ω method, and happens less than 0.01% of the time for the λ2

method.

Vorticity magnitude has also been included in Figure 3.7 for comparative purposes.
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Although the vorticity and non-dimensional Q are slightly faster than the other meth-

ods, all methods (when applying the 4-check) have runtimes that are on par with

one another. Note that these execution times are quite insignificant compared to the

cost of a single flow solution, as later exemplified by the adaptive solution cases in

Chapter 6.

3.3.2 Two Incompressible Lamb Vortices

A critical aspect of rotorcraft flow-fields is the interaction of multiple vortices in close

proximity to each other, and a common scenario involves two (or more) co-rotating

vortices. Because certain core extraction techniques [141] mistakenly identify the pair’s

centroid as a vortex, it is important to verify that the non-dimensional methods are

correctly able to identify both cores. In addition to the co-rotating vortex system,

counter-rotating vortices will also be considered as they are routinely encountered in

aerodynamics.

For flow-fields containing two incompressible, exponentially decaying, interacting

vortices, experimentalists have determined a non-dimensional parameter, ζ = a/b0,

where a is the radial core size and b0 is the separation distance between vortex cores, is

helpful for categorizing these types of flows [151]. Therefore, in the following parametric

study, co- and counter-rotating pairs, near and far separation distances, and varying

levels of grid resolution are considered.

To model the two interacting vortices, each vortex must represent a potential flow

solution, which forbids the use of the Modified-EHS vortex due to its compressibility

and non-monotonically decreasing vorticity profile. Therefore, the classical 2D Lamb

vortex is used as a substitute because it meets the necessary assumptions and offers
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an exact velocity distribution. Its perturbation velocity and vorticity magnitude are

given by

u′θ = Γ

(
1− exp−r

2/a2

r

)
, |ω| = |∇ × u| = 2Γ

a2
exp

(
−r

2

a2

)
. (3.17)

As in the previous single vortex case, 15% of the maximum vorticity, which occurs at

r ≈ 1.38a, defines the outer extent of the vortex.

For this test, a grid resolution study is performed with coarse and fine solutions

of 5 and 21 points across the core, respectively. To assess the influence of separation

distance, the near and far cases use ζnear = 0.5 and ζfar = 0.25. Depending on the grid

resolution, the relative swirl directions, and the separation distance, the maximum

vorticity varies from 0.059 to 0.089. Figure 3.8 illustrates the close co- and counter-

rotating cases with coarse refinement, where the velocity field is superimposed on

top of the vorticity contours. Note that for the co-rotating case (Fig. 3.8(a)), the

(a) Co-rotating vortex pair (b) Counter-rotating vortex pair

Figure 3.8: Contour plots of vorticity for the theoretical co- and counter-rotating
vortex pairs on a relatively coarse mesh, clipped below 15% of the maximum value.
Velocity vectors illustrate flow direction.

center of swirl occurs between the two cores. Conversely for the counter-rotating case

(Fig. 3.8(b)), two distinct rotational centers appear just outside the vortical centroids.
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Figures 3.9 and 3.10 illustrate the tagged region by the non-dimensional Q method

for parametrized studies using the co-rotating and counter-rotating systems, respec-

tively (results from the three other methods have been omitted because they are

(a) Coarse mesh, ζnear (b) Coarse mesh, ζfar

(c) Fine mesh, ζnear (d) Fine mesh, ζfar

Figure 3.9: Contour plots of vorticity for the theoretical co-rotating vortex case,
clipped below 15% of the maximum value. The tagged cells, which are shown in red
and superimposed upon the vorticity contours, are found by the non-dimensionalized
Q method when tval = 0.

identical). Regardless of the case parameters, all four non-dimensional feature de-

tection methods properly identify the individual vortex cores. The percentage of the

vortex identified in each case is summarized in Table 3.2, where depending on the par-

ticular case, 60% to 100% of the vortex region is tagged. This identical performance

reinforces the fact that the applied normalizations are consistent. In addition, the
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(a) Coarse mesh, ζnear (b) Coarse mesh, ζfar

(c) Fine mesh, ζnear (d) Fine mesh, ζfar

Figure 3.10: Contour plots of vorticity for the theoretical counter-rotating vortex case,
clipped below 15% of the maximum value. The tagged cells, which are shown in red
and superimposed upon the vorticity contours, are found by the non-dimensionalized
Q method when tval = 0.

results also demonstrate adequate performance when grid resolution, separation dis-

tance, and relative directions of rotation are varied. As before, finer grid resolutions

are associated with smaller tagged regions. Lastly, it is witnessed that the effects of

separation distance and flow direction are coupled, as the identified regions tend to

overlap when the vortices are close and co-rotating. Although better performance is

reported for these flow-fields, the cores are clearly identified when the vortices are

counter-rotating further apart.

The runtimes for the different methods and additional parameter sensitivities are

not given because these results are quite similar to the single vortex case. Also,
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Table 3.2: Percentage of the vortex tagged by non-dimensional methods for multiple
vortex case. (Coarse case: 5 points across core, fine case: 21 points across core,
ζnear = 0.50, ζfar = 0.25)

Co-rotating Vortices Counter-rotating Vortices
Coarse Mesh Fine Mesh Coarse Mesh Fine Mesh
ζnear ζfar ζnear ζfar ζnear ζfar ζnear ζfar

Non-dim Q 86 60 74 70 100 80 69 68
Non-dim λ2 86 60 74 70 100 80 69 68
Modified-4 86 60 74 70 100 80 69 68

S-Ω Correlation 86 60 74 70 100 80 69 68

additional tests indicate that similar behavior occurs when core strength and/or size

is dissimilar between the pair.

3.3.3 Three-Dimensional Ring Vortex

The final theoretical test case is an isolated three-dimensional ring vortex. This

3D vortex essentially represents an infinite number of 2D counter-rotating vortices

that are oriented to form a ring torus. Since rotor wakes are largely formed by

curved vortices, it is critical that they be properly identified. This 3D case also

demonstrates the effects of a non-aligned grid-vortex system. The ring vortex exact

solution was originally developed by Wang [152] and Jain [153] as a test case for DARPA’s

Helicopter Quieting Program, and initial velocities are generated from a code supplied

by HyPerComp, Inc.

The ring vortex has a separation distance of ζ = 1/6 (diameter = 6.0, core radius =

1.0), and maximum vorticity and velocity magnitudes of 1.25 and 0.256, respectively.

A vorticity isosurface, which represents 15% of maximum vorticity, and a cutting

plane containing the velocity field are illustrated in Figure 3.11(a). The region of cells

tagged by the non-dimensionalized λ2 method (on an extracted y-z cutting plane) is
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(a) 3D ring vortex (b) tagged region (3D ring vortex)

Figure 3.11: A 3D ring vortex illustrated with an isosurface at 15% of max vorticity
and a y-z cutting plane containing velocity field and computational mesh (left). Plot
of the same y-z plane (with solution and mesh), superimposed with the tagged region
(magenta) by the non-dimensionalized λ2 method (right).

shown in Figure 3.11(b). All non-dimensional methods tag about 70% of the vortex

area (approximately 84% of the radius), using a threshold value of zero. Although

a parametric study is not included because the results are similar to the previous

findings, all non-dimensional methods correctly identify the core region. Likewise,

the execution times are also omitted.

3.3.4 NACA 0015 Flow-Field

Having demonstrated sufficient performance for a variety of theoretical cases, the

non-dimensional methods are now applied to the steady flow around a full-span

NACA 0015 wing. This test case is based on the original experiment of McAlister

and Takahasi [154], where a helpful series of vortex core measurements were taken at

several downstream locations for different angles of attack, freestream velocities, and
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wing tip shapes. For the present case, the square wing sits at a 12◦ angle of attack.

It experiences uniform inflow of 0.1235 Mach with a Reynolds number of 1.5 × 106.

Dirichlet conditions are imposed along the far-field boundary. Furthermore, since

this case requires the Helios dual-mesh infrastructure, the computational approach

as outlined by Chapter 2 is employed. Figure 3.12 illustrates the hybrid unstructured-

Cartesian grid system. The unstructured grid encompasses the wing section, which

(a) Side view (b) Top view

Figure 3.12: The NACA 0015 near-body unstructured/off-body Cartesian overset
grid system, with hL3 off-body refinement.

is subset within the off-body Cartesian grid system that employs four levels of re-

finement. The grid units are non-dimensionalized by the chord length, and the grid

resolution of each level is: hL0 = 0.2, hL1 = 0.1, hL2 = 0.05, and hL3 = 0.025. A

solution, using these grid and flow parameters, is generated and represents the static

solution for this test case.

Note that while an exact solution does not exist, this practical case offers a unique

vortex system for assessing the performance of the various feature detection methods.

As such, a new criterion is developed to estimate tagging efficiency. Because the

schemes are intended to drive refinement, it is desirable for them to counteract the

intense numerical dissipation that the trailing tip vortices immediately encounter

upon entering the coarser grids, as illustrated by Figure 3.13. While the vorticity
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Figure 3.13: A vorticity isosurface drawn at ‖~ω‖ = 0.5 and four cutting planes
illustrating vorticity contours at x = {2, 4.67, 7.33, 10} for the NACA 0015 flow-field.

is relatively high at the trailing edge, it only retains 3% of its initial strength at

three chord lengths downstream. Therefore, an optimal scheme is one that identifies

the vortex core as far back as possible, but avoids tagging the general wake region.

Additionally, to ensure automation, the effort required to select the optimal tval should

be minimal.

Note that determining an appropriate threshold value with traditional methods

can be especially challenging, even for simple fixed-wing problems with well defined

core regions. Figures 3.14 and 3.15 highlight this difficultly by showcasing the tagged

regions for vorticity and Q when we use two different thresholds. Vorticity (Fig. 3.14)

is quite insensitive to the rotational strengths, as varying the threshold by an order

of magnitude dramatically reshapes the tagged area. For a threshold value of 10−1,

the trailing vortex system appears to be nonexistent, but reducing the threshold to

10−2 arguably provides over-refinement. Note that the tagging of the “wall” region,

located at the far downstream boundary, is most likely an artifact of the reduced-order
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(a) tval = 10−1 (b) tval = 10−2

Figure 3.14: Using standard vorticity magnitude to capture trailing vortices generated
by a lifting NACA 0015 wing can result in a severe over-/under-identification of the
features.

derivatives. For these static cases, SAMARC is not available and therefore is unable to

provide GAMR with necessary fringe points to accommodate the higher-order stencils

at the boundaries.

Figure 3.15 shows the regions of refinement when the dimensional Q method is

applied to the NACA 0015 flow-field. For this particular case, the proper thresh-

old is approximately two orders of magnitude less than the vorticity-based method.

However, the Q-method is slightly better behaved than vorticity, and the variation

between the two tagged regions is less drastic, suggesting that it would require less

“tuning” effort on behalf of the user, which is certainly preferred.

Although these studies using dimensional-based schemes may appear to indicate

that a refinement-appropriate threshold can be attained once a static-optimal thresh-

old is identified, it is rather unlikely the case. The newly generated grid system will

work to increase solution fidelity in areas with finer meshes. As a result, dimensional
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(a) tval = 10−3 (b) tval = 10−4

Figure 3.15: Using the dimensional Q method to capture trailing vortices generated
by a lifting NACA 0015 wing can result in a severe over-/under-identification of the
features.

methods require users to set threshold values in an iterative manner, where numerous

computational experiments, which use different thresholds, are necessary. For large

and unsteady rotorcraft simulations, performing this exercise for each case may be

impractical and would detract from the overall efficiency offered by AMR. This under-

scores the importance of pursuing properly normalized forms that can automatically

identify the necessary regions for refinement, even if the inherent convective scales

are difficult to estimate.

As intended, when the non-dimensional methods are applied to the NACA 0015

case, no additional effort is required to obtain optimal tagging. Figure 3.16 reveals

the identified regions when using the non-dimensional Q, the non-dimensional λ2, the

Modified-4 and the S-Ω correlation methods. All non-dimensional methods still tag

the trailing vortices well into the far wake region, but do so without tagging the wake.

Most importantly, each method does so by applying a tval of unity. These tests clearly
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(a) Non-dim Q Method, tval = 1 (b) Non-dim λ2 Method, tval = 1

(c) Non-dim Modified-4 Method, tval = 1 (d) Non-dim S-Ω Corr. Method, tval = 1

Figure 3.16: Using thresholds of unity, the non-dimensional methods effectively and
automatically capture the trailing vortex system generated by a lifting NACA 0015
wing.

indicate that the proposed non-dimensional methods are suitable for controlling mesh

refinement for vortex-dominated flow-fields.



Chapter 4

Error Estimation

Feature detection schemes are very good at identifying regions for refinement, but they

cannot be used to indicate when sufficient resolution has been attained. Therefore,

with the addition of an error estimator, a proper termination criterion can be created

to stop refinement when appropriate. The idea of using solution-based error outputs

to control AMR is not novel, and the research literature documents several adjoint-

based implementations that have shown reasonable success [90,91,155,156]. However, as

outlined in Chapter 1, they are rather impractical for unsteady rotorcraft simulations.

Therefore, a new procedure is developed for unsteady flows and is based on Richardson

Extrapolation (RE). Similar to the adjoint, it can be applied to improve the accuracy

of a particular function and to estimate solution error [157], however, it does so without

adding a significant computational penalty. Additionally, its implementation is rather

straightforward for codes capable of overset Cartesian AMR. Before the specific details

regarding the estimator are shared, an examination of the local truncation error, or

LTE, is first presented. Since it is expected to converge at rates governed by the

spatial and temporal order-of-accuracy exhibited by ARC3DC, it represents the best

73
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attainable error convergence, and will therefore be used as a performance benchmark

for the Richardson estimator.

4.1 Local Truncation Error

LTE analysis has been extensively applied to steady flow problems in the past [82,158–160],

but has received significantly less attention in the literature for unsteady flows. Ac-

cordingly, the general LTE is derived first, following which the unsteady LTE will

be examined before applying it to an advecting (unsteady) vortex.

This LTE derivation begins with the simple 1D linear wave equation,

∂u

∂t
+ λ

∂u

∂x
= 0, (4.1)

where u is a general scalar that represents the exact solution, λ represents the wave-

speed, and t and x represent the temporal and spatial dimensions, respectively. To

solve Equation 4.1 numerically, it first must be discretized, so a discrete variable, w, is

initialized to u at t = t0. If Equation 4.1 is temporally discretized with Forward Euler

and spatially discretized with first-order upwinding, the discrete difference equation

at an arbitrary node j can be written as

wn+1
j = wnj −

λ4t
4x

(
wnj+1 − wnj

)
, (4.2)

where4t and4x respectively represent the time-step and cell size. Now, the discrete

residual operator, R(·), can be introduced, which represents the second term on the

right-hand side of Equation 4.2, i.e., R(wnj ) = (wnj+1 − wnj ). The R(·) operator
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contains the numerical flux balance for cell interface (or node) j, and drives the

iterative solution process.

Both the discrete and exact solutions are necessary to compute the LTE as it

represents the difference between the two. Since wn+1 is guaranteed to satisfy the

difference equation, it is likely that the exact solution, when inserted into R(·), will

not. The resulting non-zero term is the LTE, which for Equation 4.2 can be written

as

LTE(x, t) = u(x, t+4t)− u(x, t) +
λ4t
4x
R(u(x, t)).

The LTE is dependent upon space and time, so when discussing the numerical order-

of-accuracy, it is usually expressed in terms of the corresponding delta quantities. For

example, if the LTE = O(4tq) + O(4xp), it is said that the numerical scheme is

qth- and pth-order accurate in time and space, respectively. Such behavior is helpful

when trying to estimate how spatial and/or temporal refinement will work to reduce

the overall solution error.

4.2 Estimating Truncation Error for Multi-Stage

Schemes

Like many explicit CFD solvers, ARC3DC employs a multi-stage RK time-stepping

scheme. By exploring how the additional stages influence error behavior, two impor-

tant goals are achieved. First, it validates the inherent spatial and temporal accuracy

of ARC3DC. Second, it provides a basis of comparison for the Richardson-based error
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estimator. Even though the LTE requires an exact solution, and the developed es-

timator uses discrete solutions, it should ideally exhibit convergence that is on par

with the LTE.

Within ARC3DC, the third-order RK3 time-integration scheme is employed. Even

though the family of RK methods require multiple stages to compute a new solu-

tion, such schemes are often referred to as single-step methods. This is because the

updated solution (wn+1) is only computed using information from the previous time-

step (wn). These schemes advance to wn+1 without much computational overhead,

and the multiple inner-stages help increase CFL stability limits. However, the inclu-

sion of additional steps makes them slightly more complicated to analyze. Since the

R(·) operator is never directly calculated in order to advance wn → wn+1, the usual

method of obtaining the LTE with a substitution of the exact solution into R(·), is

not an option. Therefore, in the remainder of this section, a method to analyze the

LTE is developed and validated for general multi-stage RK schemes.

4.2.1 The Two-Stage Runge-Kutta Scheme

For clarity, the simple two-stage (second-order) RK2 scheme is analyzed, and then

the derivation is generalized for any number of stages. Second-order accurate spatial

derivatives are applied, so it is expected that second-order accuracy in both space

and time is recovered.

For this derivation, it is assumed that the discrete solution matches the exact

solution at t = t0, where u(x, t0) = un. To express the updated solution at un+1,

a Taylor series expansion is used. In a region of smooth flow, a Taylor series can
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represent un+1 as an infinite sum of un and local higher-order derivatives. For time-

accurate flows, these higher-order terms have analytic expressions which may involve

a sequence of space-time coupled terms and are based on the order of accuracy of the

applied numerical discretizations. A Taylor expansion of un+1 yields

un+1 = un +4t∂u
n

∂t
+
4t2

2

∂2un

∂t2
+
4t3

6

∂3un

∂t3
+O(4t4). (4.3)

Since we are interested in the behavior of the leading error terms, we can substitute the

wave equation (Eqn. 4.1) into the expression for un+1 so that the temporal derivatives

are replaced with their spatial equivalents. Now, the updated solution is

un+1 = un − λ4t∂u
n

∂x
+
λ24t2

2

∂2un

∂x2
− λ34t3

6

∂3un

∂x3
+O(4t4). (4.4)

To write the discrete RK2 scheme, it is necessary to define a solution that approxi-

mates un+1, which is formed by eliminating 4tk terms, where k > 2. Doing so creates

an approximate solution of

ũn+1 = un − λ4t∂u
n

∂x
+
λ24t2

2

∂2un

∂x2
, (4.5)

which can be split into two Runge-Kutta stages

u∗ = un − λ4t
2

∂un

∂x
(Stage 1),

ũn+1 = un − λ4t∂u
∗

∂x
(Stage 2),

where u∗ is used for temporary storage. The equivalent discrete solution (wn+1) is

computed from the above two-stage scheme by replacing ũn+1 with wn+1. Note that
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during an actual computation, wn+1 would be computed using wn and ∂wn

∂x
. Because

the LTE only considers a single time-step, and the discrete solution is initialized to

the exact solution, wn and un are equivalent. Now, the full wn+1 term can be written

as

wn+1 = un − λ4t ∂u
n

∂x

∣∣∣∣
d

+
λ24t2

2

∂2un

∂x2

∣∣∣∣
d

, (4.6)

where |d is a general discrete derivative operator. Now, a fully discrete solution process

is required. The exact derivatives can be replaced by their discrete counterparts,

∂un

∂x
=
∂un

∂x

∣∣∣∣
d

+O(4xp),

where p is the order of the numerical derivative applied. For a second-order, central

difference scheme, the leading error terms for the first- and second-partial derivatives

are

∂un

∂x
=
∂un

∂x

∣∣∣∣
II

− 4x
2

6

∂3un

∂x3
+O(4x3), (4.7)

∂2un

∂x2
=
∂2un

∂x2

∣∣∣∣
II

+
4x2

3

∂4un

∂x4
+O(4x3), (4.8)

where |II refers to the discrete operators,

∂unj
∂x

∣∣∣∣
II

=
1

24x
(unj+1 − unj−1),

∂2unj
∂x2

∣∣∣∣
II

=
1

44x2
(unj+2 − 2unj + unj−2).
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With these second-order spatial operators, the general discrete derivative (|d) is re-

placed with a specific operator (|II) in Equation 4.6. Now, the truncation error rep-

resented by Equations 4.7 and 4.8 gives rise to the desired LTE. To demonstrate

this idea, the derivatives of the original exact solution (Eqn. 4.4) are replaced with a

combined discrete plus error term,

un+1 = un − λ4t
(
∂un

∂x

∣∣∣∣
II

− 4x
2

6

∂3un

∂x3
+O(4x3)

)
+
λ24t2

2

(
∂2un

∂x2

∣∣∣∣
II

+
4x2

3

∂4un

∂x4
+O(4x3)

)
− λ34t3

6

∂3un

∂x3
+O(4t4).

With a discrete approximation to un+1, the LTE for RK2 can be expressed as

LTE =
un+1 − wn+1

4t

=
λ

6
4x2∂

3un

∂x3
+
λ2

6
4t4x2∂

4un

∂x4
− λ3

6
4t2∂

3un

∂x3
+O(4x3) +O(4t3)

= O(4x2) +O(4t2) +O(4x24t).

This analysis assumes small 4t so the coupled space-time term of O(4x24t) will

not dominate LTE behavior. With explicit schemes, CFL restrictions limit the size

of λ and 4t so the λ24t multiplier will be small as well. Thus, the dominant terms

are O(4x2) and O(4t2)—as expected for RK2 with second-order spatial differences.

This demonstration confirms that difference between the updated discrete and ex-

act solutions, divided by 4t, is a correct representation of the LTE for multi-stage

schemes.
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4.2.2 A General (n-Stage) Runge-Kutta Scheme

For completeness, it is now proved that the proposed method of estimating the LTE

is also valid for any multi-stage Runge-Kutta scheme. In this derivation, a qth-stage

RK scheme is considered with pth-order spatial derivatives. Again, by applying a

general Taylor expansion to un, un+1 can be expressed as

un+1 = un +

q∑
k=1

4tk

k!

∂kun

∂tk
+O(4tq+1).

The wave equation is once again applied, allowing spatial discretizations to replace

the temporal ones,

un+1 = un +

q∑
k=1

(−1)k
λk4tk

k!

∂kun

∂tk
+O(4tq+1).

A qth-stage Runge-Kutta scheme is

uq−1 = un − λ4t
q

∂un

∂x
(Stage 1),

uq−2 = un − λ4t
q − 1

∂up−1
∂x

(Stage 2),

...

u1 = un − λ4t
2

∂u2
∂x

(Stage q − 1),

ũn+1 = un − λ4t∂u1
∂x

(Stage q),
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where ui is, again, an intermediate and temporary variable. If the applied spatial

derivatives exhibit pth-order accuracy, the added truncation error is given by

∂lun

∂xl
=
∂lun

∂xl

∣∣∣∣
P

+O(4xp).

Now, the LTE can be again computed from an equation that is identical to what was

found previously for RK2,

LTE =
un+1 − wn+1

4t
(4.9)

= O(4xp) +O(4tq) +O(4xp)
q−1∑
k=1

O(4tk).

The O(4xp) + O(4tq) expression reconfirms that the LTE formulation is valid for

any multi-stage scheme.

4.2.3 Validation of Approach

In this section, the proposed method of computing the LTE is applied to the same

Modified-EHS vortex from Chapter 3. For this validation study, a vortex is placed

at the center of a domain defined by x ∈ [0, 32] and y ∈ [0, 32]. SAMARC is used for

the numerical studies, which is respectively third- and fifth-order accurate in space

and time, as outlined in Chapter 2. Furthermore, time-steps and mesh-spacings of

4t = {5, 5
2
, 5
4
, . . . , 5

512
} and 4x = {2, 1, 1

2
, . . . , 1

32
} are examined. The vortex convects

through the domain at 0.1 Mach, which moves the vortex for core distances ranging

between 0.5 and 9.76× 10−3 over the course of a single time-step. Also, with regard

to the range of spatial resolution, since the vortex core radius is approximately 1.18,
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the coarsest grid contains a single point in the vortex and the finest contains 75. Ex-

amining such a wide range of scales ensures that the temporal and spatial asymptotic

error convergence behavior is thoroughly understood.

Figure 4.1 contains the spatial accuracy study, where the density and x-momentum

error is plotted as a function of 4x. In both cases, larger time-steps cause the

10
−1

10
0

10
−10

10
−8

10
−6

10
−4

10
−2

dx

L 2 N
or

m
 o

f D
en

si
ty

 (
ρ)

 L
T

E

 

 

dt = 5
dt = 5/2
dt = 5/4
dt = 5/8
dt = 5/16
dt = 5/32
dt = 5/64
dt = 5/128
dt = 5/256
dt = 5/512

5

1

(a) L2 norm of density error

10
−1

10
0

10
−10

10
−8

10
−6

10
−4

10
−2

dx

L 2 N
or

m
 o

f x
−

M
om

en
tu

m
 (

ρ 
u)

 L
T

E

 

 

dt = 5
dt = 5/2
dt = 5/4
dt = 5/8
dt = 5/16
dt = 5/32
dt = 5/64
dt = 5/128
dt = 5/256
dt = 5/512

5

1

(b) L2 norm of x-momentum error

Figure 4.1: Spatial convergence of the local truncation error (LTE) for the advecting
vortex case. The plots demonstrate that for 4t4x ≤ 1, ARC3DC is 5th-order accurate in
space.

temporal error to dominate the spatial error, thereby forcing the computed error to

stagnate for decreasing 4x. However, when 4tq ≤ 4xp, fifth-order spatial accuracy

is clearly demonstrated. This should be expected because ARC3DC has a CFL limit

of
√

3 and experiences optimal convergence near (or below) this value. Additionally,

when the vortex only contains a single point inside the core region (4x), it is severely

under-resolved and the discretization error stalls. However, after introducing just a

single level of refinement (three grid points across the core), adequate convergence is

obtained. This denotes the advantages of using higher-order spatial derivatives, as

relatively coarser resolutions are sufficient for generating reasonable error estimates.
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Figure 4.2: Temporal convergence of the local truncation error (LTE) for the advect-
ing vortex case. The plots demonstrate that for 4t4x ≥ 1, ARC3DC is 3rd-order accurate
in time.

The complementary temporal accuracy study is shown in Figure 4.2. Although it

contains the same data as previously presented, the lines now represent constant4x to

illustrate temporal convergence. Third-order temporal accuracy is achieved in regions

where 4t4x is approximately equal to or greater than unity. This indicates that for CFL

values below unity, third-order accuracy is not being exhibited. Such a result may be

counterintuitive, as one may incorrectly presume that improving stability by lowering

the CFL value should always work to increase temporal accuracy. From these tests,

we also observe the stalled convergence from the temporal error. Importantly, this

study verifies that for CFL values close to unity, ARC3DC is third- and fifth-order

accurate in time and space.
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4.3 Richardson Extrapolation

Although the LTE can express the discretization error present in a scheme, its prac-

tical use remains rather limited, as the existence of an exact solution is quite rare for

most engineering problems of interest. However, this goal of generating an equivalent

(or approximate) exact solution motivates the Richardson method. Recall that the

previous LTE analysis demonstrated characteristically logarithmic error reduction

rates as the mesh was refined. Since these relatively finer meshes better approximate

the exact solution, it is conceivable that they can be used as a substitute when the

exact solution is unknown. Therefore, rather than comparing the exact and discrete

solutions on identical meshes, as was performed for the LTE analysis, a restriction

operation is applied to the fine-mesh solution so that the solution points overlap with

its coarser equivalent. This strategy represents the basic idea behind the RE error

estimator. Bear in mind that the error reported is a relative error between two grid

levels which permits computing a fine mesh error that is obtained by prolonging the

(coarse) solution onto the fine grid.

4.3.1 Necessary Conditions

Before presenting the details of the Richardson estimator, the required assumptions

are first outlined. Specific emphasis is placed on how they are appropriately handled

within the proposed framework. The main assumptions are 1) uniform and systematic

refinement, 2) smooth and asymptotic solutions and 3) dominant discretization error.1

1. Uniform and systematic refinement : Uniform refinement implies that the mesh

1For a full discussion of the assumptions required by Richardson extrapolation, the author rec-
ommends the text by Oberkampf and Roy [161].
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be refined by the same factor over the entire domain. Although local refinement

is being applied, this assumption is enforced by comparing equally sized grids.

To produce fully overset regions, temporary coarse blocks are generated on the

fly.

Additionally, systematic refinement requires that the “mesh quality” remain

constant between the two levels. This is not an issue since the underlying

Cartesian grid system ensures that cell aspect ratio, cell skewness, and cell-to-

cell stretching all remain constant. Note that it is possible to create systematic

refinement for unstructured-based grids, but additional transformations must

be used which can lead to reduced accuracy [81].

2. Smooth and asymptotic solutions : As it will be demonstrated later, RE ex-

presses the solution at a single point using a truncated Taylor series, which

approximates the exact solution. Specifically, the higher-order Taylor terms are

neglected because it is assumed that the solution is relatively smooth, i.e., free

of discontinuities. While such an assumption is incorrect for transonic and su-

personic flows, the largely incompressible, vortex-dominated off-body flow-field

is not comprised of such phenomena.

In addition to a smooth flow-field, the solution should also reside in the

asymptotic region. As the mesh is refined, flows demonstrating such behavior

will experience a reduction in error at rates governed by the order-of-accuracy

of the discretization scheme. Although it is unlikely that the coarse baseline

mesh will entirely exist in this regime, it is reasonable to expect asymptotic

behavior when and where the error estimator is used to terminate refinement.

Understand that if the estimator is applied to an under-refined region, the
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algorithm should continue to behave appropriately for two reasons. First, non-

asymptotic regions of the flow-field are not expected to contain error below,

or even near, the prescribed tolerance. This will prevent the scenario of a

false positive, whereby the computed error is less than the true solution error.

Additionally, it should be borne in mind that the error estimator is only being

used to terminate refinement once the vortex cores are sufficiently resolved,

which suggest that the local flow-field is either near or fully in the asymptotic

range.

3. Dominant discretization error : Of the numerous types of error present in a

computational simulation, the discretization error is often of greatest interest

as it is most directly linked to solution accuracy. Discretization error measures

how well the discrete solution, generated through an iterative or equivalent

time-marching process, is able to approximate the actual physical system for

the matching set of continuous equations. In general, it can be safely assumed

that the discretization error is larger in regions of with higher solution error.

Also, in addition to discretization, iterative and numerical round-off error may

act as significant contributors as well. Therefore, higher-order time integration

(RK3) and floating-point precision (16-bit) is used to counteract their influence.

Because these assumptions mainly restrict the underlying solution process and

not the flow physics, the Richardson estimator remains applicable for most rotorcraft

problems of interest. Also, the block-structured meshing strategy employed by SAMARC

keeps the required implementation for Richardson rather manageable, as the multiple

overset meshes are automatically controlled and the necessary grid-management tasks

are efficiently handled. Note that SAMARC’s Cartesian-based overset framework is
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also used by other rotorcraft codes, such as OVERFLOW-D [162], thereby indicating that

current strategy maintains applicability beyond Helios.

4.3.2 General Derivation

A Taylor series approximation can be used to represent the exact solution as the

discrete solution and additional error-like terms. For example, if the discrete solution,

wh, is computed on a grid with spacing h = 4x,

u = wh +
∞∑
i=0

Cih
p+i. (4.10)

Note that p refers to the applied spatial order-of-accuracy, and Ci represents a set

of constants that are usually unknown. Applying Landau notation, the higher order

terms can be grouped together so that a single term is extracted from the infinite

sum,

u = wh + C0h
p +O(hp+1). (4.11)

Furthermore, if the higher order terms are neglected, Equation 4.11 represents a

single linear equation, which can be used to create a system of linearly independent

equations if solutions on different grid levels are available. Equation 4.11 uses a grid

size of h, so for demonstrative purposes, it is assumed that a finer solution is available

on h/2,

u = wh/2 + C0

(
h

2

)p
+O

((
h

2

)p+1
)
. (4.12)
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Multiplying Equation 4.12 by 2p and subtracting Equation 4.11, the equations com-

bine to form an estimate of u,

u(2p − 1) = 2pwh/2 − wh +O(hp+1),

u =
2pwh/2 − wh

2p − 1
+O(hp+1),

which improves the order by O(h) compared to the original discrete representation

(Eqn. 4.10).

4.3.3 Error Formulation

In addition to improving solution accuracy, a similar technique can be used to compute

error. To do so, C0 must first be solved for by subtracting Equation 4.11 from

Equation 4.12,

C0 =
wh/2 − wh
hp
(
1− 1

2p

) +O(2ph).

Now, the error on wh/2 can be defined as the difference between the exact and com-

puted solutions,

Eh/2 = u− wh/2

= C0

(
h

2

)p
+O(hp+1)

=
wh/2 − wh

2p − 1
+O(hp+1). (4.13)

Note that the denominator is a function of p (applied spatial order-of-accuracy) and

is constant on all grid levels. As such, the error can be simply expressed as the
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difference between the coarse and fine solutions.

4.3.4 Time-Accurate Considerations

For steady problems, Equation 4.13 can be directly applied to compute the spatial

error between two systematically refined grids. However, any unsteadiness may influ-

ence the spatial and temporal errors, so its effects are examined below.

To maintain generality, it is assumed that the fine and coarse solutions are sep-

arated by n levels of refinement. Therefore, two solutions are available—a coarse

solution on h and a fine solution on h/2n, where n = {1, 2, 3, . . .}. The wave equation

is reconsidered (Eqn. 4.1), and if the discrete solution from Equation 4.6 is reused,

the difference between the fine and coarse solutions is

wn+1
f − wn+1

c = unf − λ4t
∂unf
∂xf

∣∣∣∣
d

+
λ24t2

2

∂2unf
∂x2f

∣∣∣∣∣
d

− unc + λ4t ∂u
n
c

∂xc

∣∣∣∣
d

− λ24t2

2

∂2unc
∂x2c

∣∣∣∣
d

, (4.14)

assuming identical time-steps are taken on the coarse and fine grids. Furthermore,

since only a single time-step has transpired since the initialization of uf and uc,

these equivalent terms cancel. Note that SAMARC injects the finest solution available

into all of its coarse parent-grids before the start of each time-step. Consequently,

when the error is computed at any point during the simulation, it only represents the

error generated during a single time-step. This process simplifies the time-integration

procedure and indicates that the present treatment remains valid for an actual SAMARC

time-step. Now, Equation 4.14 is rewritten and is largely composed of the fine and
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coarse discrete derivatives,

wn+1
f − wn+1

c = −λ4t
(
∂unf
∂xf

∣∣∣∣
d

− ∂unc
∂xc

∣∣∣∣
d

)
+
λ24t2

2

(
∂2unf
∂x2f

∣∣∣∣∣
d

− ∂2unc
∂x2c

∣∣∣∣
d

)
. (4.15)

Furthermore, if second-order accurate derivatives are applied, the first bracketed term

on the right-hand side will resemble

∂unf
∂xf

∣∣∣∣
II

− ∂unc
∂xc

∣∣∣∣
II

=
4x2f

6

∂3unf
∂x3f

− 4x
2
c

6

∂3unc
∂x3c

+O(4x3f ) +O(4x3c).

Recalling the previous assumption of 4xf = 4xc/2n, the above equation can be

completely expressed in terms of 4xc,

∂unf
∂xf

∣∣∣∣
II

− ∂unc
∂xc

∣∣∣∣
II

=

(
1 +

1

2n

)[
4x2c

6

(
∂3unf
∂x3f

− ∂3unc
∂x3c

)
+O(4x3c)

]
. (4.16)

When the flow is smooth, the higher-order derivatives will contain errors that are

significantly smaller than 4xc. For a general pth-order accurate derivative, Equa-

tion 4.16 may be approximated as

∂unf
∂xf

∣∣∣∣
P

− ∂unc
∂xc

∣∣∣∣
P

≈ 4xpc .

Now, Equation 4.15 can be order-approximated by the following series,

wn+1
f − wn+1

c = O(4xpc)
∞∑
k=1

O(4tk). (4.17)

Comparing the Richardson (Eqn. 4.17) and the LTE expressions (Eqn. 4.9), one

discovers that the uncoupled spatial and temporal terms no longer exist for the
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Richardson estimator. Instead, this estimate is completely comprised of coupled

space-time terms, which should effectively remove the small-4t stalled convergence

present for the LTE analysis. Additionally, one can add a 1
4t factor to Equation 4.17

so that the error reported will be independent of the time-step applied. Assuming

small non-linearities, the computed error can be time-averaged by

wn+1
f − wn+1

c

4t
= O(4xpc)

∞∑
k=0

O(4tk), (4.18)

where on the right-hand side, the small, yet important, summing variable switches

from one to zero.

Having developed the Richardson estimator, it is expected that either of these

forms (Eqns. 4.17 or 4.18) will recover proper pth-order accuracy. It should also

be emphasized that the particular order expressed is a function of the coarse-mesh

spacing. This indicates that comparing a coarse and a super-fine mesh offers no

considerable improvement over two meshes separated by a single level of refinement.

And while the error should converge at rates governed by the coarse-mesh spacing,

it is still appropriate to use Equation 4.18 to estimate the error on the fine mesh.

In practice, interpolation will be used for fine mesh points that do not overlap with

coarser equivalents.

4.3.5 Grid Convergence Behavior

Similar to the LTE analysis, the Richardson estimator is validated by applying it to

the Modified-EHS vortex. However, the number of refinement levels studied is one

less because the extrapolation process can only generate n − 1 error estimates from

n solutions. Figure 4.3(a) plots Richardson error computed (using Eqn. 4.18) when
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comparing a discrete solution and the finest available (4x = 1
32

). Ideal convergence
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(b) Using the next-finer level

Figure 4.3: Spatial convergence of the Richardson estimator when monitoring x-
momentum error for the advecting vortex case when the finest and next-finer level
solutions are used for comparison. The estimator generally exhibits 5th-order accu-
racy.

behavior occurs when 4x → 0 for all values of 4t. As desired, the error no longer

stalls for large 4t. With the exception of the numerically unstable case of 4x = 2

and 4t = 5, ideal logarithmic rates are demonstrated and match those as found by

the LTE.

To verify that the error estimator works equally well when a super-fine mesh is

not available, Figure 4.3(b) contains results from a similar case, but now the error is

computed between a coarse solution and its finer equivalent. The spatial convergence

is comparable to the finest-level case, and the overall behavior remains relatively

asymptotic, even for the under-refined cases. Additionally, the small error spike,

which previously occurred at 4x = 2 and 4t = 5, is no longer present. This high-

lights the inherent numerical stability associated with the Richardson estimator. The

monotonically decreasing error will provide stable and robust control to the mesh
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adaption process. Although the temporal accuracy studies are of less importance,

and thus have been omitted, ideal convergence is found as well.

Another advantage of the RE estimator is that any locally computed function

can be used to effectively measure error, as identical convergence rates exhibited by

the state variables (ρ, ρu, e) should be recovered. Figure 4.4 provides evidence, as a

spatial accuracy study conducted with Mach number shows comparable performance

to the prior tests which considered density and x-momentum. For vortex-dominated
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Figure 4.4: Convergence of the Richardson estimator when analyzing Mach-based
error for the advecting vortex case when the solution on the next-finer level is used
for comparison.

flows, functionals that contain local maxima (or minima) near vortex centroids—

resulting in higher gradients, and therefore higher error, would be preferred so that

refinement would target the centers of vortices. In the next section, errors associated

with density, pressure, and velocity are compared.
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4.3.6 Local Behavior for Various Error Functionals

While the previous studies demonstrate ideal convergence, it should be borne in mind

that these tests only convey global error trends and therefore overlook local behavior.

Without considering in-core error distributions, no estimate of particular functional

performance can be made. By specifically selecting functions whose errors are highly

correlated with centers of vortical motion, the AMR process will be driven to place

additional refinement in those regions. For each quantity listed below, two analogous

plots are presented—a depiction of the actual variable under consideration, and a plot

of the corresponding error. In each case, the error is shown after a single time-step

(4t = 0.05) for a Modified-EHS vortex that contains about 11 points across its core

and advects at a Mach of 0.1.

Density

Contour plots of density and density-error are given in Figure 4.5. First considering

(a) Solution (b) Error

Figure 4.5: Local examination of the Richardson estimator applied to a vortex when
considering density.
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the solution, Figure 4.5(a) indicates that the vortex is rather incompressible since

the total variation of density is only about one percent. Examining the correspond-

ing error in Figure 4.5(b), the largest value occurs at the core, but unexpectedly, a

number of localized maxima exist in the outer fringe region of the vortex and con-

tain magnitudes which are about 40% of the global maximum. This indicates that,

for relatively incompressible vortices, a density-based error estimator is particularly

sensitive to transitional regions where, possibly due to limited resolution, fine and

coarse solutions contain inconsistent definitions regarding the outer vortical extent.

However, additional computational tests have revealed that stronger vortices (more

compressible) exhibit relatively higher error in the core region.

Although the occurrence of multiple maxima is unanticipated, it does not pose a

significant problem. The local grid resolution will be roughly determined by the max-

imum reported error values because of SAMARC’s block-based refinement and its added

halo region. As such, an extremely accurate characterization (smooth distribution)

of the error is not essential, but an error indicator that exhibits larger magnitudes

near the vortical centroid would certainly be favored.

Pressure

Pressure and its associated error are considered next in Figure 4.6, where the observed

trends are similar to density. Examining the error, localized maxima again exist

outside the core region, but they are much less prominent as compared to density.

Therefore, for lightly compressible vortices, a pressure-based estimator is better suited

to control mesh refinement.
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(a) Solution (b) Error

Figure 4.6: Local examination of the Richardson estimator applied to a vortex when
considering pressure.

Velocity Magnitude

As a final test case, velocity magnitudes are used to estimate the error present in the

flow. However, before examining the error in detail, Figure 4.7 illustrates the unique

asymmetrical velocity profile. Recall that the vortex rotates counter-clockwise, and a

Figure 4.7: A contour plot of velocity magnitudes for Modified-EHS vortex case.

uniform cross flow exists (left to right) at a speed of U∞ = 0.1. When these two basic

(quasi-potential) flows interact, a velocity maximum of 0.2 occurs below the center,
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and a stagnation point occurs just above it.

Since velocity is a vector-valued function, two different approaches can be used

to compute the error. The first involves a componentwise comparison, and the other

compares the respective magnitudes. For a 2D flow, u = (u, v), where u is available

on a fine (uf ) and coarse (uc) grid, they are

Magnitude-based : Emag =
∣∣∣√u2f + v2f −

√
u2c + v2c

∣∣∣ , (4.19)

Componentwise : Ecom =
√

(uf − uc)2 + (vf − vc)2. (4.20)

Earlier in Chapter 3, the importance of Galilean invariance was discussed as a re-

quirement for feature detection methods. This property, which ensures that moving

reference frames do not distort the computed function, was necessary to ensure that

background flow-fields do not influence the shape of the identified feature. Similarly,

the error estimate should report equivalent magnitudes when applied to problems

containing different freestreams. If uf and uc contain a mean-flow component, i.e.,

uf = U∞ + u′f ,uc = U∞ + u′c, Galilean invariance is only observed for the compo-

nentwise formulation, as U∞ cancels. This does not occur for the magnitude-based

definition, where Figure 4.8(a) demonstrates that the largest error is reported in a

region associated with the maximum absolute velocity, which is located below the

vortex centroid. While the magnitude-based definition struggles to recover the re-

gions of largest error, Figure 4.8(b) illustrates that no such problems exist for the

componentwise formulation. Certainly, this approach is preferred over a magnitude-

based one, but even so, the largest error does not occur at the centroid. In fact,

near-zero error is reported in the vortex center due to the presence of a stagnation

point. Rather, regions of higher error are located toward the outer region of the core,
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(a) Magnitude-based error (b) Componentwise error

Figure 4.8: Local examination of the velocity-based Richardson error found in a vortex
when magnitude-based and componentwise approaches are employed.

where the peak velocity magnitudes exist.

Normalized Error Functionals

Along with the effort to automate the feature-detection process, a local normalization

of error by the solution may help reduce the legwork of determining appropriate error

thresholds. Figure 4.9 depicts the same density, pressure, and velocity errors as

before, but now all are non-dimensionalized. Since both density and pressure only

slightly vary through the core, the non-dimensional plots remain relatively unchanged.

However, in the case of velocity, a normalization of the error leads to a poor scaling

where ‖u‖ → 0. It shifts the maximum error to regions with slow or stagnant

flow. Note that in order to remain consistent, one should apply component-based

normalization, i.e.,
uf−uc
uf

. However, doing so only only exacerbates the problem, as

there is a greater likelihood that u, v, or w will approach zero first (before ‖u‖). This

increases the risk of obtaining infinite, or unboundedly large errors. As such, the
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(a) Density (b) Pressure (c) Velocity Magnitude

Figure 4.9: Error estimates from locally normalized density-, pressure-, and velocity-
error functionals.

velocity-based approach may be of practical use, but only in a dimensional context.

Given the functions considered, a normalized pressure-based estimator is selected

and applied throughout the rest of this thesis. This is not entirely surprising, as

regions of relatively low pressure often used to denote the presence of a vortex. Recall

that two of the four feature detection methods (λ2 and Q) specifically seek regions

of minimum pressure. It should be noted that a vorticity-based error functional was

deliberately not considered. Unlike the inherent flow quantities, e.g., density, pressure,

or velocity, a derived quantity, like vorticity, must be computed with an order-of-

accuracy that is either equal to, or greater than, the spatial accuracy exhibited by the

finite difference code. First, it is clear that doing so would reduce the overall efficiency

of the error estimator. Second, the accuracy of the estimate would be uncertain,

particularly for under-resolved vortices where in-core velocity gradient estimates may

substantially differ when adding (or removing) a level of refinement.
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4.3.7 Time-Accurate Behavior

The Richardson estimator is now applied to two fully time-accurate simulations—one

in which the vortex remains stationary (steady), and another where it advects at

a constant rate (unsteady). Considering two analogous flow cases will help dissoci-

ate the error resulting from pure dissipation, as found by the steady case, and the

error caused from dissipation and convection, as determined by the unsteady case.

Additionally, the stationary case represents the simplest flow type, so it provides a

benchmark for the advecting case. An estimator that exhibits minimal discrepancy

between the two cases will perform equally well for both steady and unsteady flows.

Both test cases use five levels of refinement where hL = {8
3
, 4
3
, 2
3
, 1
3
, 1
6
}, so the

coarsest and finest levels contain about one and seventeen points across the core,

respectively. Note that estimator is not yet being used to control refinement, but

only is computing the errors on a multi-level fixed grid. For reference, the vortex, as

depicted on the four finest meshes, is shown in Figure 4.10. Additionally, uniform

(a) Level 1 (b) Level 2 (c) Level 3 (d) Level 4

Figure 4.10: To test the Richardson estimator, a vortex is initialized on a fixed mesh
with five levels of refinement. Contour plots of vorticity for the four finest levels are
shown.

refinement covers the full domain defined by x ∈ [−12, 12] and y ∈ [−12, 12].

For the stationary case, the vortex is initialized at the origin with no mean-flow

and the solution is advanced 100 time-steps of 4t = 0.8. The full time-history of the
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Figure 4.11: Maximum error on each level during 100 time-steps for the stationary
vortex case.

L∞ norm on the four finer meshes is presented in Figure 4.11. Although the results do

not appear to be particularly interesting, two key conclusions can be made. First, no

accumulation, nor dissipation, of the error is witnessed. Because of the relatively fine

L4 mesh, the higher-order spatial discretizations supplied by ARC3DC, and the fine-to-

coarse level injections after each time-step, all error levels remain constant during the

entire simulation. Second, error magnitudes become increasingly disparate for finer

meshes. This indicates that the finer solutions are becoming more asymptotic and

therefore, experience log-like error convergence.

Focusing attention on the advecting case, the same vortex and grid layout is

reused, but now the vortex travels along a line from xi = {−4, 0} to xf = {4, 0}. As

a result, the vortex travels about 2.5 vortex lengths. Figure 4.12 includes a similar

comparison, but a linear plot has been added, as the oscillations on L2 appear to

be larger than the L1 oscillations. Fortunately, the relatively small periodic motion

that is introduced accounts for the only notable difference between the stationary and

moving cases. It is interesting to note that the frequency of the periodic behavior is

predictable. For example, 2.5 periods occur for L1 because its coarser parent grid (L0)
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(a) Semi-log plot
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(b) Linear plot

Figure 4.12: Maximum error on each level during 100 time-steps for the advecting
vortex case.

contains two points along the path that the vortex travels. Recall that the highest

error for the pressure-based sensor occurs at the vortical centroid. Depending on the

distance between it and a coarse node, which is functionally periodic, fluctuations will

arise. When the centroid directly overlaps with a node, the reported error is highest,

while slight reductions occur when not. This elucidates the observed behavior as the

number of periods double when using 4-to-4/2 refinement.

It is quite incredible that for the fully unsteady case, the error remains (peri-

odically) constant. The analysis performed earlier in this chapter explained how

the Richardson estimator is able to remove temporal effects, and this simulation

demonstrates that it operates as intended. The maximum, minimum, and average

amplitudes are compared to the stationary case in Table 4.1. From the data, it can

be concluded that the errors reported for the advecting case are quite similar to the

stationary case, especially on the finer meshes where the error estimator is likely to

terminate refinement. As an additional remark, if the estimator was allowed to control

grid resolution for this case, since Chapter 3 demonstrated that approximately ten
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Table 4.1: Comparison of L∞ error for a time-accurate solution of the Modified-EHS
vortex when stationary or moving through the domain.

Stationary Case Advecting Case
min max avg

L1 8.68× 10−3 8.63× 10−3 1.13× 10−2 1.04× 10−2

L2 3.10× 10−3 1.94× 10−3 3.19× 10−3 2.74× 10−3

L3 3.80× 10−4 3.38× 10−4 3.94× 10−4 3.75× 10−4

L4 1.61× 10−5 1.60× 10−5 1.66× 10−5 1.64× 10−5

points across the core was sufficient when using 5th-order accuracy, an error tolerance

near 10−3 would be appropriate.

Additionally, the estimator’s computational efficiency is one of its greatest assets.

Runtimes for this case demonstrate that an error computation requires about one-

thousandth of the time required for a single CFD iteration. When also including

the local coarse grid construction, which is necessary for the fine-coarse solution

comparison, the required time only increases by a factor of six—leading to a cost-

time ratio of 1:150. This is rather astounding, especially when considering that a

typical adjoint solve is as expensive as a single flow solution.



Chapter 5

Integration Methodology

Outlined in this chapter is the developed mesh refinement strategy that couples a

feature identification scheme with a local error estimator. The major goals of the

solution-refinement paradigm are three-fold. First, an engineer without extensive

case-knowledge should be able to generate suitable off-body refinement so that ade-

quate wake resolution is obtained in the far-field. Second, the overarching strategy

should not introduce a significant computational penalty, as a burdensome implemen-

tation will negate the efficiency that AMR attempts to achieve. Lastly, code modu-

larity should be maintained so that the developed feature-detection/error-estimation

process is applicable and extensible to other CFD codes which contain a similar in-

frastructure.

This chapter begins by first motivating the need for the coupled approach. After,

because the estimation of error is inextricably linked to the time-advance process

used by the off-body solver, both are discussed with regard to the overset solution

process. Following this, the various kinds of mesh refinement supported by SAMARC are

mentioned. While this thesis focuses primarily on solution-based refinement, other

104
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types, e.g., fixed region and geometry-based, are available and may be required close

to the near-body unstructured grid to ensure gradual transitions into the off-body

Cartesian domain. Lastly, this chapter culminates with the proposed AMR approach

where, in addition to refinement, the coarsening strategy is discussed as well.

5.1 Motivation

Codes similar to Helios, which allow for feature-based AMR, can provide refinement

where instructed, but without an error estimate, a prescribed maximum degree of

refinement is usually set a priori and applied to all areas containing the identified

features [163,164]. This all-or-nothing approach distributes grid points in a relatively

disproportionate manner, and prevents any attempt at an error-optimal layout. Since

features of different strengths exhibit varying amounts of error, smaller structures

of relatively smaller error will receive equal treatment as compared to those with

larger error. This strategy is unrealistic for large rotorcraft simulations where adding

extremely refined meshes in the distant far-field is impractical.

AMR schemes also often attempt to supply refinement so that the error is equidis-

tributed throughout the domain. It was previously mentioned that while this is usu-

ally adequate for fixed-wing simulations, it may not be ideal for rotorcraft CFD.

The essential wake dynamics generated by rotorcraft can be effectively modeled with-

out fully resolving the entire wake region. Additionally, because the discretization

error found in vortex cores is commensurate with the general wake region, an error-

estimator would have difficultly distinguishing between the two fundamentally differ-

ent regions. Computational tests have shown that, if an error-only approach is used

to guide refinement, the complete wake region is over-saturated with mesh points [97].
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While this outcome is undesirable, it should not be entirely dismissed as it offers a

quantitative understanding of solution accuracy, which is exactly what the feature

detection approach lacks.

Merging the two can result in synergistic gains, but in order to do so, the shared

control must be appropriately handled. Certainly, the robustness provided by the

feature-detection should not be compromised by the error estimator. Therefore, to

create a new adaption strategy where neither accuracy nor efficiency is jeopardized,

one that relies upon the detection of features, through a local normalization, and the

adjustment of grid resolution, using the Richardson estimator, is developed. Simply

referred to as GAMR (Guided Adaptive M esh Refinment), it only allows refinement

to be added to key features. However, by specifically targeting vortical structures,

small- and large-scale features can receive adequate resolution without adding general

wake refinement. Figure 5.1 illustrates the complete off-body solution process, which

demonstrates how GAMR fits inside SAMARC.

5.2 Time-Integration Process

Although SAMARC’s Runge-Kutta solution process is akin to other explicit RK time-

advance schemes, an additional layer of complexity is required to support the overset

paradigm. Consequently, the developed error estimator must accommodate such time-

integration schemes. To explain this process, it is assumed that a solution exists on

all grid levels. Furthermore, recall that for overset simulations, all patches (compu-

tational blocks) are properly subset within one another. This guarantees that all fine

grid regions are enclosed by their coarser parents. Each fine grid block is also supplied

with a fringe region to accommodate the higher-order explicit stencils, and the fringe
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Figure 5.1: Coupling GAMR with SAMARC, the AMR-capable, off-body flow solver within
Helios.

is set by the underlying parent grid. Figure 5.2 provides a representative schematic

that highlights the hierarchical solution process. This process begins with the finest

LEVEL 0 LEVEL 1 LEVEL 2

Figure 5.2: The general SAMARC solution process shown on a three level grid system.
The solution is solved from finest to coarsest, where fine-to-coarse level injections
occur once the full level-solution is complete. Magenta cells indicate regions that
are updated, and the blue fringe cells are created from the underlying coarser grids,
which are faintly colored in pink.
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level and solves each coarser level until complete. Finer solutions are directly injected

into the coarser grids, and grid-boundary fringe data requires prolongation of the

coarse solution. Magenta cells denote where the solution must be computed and blue

regions represent the fringe layers. While quasi-multigrid techniques could easily be

employed to speed convergence, SAMARC is designed to operate in time-accurate mode,

so all levels are marched forward in time together.

SAMARC employs an explicit solution procedure which implies that the mesh spacing

found on finer levels may, due to CFL restrictions, prevent the same time-step from

being applied on all levels. Therefore, SAMARC provides the option of local or global

time-stepping, illustrated by Figure 5.3, and GAMR has been designed to be compatible

with either. For local time-stepping, the CFL condition is enforced by halving the
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Figure 5.3: A comparison of the local and global time-stepping approaches available
in SAMARC, if four levels of refinement are used.

time-step for each finer level, which requires that finer meshes take twice as many

time-steps as their coarse parents. If this procedure is used, GAMR does not compute

error mid-step on the finer meshes, but only after all subsequent time-steps have
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completed. Although intuitively it might seem as if this would result in an inaccurate

estimate, computational tests have shown that the low-order terms dominate the

truncation error, so no difference is reported. Similarly, if a simulation uses global

time-stepping, error will be computed after the solution has advanced by 4t on all

levels.

5.3 Types of Refinement Strategies

SAMARC provides three different possible types of adaptive refinement, which include

fixed region, geometry-based, and solution-based. Additionally, each is sequentially

called during a regrid operation in that particular order. The SAMARC input file allows

users to combine different meshing strategies, and descriptions regarding the three

are shared below.

Fixed refinement places a uniformly fine mesh in a particular region of the domain.

Six points, defined in Cartesian space, control the location and size of the rectangular

box. Furthermore, it applies the maximum allowable level of refinement throughout

this region. Fixed refinement offers the most direct and explicit manner of setting

mesh size, but is also the least optimal. Therefore, it is usually used for debugging

purposes, where a large off-body grid can be constructed to envelop the near-body

grid.

Offering an improvement to fixed refinement, a geometry-based strategy can pro-

vide a better distribution of grid points. Rather than tagging a large rectangular

region for refinement, it marks the perimeter of the near-body grid that overlaps with

the off-body domain. Although a maximum prescribed resolution is again applied,

refinement is more localized, which can dramatically reduce the excess of fine grid
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points. Realize that in either scenario, these two strategies should apply a level of

resolution so that the overset points in the unstructured near-body and the struc-

tured off-body grids are commensurate. While this might require a bit of manual

adjustment, development versions of Helios now automate the process to maintain

appropriately-sized off-body meshes in the overlapping regions with the near-body.

Solution-based refinement, which is the main focus of this thesis, is often applied

along with one of the two aforementioned approaches. While fixed or geometry-

based refinement addresses the overlap with the near-field, the proper resolution of

off-body features is exclusively handled by the systematic, time-dependent, solution-

based refinement. The user-specified control, and the algorithmic process, is presented

in the following section.

5.4 Approach

The following discussion assumes that the error has been computed during the previ-

ous time-step, so the error-estimation process is first explained. While the estimator

operates in a purely local manner, it does require two overlapping solutions for com-

parison. The computation must occur before any fine-to-coarse injections are allowed,

so that the actual discretization error is correctly reported. This requires the calcu-

lation to be performed during a time-step, which may or may not occur immediately

prior to a regrid step. As opposed to synchronizing the refinement and error sched-

ules, the error is computed once per coarse-grid time-step so that it is available, if

needed, for the next regrid operation. While this requires frequent error computa-

tions, its small cost does not significantly affect runtime, and can also provide valuable

information during the simulation.
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5.4.1 Refinement Strategy

The explanation begins with a sine-like feature that exists on an LN , which is illus-

trated by Figure 5.4(a). For this discussion, it is assumed that LN represents the

finest level in a local region of the mesh. Note that this is the most general case,

as new levels can only be constructed atop the finest available level. For example, if

a local block contained L0, L1, and L2 grids, the only permissible way of building a

finer L3 grid is if L2 requests it.

In the first stage of the refinement process, the feature is identified by the detection

scheme, as shown by Figure 5.4(b). Recall that a node is flagged if the computed value

is greater than the prescribed tolerance (fthreshold > tval). Cells are not yet tagged, as

SAMARC stores the discrete solution at the nodes, which is used to compute gradients

(to identify features) and measure error levels. Also, the feature identification process

only requires a local solution stencil for the computation of the velocity gradients,

lending itself to a very efficient parallel implementation. Furthermore, these routines

operate on single blocks of fixed resolution, so no data regarding the grid’s location,

size, or hierarchy, is required.

During the second stage of refinement, the computed estimate is used to prevent

refinement in regions with error below etol. Figure 5.4(c) illustrates this process, as

some of the previously tagged cells (green x’s) are untagged (grey x’s). The tagging

process is now complete, and Figure 5.4(d) contains the newly refined LN+1 level.

Once created, coarse-to-fine injections initialize the solution on LN+1, and the non-

overlapping fine points are interpolated using a second-order scheme. Note that cells

adjacent to the flagged nodes are refined, as SAMARC performs all refinement operations

in a cell-wise fashion. While this general process is followed for each grid level,
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(a) Feature on LN grid (b) Feature is identfied (c) Error controls reso-
lution

(d) Cells are refined

Figure 5.4: The overall refinement process can be broken into (a) the existence of
a feature on a particular grid block, (b) the initial tagging by the feature detection
algorithm, (c) the removal of any tags which do not contain significant error, and (d)
the subsequent refinement.

it should be mentioned that the error-checking step is skipped for solutions on the

baseline grid (L0). Since Richardson requires two overlapping solutions to compute an

estimate, the error on the baseline L0 grid cannot be computed, and therefore cannot

be used to prevent refinement of cells identified by the feature detection algorithm. In

general, this is of little concern as Cartesian-based AMR is regularly implemented for

problems where numerous levels are required to resolve the various convective scales

present. Additional tests have confirmed that for rotorcraft cases, the number of L1

grid points is relatively insignificant.

During a single regrid cycle, a maximum of one additional level of refinement can

be added. Although this works to limit the rate at which off-body refinement can

be increased, this strategy is preferred for several reasons. First, since the coarse

(old) and fine (new) solutions are initially identical because of the level injection,

no computable error exists. While the relative error between LN and LN−1 can be

used to determine if LN+2 grids (and finer) should be constructed, such a strategy

may result in adverse consequences. For practical simulations, error reductions are

likely to be non-linear. Therefore, any attempt to linearize, or approximate, the
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error after applying n levels is futile. Even worse, doing so may result in a poorly

damped sequence of oscillatory refinement. Rather, it is preferred to have the mesh

gracefully evolve with the feature, to avoid cyclical overshoot/undershoot situations.

Second, large jumps in resolution will rarely be required because features are not

spontaneously created in the off-body, but rather, are formed in the near-body and

migrate outward. As they enter the off-body Cartesian mesh, they are often met with

relatively fine resolution that is provided by the geometry-based refinement. Third,

and particularly important for rotorcraft CFD, the frequent regrid rates, which are

required to handle the relative motion between the spinning rotor blades, with respect

to the fixed off-body grid, allow SAMARC to quickly increase refinement if needed.

5.4.2 Coarsening Strategy

For unsteady simulations, or steady flow problems with transients, coarsening opera-

tions must be employed to remove refinement where no longer necessary. To simplify

the algorithmic logic and ensure easy integration with typical AMR-capable solvers,

the process of de-refining is discreetly handled during the refinement process itself.

Recall that SAMARC operates a level-at-a-time, and performs regrid operations from

coarse to fine. Therefore, if a feature has moved and is no longer contained in a

cell situated in Ln, or if the error drops below the tolerance, all overlaid levels at or

above Ln+1, if in existence, are removed. Although this strategy can produce sub-

stantial drops in resolution, the stability associated with the feature detection and

error estimation processes, prevents this from occurring. Regardless of the relative

grid “coarseness,” tests have reliably shown that features are detected and error levels

remain sufficiently high.
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5.4.3 General Algorithm

To highlight the synthesized feature-error process, Algorithm 1 outlines the full pro-

cedure. Although it is clear that the implementation does not require two separate

Algorithm 1 Refinement Strategy for Unsteady Flows

Require: solution on LEVEL 0 grid
while ! converged do

2: Compute error, e
if regrid step then

4: for all L0 cells do
if feature found then

6: refine← TRUE
else

8: refine← FALSE
end if

10: end for
for i = L1 to Ln do

12: for all Li cells do
if feature found then

14: if e > tol then
refine← TRUE

16: else
refine← FALSE

18: end if
else

20: refine← FALSE
end if

22: end for
end for

24: end if
end while

for loops—one for the L0 level, and one for the others, the algorithm has been di-

vided into these two branches to showcase how the error-check is applied to levels

at, or greater than, L1. The entire purpose of the algorithm is to produce a boolean

value that determines if a cell is to be, or not to be, refined. If true, a new level is
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constructed upon the current level, and if false, all above overset levels are removed.

To offer a qualitative understanding of how the mesh is likely to adapt, the same

sine-like feature from before now travels from left to right. Figure 5.5 illustrates the

process, assuming that a maximum resolution of four levels is used. Two snapshots

(a) Before re-grid operation (b) After re-grid operation

Figure 5.5: Iterative time-dependent grid refinement for unsteady flows.

of the solution and mesh layout are given—one prior to, and the other after the

regrid process. Note that for this simplified case, which considers an infinitely thin

feature, discretization error only occurs along the wave. This contrasts typical vortical

features that contain smooth distributions. This physical characteristic will ensure

that a wider region is targeted for refinement, leading to less dramatic changes in

resolution throughout the flow-field.



Chapter 6

Adaptive Results

In this chapter, feature detection is coupled with the Richardson estimator to control

the time-dependent AMR process for a number of vortex-dominated problems. In

the first half, feature-only adaption is performed, whereby refinement is completely

controlled by the identification of features. For each case considered, no attempt is

made to locally adjust resolution, but rather, a prescribed maximum resolution is

applied to all found features. In the second half, similar cases are examined, but the

Richardson estimator adjusts resolution so that a particular level of fidelity is met.

6.1 Feature-Driven Adaption

A suite of theoretical and practical test cases is considered to analyze the adaptive

behavior of the feature detection schemes in detail. All of the cases that were previ-

ously used to perform the static validation of Chapter 3 are reused, and a quarter-scale

model of the V-22 Osprey (TRAM rotor) is also examined as well. For the theoretical

problems, e.g., an advecting vortex, co-rotating vortices, and a three-dimensional ring

116
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vortex, method performance is assessed by extracting solution data at tfinal and com-

paring it to the exact solution, solutions from other adaptive methods, and solutions

generated on uniformly refined meshes. In addition, for the practical NACA 0015 and

TRAM cases, the adaptive solutions are compared with experimental data. Runtime

performance is also compared as well.

A threshold value of unity will be used by all non-dimensional methods on all cases

tested. It is crucial that the feature-detection methods are able to independently

and effectively drive the adaption process using a fixed threshold value. This will

guarantee that the specific regions, to which the Richardson estimator will later be

applied, include all critical areas of the flow, thereby adding proper refinement where

necessary.

6.1.1 Single Line Vortex

An incompressible vortex, with strength Γ = 0.1 and radial size a = 1.5, is placed at

the origin of a computational domain with x ∈ [−20, 20] and y ∈ [−20, 20]. Three

levels of refinement are used on an isotropic grid, where the mesh spacing is hL0 = 4
3

(about 3 points across the vortex), hL1 = 2
3

(about 5 points), and hL2 = 1
3

(about 9

points). The vortex convects rightward (+x) for a distance of about 11 vortex lengths

at Mach = 0.1 with periodic boundary conditions used in x (and Neumann conditions

in y). With 4t = 0.25, 1,600 time-steps are used for the full simulation.

The regridding frequency is set a priori and is determined by the speed of the

vortex with respect to the finest grid spacing. The frequency (σR) is defined as

the ratio of the regridding time-interval to the simulation time-step size, i.e., σR =
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4tG/4t. The regridding time step is determined by imposing the following criterion:

CFLG =
Vref4tG
hfine

≈ 1. (6.1)

Note that the parameter, CFLG, is simply a CFL number that represents the flow’s

unsteady dynamics. By setting this value to unity, all key features of interest are

properly tracked, and therefore, throughout this thesis, a CFLG of unity is applied

to ensure accuracy. For this specific problem, when CFLG = 1, σR = 12, i.e., a regrid

operation is performed every 12 time-steps. Understand that because of SAMRAI’s

added fine-buffer region, this regridding speed is rather conservative. Although fre-

quent regrid operations will increase overall simulation time, the incurred penalty is

insignificant, which prevents the need to sacrifice accuracy for efficiency.

Figure 6.1 shows that the non-dimensional Q method is able to clearly track the

vortex when using tval = 1. However, Figure 6.1(a) illustrates that the method

also detects a small spurious vortical region near the wall boundary, which causes

refinement to be placed along the top wall. Its rotational strength is so small that

for illustration purposes, the minimum contour level for Q has to be reduced to Qmax

106
.

Although tiny, the local value of ‖S‖ in this region is slightly less than ‖Ω‖. This yields

a non-dimensional Q value slightly above unity, so the spurious vorticity is tagged

for refinement. The snapshot taken at t = 96 also illustrates similar behavior by

the other non-dimensional methods. Although for this case it is undesirable, such an

identification of small vortical motion is not unexpected. When a fixed tval is applied

throughout the flow-field, the non-dimensional approach allows for the recovery of

both small- and large-scale vortex features alike. For rotorcraft simulations, this

will allow for the proper recovery of vortices that may differ by several orders of
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(a) t = 96, without noise filter (b) t = 96, with noise filter

Figure 6.1: Non-dimensional Q method (tval = 1.0) applied to advecting vortex case
without (left) and with (right) a noise filter, where the contour levels of (dimensional)
Q are shown.

magnitude. Despite this fact, the inherent sensitivity of the applied normalization

may be unwanted for larger cases wherein over-refinement can become an issue. As

a remedy, a simple noise filter can be implemented which avoids tagging a cell if

the dimensional value, e.g., dimensional Q for the non-dimensional Q method, drops

below a lower threshold value. To keep this lower bound (S̄noise) properly scaled

with the problem, it is set to a fixed percentage of the global maximum dimensional

value. Therefore, the cell is tagged if fthreshold > tval and the dimensional value

exceeds S̄noise. For example, the non-dimensional Q method will not tag a cell if

Qlocal < S̄noise, where S̄noise = κ
100
Qmax. Figure 6.1(b) shows the results with the

noise filter included and it is clear that the spurious vorticity is no longer tagged by

the method. Since the noise threshold value is kept low (κ ≈ 0.01, i.e., 0.01% of

Qmax), adding this noise filter does not inhibit automation or reduce the efficacy of
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the feature detection methods. For that reason, a similar filter is applied to all test

cases presented from now on.

Figure 6.2 compares the non-dimensional Q, λ2, 4, and S-Ω methods using a tval

of unity, along with the vorticity method (tval = 8.67× 10−3). A solution computed

on a uniformly fine mesh is also included, which represents the most accurate solution

possible by the finite difference code on the finest mesh spacing. Additionally, the

exact solution is provided for further validation. The solutions are compared by

extracting the velocity magnitude along a line defined by x = 0 at the end of the

simulation. From the plots, it is evident that the different feature detection techniques
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Figure 6.2: Comparison of methods for the advecting vortex case after a single period
(approximately 8 vortex core lengths). tval = 1.0 for non-dimensional methods and
tval = 8.67× 10−3 for the vorticity method.

closely agree with the exact solution and the solution computed on the uniformly fine

mesh.

Runtime performance is catalogued in Table 6.1. Since this 2D case is simulated in

a 3D domain, grids with fixed refinement contain approximately eight times as many

points as their coarse counterparts, leading to runtimes that increase by a factor of
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eight. More importantly, because the adaptive methods use a tenth of the points,

they are approximately 10x faster. These results show that the overhead associated

Table 6.1: Comparison of average runtimes (per time-step) and number of grid points
for the single advecting vortex case on uniform and adaptive grids. Adaptive grid
size listed is calculated using the mesh at the end of the simulation.

n sec/time-step
Coarse Uniform 1.53× 104 0.0742

Medium Uniform 1.15× 105 0.534
Fine Uniform 8.93× 105 4.19

Non-dim Q (adaptive) 1.04× 105 0.319

with the AMR process is rather insignificant. To further ensure that the adaptive

timing results are unaffected if the regrid frequency is varied, a corresponding study

is carried out in Table 6.2. Indeed, even when the regrid operation occurs after each

Table 6.2: Effect of regrid rate on solution time, where σR signifies the number of
time-steps taken between regrid operations.

σR total sec/time-step GAMR sec/time-step
1 0.361 8.89× 10−3

5 0.327 1.89× 10−3

10 0.321 1.01× 10−3

15 0.316 6.54× 10−4

30 0.305 3.90× 10−4

∞ 0.279 —

time-step (σR = 1), the total runtime is only increased by 30%—suggesting that three

regrid operations are equivalent to a single flow solution step. Note that if a regrid

step occurred after time-step, rather than every 12, the overall simulation time would

have only increased by 13%.
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From this first case, three key conclusions are obtained. First, all adaptive meth-

ods properly capture the convection and dissipation of the traveling vortex. The con-

vective error is negligible, and the dissipative error is kept sufficiently low—only reduc-

ing the maximum velocity by about a percent. Second, the non-dimensional methods,

using a tval of unity, offer identical performance as compared to the optimally-tuned

vorticity-based approach. This demonstrates that the developed methods are appro-

priately non-dimensionalized, allowing them to maintain generality with a problem

independent threshold. Lastly, solutions generated by adaptive methods are compa-

rable to those created from uniformly fine refinement, but only use about 10% of the

total grid points. This points to the incredible efficiency of structured-based AMR.

6.1.2 Two Incompressible Lamb Vortices

This adaptive test leverages a unique property of co-rotating vortex pairs. Re-

searchers, like Meunier et al. [151,165], have studied the unsteady dynamics encoun-

tered in basic co-rotating vortex systems and have determined a simple analytical

solution [166]. When two largely incompressible vortices are separated by a distance

that is large compared to their core radius, the macro-scale inviscid dynamics of the

system dominate, which permits it to be modeled by a point-vortex approach. The

system can be idealized as having all vorticity located at the vortical centroids (akin

to a “center of mass”). When this occurs, vortices of equal strength Γ, which are

separated by a distance of b0, will rotate around each other at a constant angular

speed of Ω = Γ/(πb20).

For this case, two co-rotating vortices are placed at x1 = {5.513, 0} and x2 =

{−5.513, 0}, with strengths of Γ = 0.2 and core radii of 1.5. They are located in



CHAPTER 6. ADAPTIVE RESULTS 123

a computational domain with x ∈ [−25, 25] and y ∈ [−25, 25]. Three levels of

refinement are used on an isotropic grid, with hL0 = 1.0, hL1 = 0.5, and hL2 = 0.25.

Neumann boundary conditions are applied. Using 30,000 time-steps (4t = 0.1), the

system rotates a quarter period. Regridding occurs every 600 steps to enforce a CFLG

of unity.

Figure 6.3 shows snapshots of the λ2 method, using a tval of unity, controlling

the unsteady refinement for the counter-clockwise rotating pair at t = 13, 800 and

t = 30, 000. During the entire simulation, the cores are correctly identified and tracked

(a) t = 13, 800,≈ 1
8 of a period (b) t = 30, 000,≈ 1

4 of a period

Figure 6.3: Non-dimensional λ2 method (tval = 1.0) applied to co-rotating vortex
case visualized at approximately halfway through (left) and at the end (right) of the
simulation.

as they rotate about the center. The vorticity method, using tval = 2.79× 10−3, and

the other non-dimensional methods, using tval = 1.0, are also applied, but the results

are not provided because they are nearly identical.

Figure 6.4(a) compares the solutions at the end of the simulation. Similar to the
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single vortex case, a solution obtained on a uniformly refined mesh and the exact

solution are also plotted with the adaptive results. The velocity magnitudes reported

in Figure 6.4(a) are extracted along a line defined by x = 0, and since the flow-

field experiences rotational symmetry, only a single core is considered. The core

is extracted by measuring velocity along a vector which starts at the origin and

continues along x = 0, y > 0. It is apparent that the non-dimensional feature
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(b) Grid convergence study

Figure 6.4: The co-rotating vortex case at the end of the simulation. The non-
dimensional and vorticity methods used threshold values of 1.0 and 2.79 × 10−3,
respectively.

detection methods generate solutions that are comparable to the uniform-fine mesh

solution. Keep in mind that the observed difference is not largely due to dissipative

effects, but rather, the result of a small convective error. For the adaptive cases, the

rotation rate is slightly slower than the exact value, which causes the vortex cores to

not directly overlap with the 90◦ measurement line. Since the 2D measurement does

not accurately “sample” the maximum and minimum velocities within the core, the

convective error aliases as a diffusive error. Notice that this effect is lessened for the

tuned vorticity-based method, because it uses approximately 30% more points than
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the automated non-dimensional adaptive cases.

Figure 6.4(b) shows the results of a grid refinement study. The non-dimensional

Q method is selected to represent the non-dimensional schemes and is plotted against

the solution obtained on three uniformly refined grids using spacings of hL0, hL1, and

hL2. These results indicate that the coarse grid (hL0) provides inadequate resolution,

as the inner core region is smeared out. Additionally, although the hL1-grid is less dis-

sipative, it still reduces the maximum velocity magnitude by over 50%. Importantly,

the uniform-fine and adaptive grids both provide adequate resolution and produce

solutions that are comparable to the exact solution.

To compare runtime performance, the cases from the grid refinement study are

timed and catalogued in Table 6.3. Because the current problem size is comparable to

the advecting vortex case, the adaptive methods are again approximately ten times

faster than the uniform-fine grid computation. This reinforces the idea that simulation

runtimes linearly scale with the number of grid points.

Table 6.3: Comparison of average runtimes (per time-step) and number of grid points
for the co-rotating vortex case on uniform and adaptive grids. Adaptive grid size listed
is calculated using the mesh at the end of the simulation.

n sec/time-step
Coarse Uniform 2.43× 104 0.115

Medium Uniform 1.77× 105 0.760
Fine Uniform 1.37× 106 5.51

Non-dim Q (adaptive) 1.36× 105 0.538
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6.1.3 Three-Dimensional Ring Vortex

The potential flow solution for the ring vortex was originally calculated by Lamb [13],

which convects at a constant rate along the z-axis, given by1

wring =
Γ

2πd

(
ln

(
4d

a

)
− 1

4

)
, (6.2)

where d is the ring diameter and as before, a is the core radius and Γ represents

circulation strength. For this case, the ring vortex is placed at the origin, with a = 1.0,

d = 6.0, and Γ = 0.5. Neumann boundary conditions are applied to a domain with

x ∈ [−20, 20], y ∈ [−20, 20], and z =∈ [−20, 40]. Four levels of refinement are used

on an isotropic grid with, hL0 = 2, hL1 = 1, hL2 = 0.5, and hL3 = 0.25.

Figures 6.5(a) and 6.5(b) contain snapshots of the solution, along with the adap-

tive grid system, halfway through and at the end of the simulation. During the entire

simulation (tfinal = 515), the ring travels to z = 20, which corresponds to a distance

of about 10 vortex core lengths. With 4t = 0.1, 5,150 time-steps are required, and a

regrid operation occurs every 50 time-steps (CFLG ≈ 1).

Figure 6.6(a) compares performance, where the adaptive solutions (non-dimen-

sional and vorticity), the uniformly fine solution, and the exact solution are plotted.

The values represent velocity magnitudes along a line, normal to the x-y plane, that

passes through ring at x = 0.0 and y = 2.0. All adaptive methods perform similarly,

and do an excellent job of approximating the exact solution. Figure 6.6(b) plots the

adaptive solutions (non-dimensional Q used as a reference) alongside the cases using

uniform refinement. It is evident that the medium-coarse and medium-fine grids do

1Many types of ring-vortex solutions exist, and this represents the velocity for a Rankine vor-
tex [167].
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(a) t = 255 (b) t = 515

Figure 6.5: Modified-4 method (tval = 1.0) applied to 3D ring vortex case after
advancing to z = 9.9 (left) and z = 20 (right).
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(b) Grid convergence study

Figure 6.6: Comparison of methods for the integrated 3D ring vortex case at t = 515
(a distance of 10 vortex core lengths). tval = 1.0 for non-dimensional methods and
tval = 0.0585 for the vorticity method.

not provide enough resolution so severe dissipation, along with a moderate amount

of phase lag, is observed. The uniform-fine and adaptive cases produce solutions that

are similar, and introduce only a small amount of dissipation as compared to the exact
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solution. While the adaptive methods experience a minor phase lead, the uniform

fine case encounters a slight phase lag.

Finally, Table 6.4 tabulates the runtimes of the uniform and adaptive meshing

approaches. Since all non-dimensional adaptive methods are comparable in runtime,

non-dimensional Q is again used as a reference. With regard to the cases that use

uniform refinement, as expected, the finer meshes take eight times longer to run.

However, since the adaptive case uses about 40 times fewer points than the uniform

fine case, it is about 40 times faster. This dramatic speed-up emphasizes the potential

for AMR, especially when used in larger computational domains.

Table 6.4: Comparison of average runtimes (per time-step) and number of grid points
for the 3D ring vortex case on uniform and adaptive grids. Adaptive grid size listed
is calculated using the mesh at the end of the simulation.

n sec/time-step
Med-Coarse Uniform 1.07× 105 0.461
Med-Fine Uniform 8.34× 105 3.51

Fine Uniform 6.59× 106 27.3
Non-dim Q (adaptive) 1.87× 105 0.649

In summary, the non-dimensional methods accurately track the vortex with a fixed

threshold value of unity. This starkly contrasts the vorticity-based method which

requires careful threshold tuning for each case. The inherent problem of dimensional

schemes will only become more evident for the following practical NACA 0015 test

case.
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6.1.4 NACA 0015 Wing

For this case, the same run parameters from Section 3.3.4 are reused, but now the

feature-detection methods are allowed to drive the mesh adaption process. Specif-

ically, a regrid operation is performed every 100 iterations, and convergence is ob-

tained after about 150 adaption steps. However before applying the non-dimensional

schemes, Figure 6.7 highlights the difficulty of using dimensional vorticity to control

refinement. Specifically, three different values of 0.5, 1.0, and 1.5 illustrate how slight

(a) tval = 1.5 (b) tval = 1.0 (c) tval = 0.5

Figure 6.7: Isosurfaces of vorticity and the corresponding grid sytems at convergence
when using vorticity magnitude for the NACA 0015 wing.

perturbations can lead to drastically different tagged regions. The variability and

sensitivity of dimensional methods are now witnessed, as the determination of an

appropriate threshold value remains a trial-and-error process. Here, a threshold of

1.5 generates a fine-grid region that is almost nonexistent. The provided refinement

overly constrains the vortices, which only extend about a chord length back from the

trailing edge of the wing. When the threshold value is lowered to 1.0, the converged

grid reaches a distance of 11 chord lengths, but the vortical motion still breakdowns

prematurely. Only after the threshold is reduced to 0.5 is an optimal grid system
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achieved. Also recall that from the static validation study from Chapter 3, the “op-

timal” threshold was near 10−2. If such a threshold was used to drive refinement, an

unnecessarily larger fine grid region would have been added. Moreover, although an

optimal value has been identified for this particular case, if any test parameters were

to be varied, e.g., freestream velocity or angle of attack, this iterative process would

have to be repeated.

In contrast to vorticity, Figure 6.8 demonstrates that the non-dimensional methods

correctly tag the vortex without any additional effort. A threshold value of unity is

reapplied, and again, the non-dimensional methods identify the entire trailing vortex

system. These methods instruct the AMR process to correctly furnish the proper

level of refinement in the vortex-dominated regions. Even though all methods have

correctly captured the vortex system, it is apparent that the Modified-4 method tags

a substantial portion of the wake. While all of the other adaptive methods use about

7.3 million off-body points, the Modified-4 method requires twice as many, which

suggests that it cannot dissociate between the respective small and large structures of

the wake and trailing tip regions. Therefore, the Modified-4method is a less desirable

candidate for the employed local normalization. Although the noise threshold, which

can be used to reduce its sensitivity to the wake region, can be tuned for this particular

case, doing so is counterproductive to achieving the overall goal of automation.

The increased sensitivity, to which all of the non-dimensional methods offer, is

evident when considering partially converged solutions during the simulation pro-

cess. Figure 6.9 shows the results from the early stages of the simulation for the

optimal vorticity-based and the non-dimensional Q methods. Although the trailing

vortices extend to lengths that are similar, the meshes produced by the two methods
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(a) Non-dim Q Method, tval = 1 (b) Non-dim λ2 Method, tval = 1

(c) Non-dim Modified-4 Method, tval = 1 (d) Non-dim S-Ω Corr. Method, tval = 1

Figure 6.8: Isosurfaces of vorticity and the corresponding grid system at convergence
when using non-dimensional methods for the NACA 0015 wing.

are dramatically different. For the vorticity method using tval = 0.5, refinement is

constrained to the vicinity of the ‖ω‖ = 0.5 isosurface. On the other hand, the non-

dimensional Q method picks up more subtle levels of rotational flow and has already

tagged the entire vortex path downstream of the trailing edge. This result provides

a larger fine mesh region that helps to better preserve the vortical breakdown at the
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(a) Vorticity, tval = 0.5 (b) Non-dimensional Q, tval = 1.0

Figure 6.9: Isosurfaces of vorticity and the corresponding grid systems for a partially
converged NACA 0015 solution when using dimensional and non-dimensional schemes.

end of the isosurface. This property is of even greater importance for unsteady prob-

lems because if features are exposed to overly coarse grid regions, they are likely to

experience intense dissipation and will therefore be irrecoverable.

Figure 6.9 also sheds light on yet another advantage of the non-dimensional ap-

proach, as it tags a region which is proportional to the size of the vortical feature.

Although the particular vorticity isosurface appears to show no vorticity near the

end of the domain, a weaker trailing vortex system, which is present from the initial

flow solution computed with geometry-based refinement, is properly identified by the

non-dimensional schemes. Specifically, smaller vortices which are well resolved are

refined in a compact fashion, while the highly dissipated vortices in coarse grid re-

gions are tagged over a commensurately larger area. This reinforces the idea that the

non-dimensional methods are automatically capable of readjusting the tagged region

to appropriately capture vortices of any size.
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To quantify how effective the different methods are at preserving vorticity, z-

velocities (normalized by freestream) are extracted and measured through the vortex

core, at one and six chord lengths downstream, to coincide with experimental data.

The 2D line plots are created by a spanwise sampling through the vortex core, as in-

dicated by Figure 6.10. Figure 6.11 compares adaptive results with the experimental

Figure 6.10: Vorticity is extracted at two downstream locations by a spanwise mea-
surement of normalized z-velocity which passes through the core.

data [154] at these locations. All non-dimensional methods create meshes that generate

nearly identical solutions, so the non-dimensional Q method is used as reference. Most

importantly, it fares as well as the optimally-tuned vorticity method, as their solutions

overlap. Furthermore, it is clearly obvious that the non-adaptive case is extremely

dissipative. In addition, by comparing the measurements at 1 and 6 chords down-

stream, it is seen that all adaptive methods provide relatively low dissipation—only

introducing a 13% reduction over 5 chord lengths. This matches the 13% dissipation
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Figure 6.11: Normalized swirl velocities for solutions with and without using adaption.
Experimental results provided for reference comparison.

as found by experiment, which again verifies the efficacy of feature-based refinement.

Unfortunately, Figure 6.11 also shows a significant attenuation of the maximum

velocity, as compared to the experimental result. To help determine the root cause

of the excessive vorticity dissipation, attention is focused on the initial near-body

unstructured grid, from where the vortex originates. Figure 6.12 shows z-velocities at

several downstream locations. Near-body solutions are shown at the trailing edge and

0.15 chord lengths behind it. In addition, to represent off-body strength, a velocity

measurement at one chord length downstream is also included. Note a horizontal

offset has been applied so that the vortex centroid is in the same location for all three

measurements, which is needed because of the inward core-shift after the vortices

depart the trailing edge.

As the trailing vortex moves 0.15 chords downstream from the trailing edge, more

than a quarter of its initial maximum velocity is lost. This is significantly larger

than the drop between the 0.15c and 1.0c stations which implies that the near-body
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the vortex core.

(b) Location of three velocity measurements
made at x = 0.0c, 0.15c, and 1.0c. Isosurface
drawn at ‖ω‖ = 0.5.

Figure 6.12: Close inspection of the vortex in the near- and off-body grids demon-
strates the strongly dissipative near-body region. Normalized swirl-velocities are sam-
pled at two near-body grid stations (x = 0.0c, 0.15c) and an off-body grid station
(x = 1.0c).

grid may be contributing to the experimental discrepancy. Note that the induced

dissipation is less severe for the minimum velocity, but the corresponding peak is

still significantly under-predicted, as compared to experiment. Importantly however,

note that the vortices only experience a moderate amount of dissipation once they

enter the off-body region. Such a result underscores the utility of the off-body grids

coupled with a higher-order solver, as it is extremely less dissipative than the near-

body unstructured region.

In an effort to understand the role that near- and off-body resolution plays in the

far-field dissipation of vortical features, several grid tests are now performed. Since

the dual-mesh system is not only defined by the two grid types, but the distance at

which the near-body extends into the far-field, three different numerical experiments

are conducted. In the first, the near-body grid is replaced with another that offers
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significantly more tip refinement. Next, the off-body resolution is increased to five

levels, where a refined L4 mesh surrounds the wing and any identified features. For the

last grid study, the overlap region is adjusted so that the near-body grid is trimmed

inward, allowing the trailing vortex a shorter distance to travel before it reaches the

off-body grid. For all the following studies, the non-dimensional Q method is used to

drive the off-body adaption process.

Near-Body Grid Resolution Study

Since the original near-body mesh (Figure 6.13(b)) was found to be overly dissipative,

a “tip-refined” mesh (Figure 6.13(b)), which has a higher concentration of points at

the wing tips, is used. Note that the tip-refined mesh is not generated by adding

(a) Original mesh (nnodes = 4.4× 106) (b) Tip-Refined mesh (nnodes = 3.1× 106)

Figure 6.13: Identical y-cut planes at the wing tips to juxtapose the regions of added
refinement for the two different unstructured grids.

resolution to the original mesh, as indicated by its reduced nodal count, but was

created anew. Surprisingly, Figure 6.14 suggests that the overall dissipation reported

in the off-body is roughly equivalent when using either near-body mesh. This indicates

that a finer near-body mesh cannot singlehandedly improve vortex accuracy in the

far-field. For that reason, the effects of increasing off-body resolution are investigated
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(b) Six chords downstream

Figure 6.14: A comparison of normalized z-velocity recorded at one and six chords
downstream for the original and tip-refined meshes.

next.

Off-Body Grid Resolution Study

The original off-body grid system, shown previously in Figure 3.12, is refined so

that the unstructured mesh is now surrounded by an L4 mesh. Since each refined

level halves the grid spacing of its coarse equivalent, hL4 = 0.0125c. To be clear,

not only is the geometry-based refinement increased, but any feature identified in

the off-body will also receive similar resolution. Figure 6.15 compares the effect on

vortex preservation for both the original and tip-refined meshes at six chord lengths

downstream. While a notable increase of velocity is witnessed for both cases, the

improvement shown by the tip-refined mesh (31%) is about twice as large as found

for the original mesh (17%). Therefore, only after adding refinement in the off-body

domain, are the benefits of proper near-body resolution witnessed. The coupled

effects between the near- and off-body grids are not surprising, as the key to vortex
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(b) Tip-Refined Mesh

Figure 6.15: Normalized z-velocity at six chords downstream for the original and
tip-refined meshes, when using an additional level of off-body refinement. For the
original mesh, the maximum value is increased by 17%, and is increased by 31% for
the tip-refined mesh.

preservation relies upon the adequate resolution of both. However, since the off-body

solver is more efficient and accurate, due to the structured grids with fifth-order

accurate spatial discretizations, it is desirable to have the vortex enter the off-body

grid system as soon as possible. Therefore, as a final grid study, the near-body grid

is trimmed inward.

Near-Body Cut Distance Study

The cut distance refers to the minimum length at which the unstructured mesh is

trimmed inward toward the wing. Figure 6.16 illustrates cut distances of 0.25c and

0.1c for the original mesh when using five levels of off-body refinement. Since the

off-body mesh is automatically generated, it now fills the displaced unstructured grid

with Cartesian cells. Figure 6.17 shows the effect of trimming the original and tip-

refined meshes by considering vortical strengths at six chord lengths downstream. For
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(a) Cut distance of 0.25c (near-body nnodes =
4.4× 106)

(b) Cut distance at 0.1c (near-body nnodes =
4.2× 106)

Figure 6.16: A side-by-side comparison of the two near-body grid cut distances used,
shown on the original NACA unstructured mesh with five levels of off-body refine-
ment.
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(b) Tip-refined mesh

Figure 6.17: The effects of trimming the different near-body grids, from a quarter- to
a tenth-chord, on the trailing vortex at six chord lengths back. Five levels of off-body
resolution is employed in both cases.

the original mesh, a smaller near-body grid results in a 14% improvement. However,

when the tip-refined mesh is trimmed, no notable difference is observed. Interestingly,

the previous tip-refined peak strengths now match those obtained after the original

mesh is trimmed.

These three grid-based studies confirm that, to effectively reduce the dissipation
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of vortical structures in the far-field, improved near-body resolution can help, but

only if the resolution is comparable to the off-body. The off-body grid can accurately

convect vortices over long distances, but the near-body grid must be of adequate

resolution to provide proper generation and minimal initial dissipation. Furthermore,

as demonstrated by reducing the size of the original mesh, for unstructured grids that

are too coarse, trimming the mesh can help alleviate the effects of near-field numerical

dissipation.

6.1.5 Tilt Rotor Acoustic Model (TRAM)

The Tilt Rotor Acoustic Model (TRAM) is a quarter-scale model of the Bell/Boeing

V-22 Osprey tiltrotor aircraft right-hand 3-bladed rotor. The isolated TRAM rotor

was tested in the Duits-Nederlandse Windtunnel Large Low-speed Facility (DNW-

LLF) in the spring of 1998. Aerodynamic pressures, thrust and power, were measured

along with structural loads and aeroacoustics data. Wake geometry, and in partic-

ular the locations of tip vortices, was not recorded. Further details on the TRAM

experiment and extensive CFD validations with Overflow can be found in the paper

by Potsdam and Strawn [2].

Run parameters of Mtip = 0.625, Retip = 2.1× 106, and a collective (pitch angle)

of 14o are used. A non-inertial reference frame is employed, such that the rotor stays

fixed within a rotational freestream set with moving grid source terms. Although

the freestream Mach number is low, the speed of the flow relative to the blade is

high due to the rotational terms, so low-Mach preconditioning is not applied. The

TRAM surface geometry contains three blades and a center-body hub. The near-body

volume mesh has 2.8 million nodes, and extends approximately three chord lengths
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from the blade surface. The maximum number of off-body levels is seven, and the

grid resolution is about a tenth of the rotor’s tip-chord. The unstructured grid, as it

is subset within the Cartesian grid system using geometry-based refinement, is given

in Figure 6.18.

(a) Far-View (b) Close-View

Figure 6.18: The 2.8 million node TRAM near-body unstructured grid with the initial
off-body Cartesian grid system that employs geometry-based adaption.

The original computational test, which used off-body adaption that was controlled

by vorticity, was conducted by Wissink [168] et al. Since the convective scales exhib-

ited by this case are significantly weaker and span a smaller range than the previous

NACA 0015 case, such a case certainly required a highly-tuned threshold. While

an iterative procedure, as previously completed for the NACA 0015 case, could be

repeated, a similar conclusion would have reached—dimensional schemes are extraor-

dinarily cumbersome when used to drive refinement. Acknowledging this fact, Fig-

ure 6.19 demonstrates that the non-dimensional Q marks the appropriate regions for

refinement with a threshold of unity. Note this result is presented alongside a case

without adaption to highlight the advantages of off-body refinement. The figures rep-

resent identical snapshots of the solution after about 15,000 steady iterations. For the
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(a) Geometry-based adaption (b) Solution-based adaption

Figure 6.19: TRAM solutions generated with and without solution-based adaption
when the non-dimensional Q method is used to guide the AMR process. A y = 0
plane depicts the off-body grid, and the isosurfaces shown represent equivalent values
of Q, which are colored by vorticity magnitude.

adaptive case, a refinement step occurs every 100 iterations, and force convergence is

reached after about 150 regrid operations.

The increased wake fidelity obtained from solution-based adaption is immediately

apparent. Without additional refinement, the trailing vortices experience strong dis-

sipation and only remain coherent for only about a sixth of a revolution. In contrast,

the adapted case better preserves the vortical structures, thereby allowing them to

persist for several blade revolutions. As a minor note, a start-up vortex can be seen

leaving the bottom of the figure for the case with adaption. This is a semi-physical

artifact and occurs during the initialization of the simulation from the strong vorticity

that is generated off the blade tips due to the quick “ramping up” of the rotor to

its prescribed operating condition. Note that if the simulation was continued, this

feature would eventually exit the domain.
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Table 6.5 offers a quantitative comparison of the rotor thrust and torque coeffi-

cients (CT , CQ), and the figures of merit (FM = C
3/2
T /CQ

√
2) obtained from exper-

iment and by simulation. While both CT and CQ predictions are marginally better

Table 6.5: Experimental and computed rotor thrust and torque coefficients (CT , CQ),
figures of merit (FM), and the associated error with and without solution-based
adaption in the off-body mesh.

CT CQ FM FMerror

Experiment 0.0149 0.00165 0.779 –
No Adaption 0.0147 0.00179 0.702 9.9%

With Adaption 0.0150 0.00177 0.737 5.4%

when using adaption, the figure of merit, which measures the rotor’s overall efficiency

and is often used by rotorcraft CFD to estimate overall solution accuracy, is seen

to benefit from the highly resolved wake. However, while this has lead to an im-

proved prediction, five percent error is certainly nontrivial. Therefore, similar to the

NACA 0015 case, the effects of additional near-body resolution are considered next.

Near-Body Grid Resolution Study

Since the NACA 0015 near-body grid studies demonstrated that both additional reso-

lution and smaller cut distances can help reduce vortical dissipation, both techniques

are now employed, as shown by Figure 6.20. The new mesh contains about 3 times as

many points (9.1 million) and is trimmed back by a chord length. Note that although

the average cell size has been decreased throughout the mesh, refinement has specifi-

cally targeted the blade tip region, and an area located just below and inboard of it.

Tip resolution is required for accurate generation and convection, and the underside
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(a) Far-View (b) Close-View

Figure 6.20: The 9.1 million node refined TRAM near-body unstructured grid with
the initial off-body Cartesian grid system using geometry-based adaption.

refinement is required for accurate blade-vortex interactions, as the blades, and con-

sequently the near-body grids, strike and introduce significant dissipation upon the

vortex core generated by the forward blade.

Figure 6.21 illustrates the new wakes when geometry- and solution-based adaption

is applied and the finer mesh is used. More pronounced than before, the vortex sys-

tem for the unadapted case is severely dissipated. Since the near-body mesh has been

trimmed close to the blade, the tip vortices enter the coarse off-body grids earlier,

leading to faster dissipation. Thus, reducing the size of the near-body mesh places

additional importance on off-body refinement. Also, a comparison of the adaptive

results to those generated by the coarse near-body mesh reveals similar wake struc-

tures. Specifically, the vortex systems, whose isosurfaces are defined with identical

values of (dimensional) Q, show little difference among core size and location. How-

ever, the isosurfaces, which are colored by vorticity magnitude, show that using the

finer near-body grid preserves a stronger vortex system. Figure 6.22 offers additional

insight regarding this improved near-body resolution of the cores, as the contour plots
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(a) Geometry-based adaption (b) Solution-based adaption

Figure 6.21: TRAM wakes generated with and without solution adaption when the
refined near-body mesh is used. A y = 0 plane depicts the off-body grid, and the
isosurfaces, drawn from constant values of Q, are colored by vorticity magnitude.

(a) Coarse near-body mesh (b) Fine near-body mesh

Figure 6.22: Contour plots of wake vorticity generated by the coarse and fine near-
body meshes for the TRAM case demonstrate that similar to blade-vortex interac-
tions, which can alter the structure of the vortex, coarser near-body grid grids can
work to add severe dissipation.
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of vorticity for the coarse and fine near-body meshes are drastically different. The

coarse mesh is excessively dissipative, while compact and strong vortical structures

exist both in the near- and off-body grids when using the finer unstructured grid.

An additional advantage of having more coherent and compact vortical motion exit

the near-body grid is that the feature-detection is able to provide a better localization

of refinement. Figure 6.23 compares identical cutting planes of the off-body grids

generated when using the coarse and fine near-body meshes, which have been removed

to call attention to the off-body refinement. For the coarse near-body mesh, the

(a) Results using the coarse grid (b) Results using the fine grid

Figure 6.23: The resulting adaptive off-body grids when using coarser/finer near-body
resolution. Depending on the amount of dissipation added by the near-body grids
(leading to an expansion of the core), the tagged regions remain commensurate with
the vortical size. Note the near-body meshes have been removed to help illustrate
off-body behavior.

majority of the wake region is refined, while the finer near-body mesh appears to

specifically target the trailing tip cores. This is because, similar to the NACA 0015

case, the applied normalization identifies features depending on their characteristic
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lengths. Larger vortices are tagged over a commensurately wider region, and the

converse holds true for more compact features. Although Figure 6.23 appears to

show vortices of equal width, they are, but only when plotted using identical contour

colors. If the levels were to be reduced, the vortices generated by the coarse off-

body grid would appear to be significantly larger. Additionally, it should be noted

that the “tagged” region by the non-dimensional Q method is smaller than what is

portrayed, but due to SAMARC’s added buffer region, and its agglomeration operations,

the fine mesh regions are extended outward. Similar behavior can also be observed

using a vorticity magnitude approach that has been appropriately tuned to detect

the relatively lower values of vorticity. Ultimately, while it will later be shown that

the Richardson estimator is able to properly adjust resolution, here, it is verified that

the feature-detection provides an automated way of determining regions that need to

receive some amount of refinement.

Finally, Table 6.6 compares the solutions with and without adaption when the

coarse and fine near-body meshes are used. By specifically considering FM values,

Table 6.6: Experimental and computed rotor thrust and torque coefficients (CT , CQ),
figures of merit (FM), and the associated error when considering coarse and fine
near-body grids that either use geometry- or solution-based refinement.

CT CQ FM FMerror

Experiment 0.0149 0.00165 0.779 –
Geometry Adaption (Coarse NB) 0.0147 0.00179 0.702 9.9%
Geometry Adaption (Fine NB) 0.0147 0.00172 0.736 5.5%
Solution Adaption (Coarse NB) 0.0150 0.00177 0.737 5.4%
Solution Adaption (Fine NB) 0.0151 0.00171 0.771 1.0%

several key conclusions are reached. First, for the cases without adaption, the fine

mesh significantly outperforms the coarse mesh result, as expected. Second, the
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performance obtained for the unadapted fine mesh is almost identical to that of the

adapted coarse mesh. Considering the similar wake profiles generated by both cases,

this suggests that to achieve accurate performance metrics, poor near-body meshes

can severely limit the effectiveness of off-body refinement. Additionally, it can also be

argued that such metrics are heavily dependent upon near-field refinement. Lastly,

although near-body resolution is important, it is only when a high level of near-

body refinement is combined with off-body refinement that the FM error is driven

down to 1%. Note that in the following section, wherein the Richardson estimator

is coupled with the feature detection to properly control the local mesh resolution,

the metrics obtained from the case using solution adaption with the coarse near-body

grid (line four of Table 6.6) will be used as a benchmark against which to evaluate

the error-adaptive cases.

As a final remark, it should be noted that the tabulated data found here when

using a locally-normalized feature detection algorithm is identical to the results ob-

tained when using optimal vorticity-based refinement [169]. This again reinforces the

effectiveness and the automation that these non-dimensional feature detection detec-

tion schemes offer.

6.2 Coupled Feature/Error-Driven Adaption

In the first half of this chapter, it was demonstrated that a feature-driven approach

could effectively and accurately control AMR for vortex-dominated flows. In addition,

the non-dimensional schemes exhibited identical behavior as compared to “optimally

tuned” dimensional schemes, but maintained a high-level of automation through an

applied normalization. This allowed thresholds of unity to work well for a variety of
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problems which contained different strengths and types of vortical motion. Although

the tests proved to be successful, in all cases, a prescribed maximum level of refinement

was applied where necessary. The lack of an error estimate prevented any reasonable

manner of locally adjusting mesh resolution. Therefore, in this section, error-adaptive

control is applied via the Richardson estimator. Specifically, the advecting vortex,

the NACA 0015 wing, and the TRAM rotor are reconsidered to demonstrate that

three key objectives have been attained. First, it will provide proof that the coupled

strategy has been successfully implemented within the Helios code. Second, it will

confirm that the adaptive grid system can be automatically controlled, to suit varying

levels of fidelity. Third, it will show that the proposed feature-error strategy does, in

fact, present an appropriate and efficient manner of controlling mesh refinement for

unsteady vortex-dominated flows. Note that in all of the following cases, features will

be identified by the non-dimensional Q method.

6.2.1 Advecting Vortex

To understand the impact of different error tolerances for a time-dependent solution,

three different values of 10−2, 10−3, and 10−4 are applied to the exact same initial

condition. Figure 6.24(a) represents the starting vortex on six levels of refinement,

where the grid spacing is hL = {4
3
, 2
3
, 1
3
, 1
6
, 1
12
, 1
24
}. The diameter of the vortex is about

3, so the coarsest and finest grids contain about 1 and 72 points across the core,

respectively.

For the simulation, the vortex is placed at the origin of a domain defined by

x ∈ [−20, 20] and y ∈ [−20, 20]. The vortex convects rightward (+x) at Mach = 0.1

for a distance of 15 core widths, with periodic boundary conditions used in x, and
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(a) Initial Solution. Note: L1 and L0 surround the L2 grid system,
but cannot be seen.

(b) Final Solution, etol = 10−2 (c) Final Solution, etol = 10−3 (d) Final Solution, etol = 10−4

Figure 6.24: The initial vortex solution is created on six refinement levels, and the
error estimator is allowed to add or remove resolution if and when required during
each adaption step. Note, the non-dimensional Q method is used to determine regions
for refinement.

Neumann conditions in y. For a single period, t = 300, and by enforcing a CFL of

1.0 on the finest level, 4t = 1.38× 10−2. For all cases, a fixed regrid period of once

every thirty time-steps is employed. Therefore, during the entire 32,400 time-steps,

1,080 regrid operations are performed. This frequency ensures CFLG ≈ 1 on the
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finest mesh, i.e., the mesh is adapted before the vortex is able to enter and exit an L5

cell, even if this level is removed by the Richardson estimator during the simulation.

Additionally, the maximum number of mesh levels is restricted from exceeding six

(L5). This restriction has mainly been imposed because ARC3DC is an explicit solver,

so reducing the finest grid spacing would require a prohibitively small time-step.

Figures 6.24(b) through 6.24(d) contain snapshots of the final solutions after ap-

plying the three different error tolerances. Although each convects for an equal dis-

tance, the amount of dissipation each encounters varies significantly. For the highest

tolerance of 10−2, the vortex experiences about a 65% loss of strength. When the

tolerance is lowered to 10−3, the dissipation has substantially reduced, and the so-

lution retains 80% of the starting maximum vorticity. This is a direct result of the

additional level of refinement which has been furnished. Finally, when etol is further

lowered to 10−4, the computed maximum vorticity has only dropped by 4% due to

the three additional levels of supplied refinement. It should be noted that the discon-

tinuous contour lines do not represent the actual computed solution, but are present

because the visualization software encounters difficultly when computing vorticity on

a multi-block grid.

To compare the time-history behavior, a (normalized) measure of the actual solu-

tion error, defined as the difference between the maximum values of vorticity from the

computed and exact solutions, is plotted for the three cases in Figure 6.25. A value of

zero represents a perfect correlation to the exact solution, and a value of one suggests

that all vorticity has been wiped out. Beginning with the smallest tolerance, a value

of 10−4 results in low error levels that grow logarithmically. Next, for etol = 10−3,

larger, but generally tolerable, error growth is reported. The curve appears to be
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Figure 6.25: Maximum (L∞) error in vorticity with respect to the distance travelled
by the vortex on an adaptive grid system that is controlled by the coupled feature-
error approach for various error tolerances.

nearly linear, suggesting that the error would steadily rise if the vortex was allowed

to further advect. Finally, when the tolerance is raised to 10−2, significantly higher

error occurs. This is due to the early and rapid coarsening of the mesh, which removed

four of the finest mesh levels. The spike demonstrates how important maintaining

sufficient resolution is to vortex preservation. It is, however, interesting to note that

after the initial loss of 30%, the error rate lessens and gradually reaches an upper

limit of about 70%. This points to the fact that the dissipation, which is stronger for

under-resolved vortices and acts to enlarge the core size, wanes as the mesh begins to

provide adequate resolution. Once this occurs, further core expansion, and therefore

solution error, will grow at a much slower rate.

Table 6.7 compares the number of grid points required by each case, and the error

at the end of the simulation. Considering the relationship between the nodal count

and the corresponding relative error, the trend is quite non-linear. Reducing the error
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Table 6.7: The number of required grid points, and the final reported error, when
using various error tolerances to control grid resolution for the advecting vortex.

etol Finest Level # of Nodes Final Error
10−2 L1 1.2× 105 67%
10−3 L2 1.7× 105 20%
10−4 L5 4.5× 106 4%

tolerance from 10−2 to 10−3, requires 40% more nodes, and decreases error by a factor

of 3.5. Further reducing the tolerance to 10−4 provides diminishing returns, as the

relative error decreases by a factor of five, but requires 2500% more nodes. While

the level of acceptable solution fidelity is dependent upon the particular application,

as demonstrated when using etol = 10−3, optimal ranges are likely to exist which can

offer substantial reductions in solution error at relatively marginal costs. As reported

in Chapter 1, for a fifth-order accurate scheme, about ten points, which corresponds

to an error level of about 10−3 (as demonstrated in Chapter 4), provides suitable

resolution. However, it is expected that these “optimal” efficiency ranges will vary

depending upon the order-of-accuracy of the applied spatial discretization.

6.2.2 NACA 0015 Wing

For this case, the “original” NACA 0015 near-body mesh, with a quarter-chord cut

distance, and a maximum off-body refinement of five levels (4x = 0.0125c) is con-

sidered. Grid resolution is controlled by three error tolerances of 1× 10−2, 5× 10−3,

1× 10−3. Figure 6.26 contains the results, where again, the trend of lower tolerances

leads to more accurate vortex convection. To provide a complete comparison, a so-

lution obtained without using error adaptive control, is plotted alongside the other

three cases.
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(a) No error control (feature-only refinement) (b) etol = 1× 10−2

(c) etol = 5× 10−3 (d) etol = 1× 10−3

Figure 6.26: Adaptive grids and isosurfaces of vorticity magnitude for the NACA 0015
case. Three different error tolerances are used to control grid resolution in regions
where features have been detected by the non-dimensional Q method. For reference,
(a) does not use any error-adaptive control, but simply adds maximum resolution to
found features.

When etol = 1 × 10−2, the vortex travels about three chord lengths downstream,

and is seen to disappear as it enters a region of coarser resolution. Note that although

a considerable portion of the downstream region has been coarsened, L1 refinement
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extends to the end of the domain. While the error in this region may be sufficiently

low, as Chapter 5 alluded to, a small drawback of the Richardson estimator is that it

cannot prevent the construction of L1 grids, as the baseline L0 does not have a coarser

parent mesh required for the error computation. However, assuming the worst-case

scenario, wherein the entire added L1 region is unnecessary, it only comprises about

5% of the total grid point count. Moreover, this minor overhead will be typically less

for rotorcraft problems, like the TRAM case, which use a greater number of off-body

refinement levels.

For the tolerance of 5 × 10−3, the trailing vortices extend to about eleven chord

lengths downstream. Additionally, a small region of asymmetrical refinement has

been supplied to one of the cores after the breakdown of the vortex. It appears that

when the vortex begins to lose its compact structure, a significant amount of solution

error is created from the flow disturbances that arise. It is thought that this behavior

may have occurred from an asymmetrical near-body mesh, which was not generated

from a mirrored half-span, but rather, a complete full-span.

When the threshold is further reduced to 1×10−3, an isosurface, which is identical

to the case without error adaption, is created. The vortices now reach the end of the

computational domain—a length of about 19 chords downstream from the trailing

edge. Although the vortices convect across the entire domain, if it were extended,

there would undoubtedly be some distance in which the vorticity would be damped out

when using an etol of 10−3. While the tolerance must be tailored to suit a particular

engineering application, it is important to note that the Richardson estimator provides

the ability to achieve such solution accuracy.

Next, the differences between the various adaptive grids generated when using
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error-adaptive control is examined in Figure 6.27, which provides a close-up of the off-

body refinement just behind the wing tip. Although the various kinds of refinement

provided by SAMARC were discussed in Chapter 5, these figures help illustrate how

geometry- and solution-based refinement can combine to form the off-body mesh.

Here, geometry refinement supplies the fixed Cartesian mesh, which encompasses the

unstructured near-body grid, and the solution-based adaption process controls the

trailing vortex refinement. For example, an error tolerance of 1×10−2 stops the finest

grid level after a relatively short distance. Thereafter, the coarser meshes are seen to

gradually telescope out from the finest grid. It is thought that this occurs because as

the vortex begins to dissipate, the coarser underlying meshes are able to better resolve

the vortex. When this happens, the reduced relative error between the fine and coarse

meshes, which is computed by Richardson and controls refinement, is lessened and

the finer resolution is removed. Similar behavior is seen when etol = 5×10−3, but the

region of the finest mesh has grown considerably. However, the telescoping effect is

less severe, as the L3 meshes extend far downstream. The fact that the Richardson

estimator makes significant use of a coarser mesh clearly demonstrates that it is able

to locally adjust resolution so that an appropriate level of fidelity is reached.

This NACA 0015 error investigation is concluded with a quantitative comparison,

where the error-adaptive solutions are compared to the previous case where no error

control was used (feature-only refinement), in Table 6.8. The feature-only case repre-

sents the benchmark for accuracy, but is the least optimal with regard to the number

of grid points. The comparison is made by computing the error at the first, sixth, and

twelfth downstream chordal stations, and the error represents a normalized difference

between the maximum swirling velocities of the benchmark and error-adaptive cases.
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(a) No error control (feature-only refinement) (b) etol = 1× 10−2

(c) etol = 5× 10−3 (d) etol = 1× 10−3

Figure 6.27: A close-up of the generated off-body adaptive grid systems near the
tip of the NACA 0015 wing. Note that the near-body grids are hidden. Again, for
reference, (a) does not use any error-adaptive control, but simply adds maximum
resolution to found features.
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Table 6.8: Different error tolerances can be used to adjust solution fidelity, as demon-
strated by considering the NACA 0015 case where various values have been applied.
The percentages represent an under-prediction (dissipation) as compared to the com-
parable solution obtained without using error-adaptive control, where identified fea-
tures received maximum refinement. A value of zero represents perfect correlation,
and 100% suggests that all vortical motion has been removed.

Error at 1c Error at 6c Error at 12c # Nodes
No error control — — — 21.3× 106

etol = 1× 10−2 3% 57% 68% 12.1× 106

etol = 5× 10−3 0% 13% 38% 13.5× 106

etol = 1× 10−3 0% 0% 0% 19.8× 106

As expected, the largest error tolerance of 1× 10−2 generates a solution that is least

accurate. While only 3% error occurs at one chord, it jumps to 57% at six chords.

Note that after continuing an additional six chords downstream, the error rises, but

at a much less severe rate. This initially sharp increase in error, due to the severe

under-resolution of the vortex cores, which is followed by a moderate amount of dissi-

pation, is quite similar to the trend observed for the advecting vortex. Next, when the

threshold is reduced to 5× 10−3, the error levels are significantly attenuated. While

there is no computable difference at one chord, the sixth and twelfth chordal locations

report errors of 13% and 38%, respectively. This is quite impressive when considering

that this adaptive mesh required 30% fewer points, as compared to the feature-only

approach. Finally, when the tolerance is dropped to 1 × 10−3, no solution error is

observed, even for a mesh that contains about 10% fewer points. These three cases

confirm that more accurate solutions can be generated through a simple adjustment

of the tolerance. Importantly, the Richardson estimator presents an automated and

effective way of controlling the dynamic AMR process.

Equally important to the AMR strategy is how the coupled feature-error approach
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prevents refinement in regions that do not contain pertinent features. By only allowing

the estimator to refine where features are found, and not simply to regions with high

error, the current approach avoids refinement of the turbulent wake. Figure 6.28

illustrates this idea of feature-directed refinement.

Figure 6.28: A cutting plane of the adaptive mesh containing a contour plot of error,
which is located about half a chord downstream from the trailing edge, confirms that
high error exists in both the wake and vortex. However, a feature-directed approach
prevents refinement of the wake.

6.2.3 Tilt Rotor Acoustic Model (TRAM)

For the final complementary study, the Richardson estimator is allowed to control

refinement for the coarse TRAM near-body mesh, where a maximum of seven levels

(4x = 0.1c) in the off-body domain is reused. Three different error tolerances of

1×10−3, 5×10−4, and 1×10−4 are tested, and the solutions are provided in Figure 6.29.

As before, a case without error-adaptive control is offered to provide a thorough

comparison. It is clearly apparent that lower error tolerances lead to higher-fidelity

wake profiles. For the highest error tolerance of 1 × 10−3, the vortex cores extend
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(a) No error control (feature-only refinement) (b) etol = 1× 10−3

(c) etol = 5× 10−4 (d) etol = 1× 10−4

Figure 6.29: Wake solutions, shown by isosurfaces of dimensional Q, and colored by
vorticity magnitude, for the V-22 TRAM case when different error tolerances are
used to drive off-body refinement. Note, the non-dimensional Q method is used to
determine regions for refinement. For reference, (a) does not use any error-adaptive
control, but simply adds maximum resolution to found features.

for about half a revolution. Lowering the tolerance to 5 × 10−4 results in additional

refinement of the cores, and allows them to remain coherent for about a full revolution.

Further reducing the tolerance to 1 × 10−4 generates a wake that is quite similar to
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the solution obtained without using error-adaptive control. These results demonstrate

that the Richardson estimator can effectively control resolution for rotorcraft wakes.

And, as previously witnessed for the vortex and NACA cases, the error tolerance may

be set to obtain a particular level of solution fidelity.

Figure 6.30 shows cutting planes which demonstrate the corresponding adaptive

grids for the error tolerances tested. The error-adaptive results are able to signifi-

cantly remove the ubiquitously fine refinement which is supplied when not using error

control. The two largest tolerances of 1×10−3 and 5×10−4 appear to produce meshes

that are rather similar. While the nodal counts are roughly equivalent, the regions

of refinement are dissimilar, as previously made evident by the visibly different wake

profiles. However, when the tolerance is reduced to 1 × 10−4, the targeting of, and

hence refinement for, the trailing vortices is clearly observed. Similar to the NACA

case, moving further away from the body results in a smooth reduction of refinement.

Performance metrics and off-body grid point counts for all cases are found in

Table 6.9. For reference, the prior case which only used geometry-based refinement

required 3.7 million points and had an error of 4.8%. Hence, it is rather remarkable

Table 6.9: Different error tolerances can be used to adjust solution fidelity, as demon-
strated by considering the TRAM case where various values have been applied. The
percentages listed for FMdiff represent an under-prediction as compared to the com-
parable solution obtained without using error-adaptive control, where identified fea-
tures received maximum refinement. A value of zero represents perfect correlation.

CT CQ FM FMdiff # Nodes
No error control 0.01504 0.001771 0.737 – 38.5× 106

etol = 1× 10−3 0.01485 0.001781 0.719 2.5% 4.2× 106

etol = 5× 10−4 0.01494 0.001775 0.727 1.2% 4.4× 106

etol = 1× 10−4 0.01499 0.001769 0.733 0.4% 13.3× 106
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(a) No error control (feature-only refinement) (b) etol = 1× 10−3

(c) etol = 5× 10−4 (d) etol = 1× 10−4

Figure 6.30: Adaptive grids for the V-22 TRAM case when different error tolerances
are used control off-body refinement. Note that the near-body grids have been re-
moved for clarity. Again, for reference, (a) does not use any error-adaptive control,
but simply adds maximum resolution to found features.

that when etol = 1 × 10−3, the error is cut in half by using a grid that requires

only about 13% more points. Next, when the tolerance is lowered to 5 × 10−4, the

number of nodes only grows by 5%, but the FM accuracy improves by a factor of two.

Considering the corresponding wake resolution (Fig. 6.29(c)), where coherent vortical
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structures only remained for about a single revolution, this result suggests that high

wake fidelity is not critical for FM accuracy. However, it can help, as demonstrated by

the lowest tolerance of 1× 10−4, which generates larger coherent wakes and improves

the overall FM accuracy by an additional factor of three, thereby lowering the error

below a half-percent of the feature-only case. Although the number of nodes has

risen for the lowest applied tolerance, note that it represents about a third of what

the feature-only case required.

Here, the hypothesis that increasing off-body solution accuracy can lead to a

better prediction of near-field performance metrics, like figure of merit, is proved.

Moreover, the results demonstrate that by systematically targeting the vortex cores

for refinement, increased wake resolution can be simultaneously witnessed.



Chapter 7

Conclusions

In this thesis, an AMR strategy has been developed for time-accurate vortex-domina-

ted flows. Specifically, regions for refinement are found through a robust and au-

tomated feature-detection approach, and the level of resolution is determined by an

estimate of local solution error, computed using a Richardson extrapolation-like pro-

cedure.

Feature Detection

To detect vortical features, four methods based on the Q-criterion, an eigensolution

corresponding to minimum regions of pressure, an eigensolution of the velocity gra-

dient tensor, and a correlation of the strain-rate and rotational tensors have been

developed. A proper normalization of all methods has allowed them to identify vor-

tical motion without using problem-dependent threshold values, regardless of the in-

herent convective scales. This avoids the difficulty associated with using dimensional

schemes, like vorticity, to identify regions for refinement. Using static flow snapshots

of isolated vortices and a practical vortex-dominated flow-field, it is verified that the

164
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applied normalizations operate as intended, and threshold values of unity can be used

to appropriately identify vortical systems of varying strength. Additional algorith-

mic techniques have been employed to speed eigenvalue computations, so that their

runtimes remain on par with traditional vorticity-driven AMR schemes.

Error Estimation

A refinement termination criterion has been developed and is based on Richardson Ex-

trapolation. Grid convergence studies reveal that the Richardson estimator exhibits

ideal logarithmic convergence rates. In addition, the estimator is also particularly

suitable for time-accurate flows, as it effectively removes the unfavorable stalled con-

vergence behavior, which can result from sources of temporal error. With regard to

robustness, adequate performance can be obtained on relatively coarse meshes, and,

moreover, the overlapping solutions need not be generated on super-refined meshes

in order to achieve ideal performance. A locally normalized pressure-based estima-

tor performs well and is preferred because of its superior performance, as compared

to density- and velocity-based formulations. This is because pressure-based error is

highest at the vortical centroids, which will act to provide them with adequate refine-

ment. Lastly, the estimator’s negligible computational cost, which requires about one

percent of the time necessary for a flow solution time-step, is an additional benefit.
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Integration with Helios

The feature-detection and error-estimation approaches have also been coupled to-

gether to create a novel refinement strategy, which is particularly suitable for vortex-

dominated flows. The two-stage process uses feature-detection to determine the re-

gions appropriate for refinement, and then computes solution-based error to locally

adjust the grid resolution. A main objectives of this work has been to control the

mesh adaption in Helios’s off-body Cartesian grid-system. The Helios code incorpo-

rates a dual-mesh paradigm of near-body unstructured cells to handle the generally

complex rotorcraft surfaces, and an off-body adaptive-Cartesian domain to resolve

the wake. Note that the underlying developed strategy is rather general and can

therefore be easily applied to other codes that utilize a similar overset-based AMR

paradigm.

Feature-Only Refinement

Performance of the refinement strategy has been examined in a two-part study. First,

to test the capability of the feature-detection schemes, feature-only refinement has

been applied. Here, no attempt is made to adjust resolution, but rather, a prescribed

maximum resolution has been applied to all identified features. Test cases including

the previously studied isolated vortices and the NACA 0015 wing, as well as the

TRAM rotor in hover, have been considered. For all cases, it has been shown that

all adaptive methods provide accurate convection and sufficiently low dissipation.

Moreover, simulation runtimes are largely dependent upon the number of mesh points,

so the adaptive cases, which generate smaller meshes, are exceptionally faster than

the cases with uniform refinement. Furthermore, the non-dimensional methods, using
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a fixed threshold of unity, offer identical performance as compared to optimally-tuned

vorticity-based approaches. These results prove that a feature-based AMR approach

can be both incredibly effective and efficient.

Feature-Directed Error-Adaptive Refinement

To obtain a better distribution of grid points, error-adaptive control can be applied

via the Richardson estimator, and these solutions have been compared to those that

employ feature-only refinement. First, the studies confirm that the adaptive grid

systems can be automatically and easily steered to achieve different levels of fidelity

by using different error tolerances. Second, they show that the applied feature-error

strategy is appropriate and efficient for time-accurate vortex-dominated flows. Third,

by systematically adding resolution to the off-body flow features, not only is the

general wake fidelity improved, but accuracy improvements to performance-based

metrics are also witnessed. Lastly, the results indicate that the coupled strategy has

been successfully implemented in a large production CFD code, and can operate well

in any other code that utilizes a similar overset-based refinement paradigm.

Grid Resolution Studies

For the practical cases, which require Helios’s dual-mesh paradigm, the effects of

near- and off-body resolution have been studied. These tests confirm that, to reduce

the dissipation of vortical structures in the far-field, finer near-body grids can help,

but only if the grid spacing is commensurate with the off-body resolution. When

features generated in the near-body grid are sufficiently resolved, the off-body grid

can accurately convect them over long distances. Additionally, for relatively coarse
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unstructured grids, trimming the mesh inward can help alleviate the effects of near-

field numerical dissipation.

Future Research

Additional work should consider more complex rotorcraft cases that involve unsteady

aerodynamics, dynamic blade motion, and other interacting components, e.g., fuse-

lage and multiple rotors. Additionally, while the normalized pressure sensor worked

well, it does not show the same scale-independence that is exhibited by the normalized

feature detection schemes. Although such an error, which is completely insensitive

to the convective scales contained in the problem, may not be attainable, additional

work is needed either to improve the current functional estimate, or to better charac-

terize the relationship between the applied error tolerance and the resulting accuracy.

Lastly, because sufficient near-body refinement is necessary for the accurate gener-

ation and initial convection of the vortical structures, a similar refinement strategy

could be applied to automate the cumbersome near-body refinement process, thereby

drastically lessening the required manual time.



Appendix A

Complete λ2 Derivation

If we use Einstein notation, the Navier-Stokes equations can be compactly written as
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where ρ is density, u is velocity, p is pressure, µ is viscosity, and λ is bulk viscosity.

If we then take the gradient of Equation A.1 with respect to the k direction,

∂ρ

∂xk

Dui
Dt

+ ρ

(
∂

∂t

∂ui
∂xk

+
∂uj
∂xk

∂ui
∂xj

+ uj
∂2ui
∂xj∂xk

)
= − ∂2p

∂xi∂xk
+ µ

∂3ui
∂xj∂xj∂xk

+ (µ+ λ)
∂3ui

∂xi∂xj∂xk
.
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Now, to obtain the desired form, an average operator, A
(
∂ui
∂xj

)
= 1

2

(
∂ui
∂xj

+
∂uj
∂xi

)
, is

used to expand the previous equation into the temporary form of

1

2

(
∂ρ

∂xk

Dui
Dt

+
∂ρ

∂xi

Duk
Dt

)
+
ρ

2

(
∂

∂t

[
∂ui
∂xk

+
∂uk
∂xi

]
+
∂uj
∂xk

∂ui
∂xj

+
∂uj
∂xi

∂uk
∂xj

+uj

[
∂2ui
∂xj∂xk

+
∂2uk
∂xi∂xj

])
= − ∂2p

∂xi∂xk
+
µ

2

∂2

∂x2j

(
∂ui
∂xk

+
∂uk
∂xi

)
+
µ+ λ

2

(
∂3ui

∂xi∂xj∂xk
+

∂3uk
∂xi∂xj∂xk

)
. (A.2)

To simplify, applying the identities of

Sik =
1

2

(
∂ui
∂xk

+
∂uk
∂xi

)
,

SijSjk + ΩijΩjk =
1

2

(
∂uj
∂xk

∂ui
∂xj

+
∂uj
∂xi

∂uk
∂xj

)
,

DSik
Dt

=
∂Sik
∂t

+
uj
2

(
∂2ui
∂xj∂xk

+
∂2uk
∂xi∂xj

)
,

can reduce Equation A.2 to

1

2

(
∂ρ

∂xk

Dui
Dt

+
∂ρ

∂xi

Duk
Dt

)
+ ρ

DSik
Dt

+ ρSijSjk + ρΩijΩjk =

− ∂2p

∂xi∂xk
+ µ

∂2Sik
∂x2j

+ (µ+ λ)
∂3ui

∂xi∂xj∂xk
.

In the development of the λ2 method, Jeong and Hussain [14] neglect unsteady straining

and all forms of viscosity, which simplifies the previous equation to

1

2ρ

(
∂ρ

∂xk

Dui
Dt

+
∂ρ

∂xi

Duk
Dt

)
+ SijSjk + ΩijΩjk = −1

ρ

∂2p

∂xi∂xk
. (A.3)
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It is interesting to note that in their paper, Equation A.3 is presented without the

first term on the left-hand side (density gradients multiplying the material derivative

of velocity). Although not explicitly stated, when using the λ2 method, it should

be noted that the divergence of velocity, density gradients, and unsteady convection

are completely neglected. However, for most vortex-dominated flows, compressibility

effects are either small or nonexistent relative to the strain-rate and rotation tensors,

and can therefore be ignored.



Appendix B

Derivation of the Modified-EHS

Vortex

For slowly rotating vortex cores (M < 0.3), incompressible flow may be assumed

and compressibility effects may be neglected. However, even for lightly compressible

flows that are being solved with the (compressible) Euler or Navier-Stokes equations,

thermodynamic corrections are required for a proper initialization of the flow-field.

Although the velocity fields can be identical in either case, the basic state variables

(ρ, p, T ) must satisfy the governing equations.

The derivation begins by assuming inviscid flow, so that the polar form of the

Navier-Stokes equations can be written as

∂p

∂r
= ρ

V 2
θ

r
, (B.1)

where p is pressure and ρ is density. Also, if isentropic flow is assumed, pressure and

172



APPENDIX B. DERIVATION OF THE MODIFIED-EHS VORTEX 173

density are related by

(
p

p∞

)
=

(
ρ

ρ∞

)γ
, (B.2)

where (·)∞ refers to the free stream conditions and γ is the ratio of specific heats

(γair = 1.4). If we solve for ∂p
∂r

from Equation B.1,

(
p

p∞

)
=

(
ρ

ρ∞

)γ
,

∂

∂r

(
p

p∞

)
=

∂

∂r

[(
ρ

ρ∞

)γ]
,

1

p∞

∂p

∂r
= γ

(
ρ

ρ∞

)γ−1
∂(ρ/ρ∞)

∂r
,

∂p

∂r
=
γp∞
ρ∞

(
ρ

ρ∞

)γ−1
∂ρ

∂r
. (B.3)

Substituting this result into Equation B.1, the indefinite integral relating density as

a function of radial distance is

γp∞
ργ∞

ργ−1
∂ρ

∂r
= ρ

V 2
θ

r
,

γp∞
ργ∞

∫
ργ−2dρ =

∫
V 2
θ

r
dr,(

γ

γ − 1

)
p∞
ργ∞

ργ−1 + C1 =

∫
V 2
θ

r
dr, (B.4)

where C1 is a constant of integration and is found by imposing the boundary condition

of ρ(r)→ ρ∞ as r →∞. Solving for this limit,

C1 = −
(

γ

γ − 1

)
p∞
ρ∞

,
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and inserting this constant into Equation B.4,

β

[(
ρ

ρ∞

)γ−1
− 1

]
=

∫
V 2
θ

r
dr, (B.5)

where β =
(

γ
γ−1

)
p∞
ρ∞

. The integral on the right-hand side has an analytic solution of

∫
V 2
θ

r
dr = Γ

∫
re1−(r/a)

2

dr

= −Γ2

2
e1−(r/a)

2

,

which creates the final density perturbation equation of

ρ

ρ∞
=

(
1− Γ2

2β
e1−(r/a)

2

) 1
γ−1

. (B.6)

Note that to solve for the perturbation temperature listed in Section 3.3.1, one would

simply reapply the assumption of isentropy and let T ′ = T − T∞.



Appendix C

General Form of Richardson-Based

Error

Assume that a fine (wf ) and a coarse (wc) discrete solution exist on a pair of system-

atically refined grids. Additionally, rather than a cell size reduction of two, a general

refinement factor of 2n occurs between the grids, where n refers to the number of

4-to-4/2 sequential refinement operations. This creates a coarse spacing of h and a

fine spacing of h/2n. Therefore, the exact solution can be approximated on both of

these grids as

u = wc + C0h
p +O

(
hp+1

)
, (C.1)

u = wf + C0

(
h

2n

)p
+O

((
h

2n

)p+1
)
, (C.2)

where, again, the C0 constant is fixed but initially unknown, and p represents the

known spatial order-of-accuracy. To determine C0, the equations can be combined to
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form

C0 =
wf − wc

hp(1− 1
2np

)
+O (2nph) .

The expression for C0 can be substituted into Equation C.2 to compute the fine-grid

error (Ef ) of

u− wf = Ef =
wf − wc
hnp − 1

+O
(
hp+1

)
. (C.3)

If Equation C.3 is compared with the result from Chapter 4 (Eq. 4.13), where the

fine and coarse solution was separated by a refinement factor or two (n = 1), it is

observed that both expressions are nearly identical, with the only exception being

a slight difference in the constant denominator (2np rather than 2p). Of greater

significance is that the truncation error terms are equivalent for both cases, which

indicates that the accuracy (asymptotic convergence behavior) of the error estimator

is governed by the cell-spacing in the coarse grid.
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